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Abstract

Accurate predictions of survival probabilities can be helpful to determine treatment strate-
gies and shared decision making in medical applications, like cancer prognosis. Tradition-
ally, the Cox proportional hazards (PH) model is used to predict survival. Yet, recently
machine learning (ML) has received increased attention. ML methods learn complex re-
lations between explanatory variables and outcomes, without the need to specify these
effects beforehand. In contrast, in the Cox PH model, non-linear and interaction effects
need to be specified before estimating the model. The flexibility of ML methods is believed
to improve predictive accuracy, which drives the application of ML methods to survival
data.

One of the aims of this thesis was to compare prediction models for survival data
based on machine learning methods to the traditional Cox PH model. Predictive ability
was assessed by using Brier score, concordance index and calibration plots. Furthermore,
software implementation and interpretability were investigated. Two ML methods, partial
logistic regression models with artificial neural networks (PLANN) and random survival
forest (RSF) models were considered. Predictive performance was studied in a soft tissue
sarcoma cohort: a right-censored survival dataset with a small number of explanatory
variables.

In terms of IBS and calibration, the optimally tuned RSF models had similar pre-
dictive performance compared to the Cox model. The Cox model had better predictive
performance than the RSF models in terms of C-index. One of the NN models outper-
formed Cox in terms of Integrated Brier Score (IBS). Also, the NN models were slightly
better calibrated than the Cox PH model. It would be interesting to see whether a Cox
model including non-linear effects would outperform the ML methods considered in terms
of prediction.

Differences between the ML methods and the Cox PH model concern the route towards
finding the most optimal predictions. When estimating survival probabilities using ML
methods, focus is mainly on the correct implementation of the ML algorithm: finding
suitable tuning parameters, how to select the best set of tuning parameters and running the
algorithm, which takes time. On the other hand, when identifying the best predicting Cox
model, time is spent on specifying the model, looking at non-linear effects and evaluating
goodness of fit.

The initial set of tuning parameters considered for the PLANN approach resulted in
non-informative NN models. This showed the importance of thorough knowledge on the
characteristics of tuning parameters in the ML methods. The work in this thesis shows
how survival prediction could be unreliable if the NN is not properly tuned.
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Chapter 1

Introduction

Artificial intelligence (AI) has been a hot topic over the past decades. AI is implemented
in a wide spectrum of fields. Well-known examples of successful AI implementations are
image and speech recognition software. In the medical field, AI has received a lot of
attention as well. Leiden University Medical Center (LUMC) organized the “LUMC AI
Hackathon” on October 31, 2019 to stimulate health experts, developers and data scientist
to find new implementations of AI in the medical field.

Machine learning, a branch of AI, aims at developing algorithms which learn complex
relations between explanatory variables and outcomes present in a dataset. Machine learn-
ing methods do not require an explicit formulation of non-linear and interaction effects.
On the contrary, such effects need to be predefined in “traditional” statistical models.
The idea is that the flexibility of machine learning methods improves predictive accuracy.
This motivates applying machine learning methods to survival data. In medical applica-
tions, like cancer prognosis, accurate predictions of survival probabilities can be helpful in
determining treatment strategies and enable personalized medicine [1].

Applying ML methods to survival data is not straightforward. ML methods are de-
signed for classification and regression problems, e.g. categorical or numeric outcomes.
In Survival Analysis, the outcome of interest, time-to-event, is often not observed for all
patients studied, as patients are lost to follow-up or are still alive at the end of study time.
This phenomena is called censoring. Excluding censored patients would bias results. When
applying ML methods to survival data, censoring should be taken into account. Various
approaches to apply ML methods to survival data have been proposed. For example,
neural networks have been used to estimate survival probabilities. To account for cen-
soring in neural networks, time is split into different time intervals. The neural network
then estimates the probability that an individual will survive a certain interval. The
proposed methods differ in how the outcome variable is defined: Chi, Street & Wolfberg
and Nilsaz-Dezfouli estimate survival probability directly, whereas Biganzoli, Liestøl and
Montes-Torres estimate the conditional probability of dying in a certain interval [2]–[6].
Ohno-Machado and Lapuerta estimate the unconditional probability of dying in a certain
time interval [7], [8]. Another difference between the methods concerns the implementa-
tion of time in the neural network model. Finally, methods differ in dealing with censored
observations. For example, some authors impute an estimated probability of dying in
intervals in which a censored patient was not observed [2], [3], [6]. Lapuerta proposed to
impute the interval in which a censored patient could have died [8].

Two other approaches, DeepSurv and Cox-nnet, combine neural networks with a Cox
proportional hazards model [9], [10]. Both methods use the outcome of the neural network
as an estimator of the log hazard ratio in the Cox proportional hazards model.

Other ML methods, like random forests and support vector machines, have been ap-
plied to survival data [11]–[13]. Ishwaran developed random survival forests, which is an
extension of the random forest method proposed by Breiman [11], [14]. The random sur-
vival forest approach uses decision trees to split data into subgroups with similar survival.
The data is split using the log-rank statistic and survival curves for each subgroup are
estimated with the Nelson-Aalen estimator [11].

A great variety of approaches applying ML methods to survival data have been de-
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veloped. The question arises how well these methods perform relative to another and
compared to traditional statistical models, like the Cox proportional hazards (PH) model.
In this thesis, interest is on predictive performance. Comparing survival predictions of
different models requires selecting valid performance measures. In applications where ML
methods have been used for survival data, performance is evaluated in different ways.
Some authors evaluate performance by discretizing estimated survival probabilities at a
specific time point into “dead” or “alive”. Subsequently, the estimated survival status at
a specific time point is compared to the observed survival status at that time point by
using measures like accuracy, sensitivity and specificity. Yet, these measures do not fully
characterize survival outcome [15].

In Survival Analysis, predictive ability is often described by calibration and discrim-
ination. Calibration reflects the degree of agreement between observed and predicted
survival probabilities, whereas discrimination represents the ability of a model to distin-
guish patients with good and bad prognosis [16]. A well-known measure of discrimination
is Harrell’s concordance index [16]. Another method to quantify prediction error is the
Brier score, which is a measure of both discrimination and calibration. Calibration can
also be assessed by plotting observed survival probabilities against predicted survival prob-
abilities.

The aim of this thesis is to compare prediction models for survival data based on
machine learning methods to the traditional Cox PH model. The comparison is mainly fo-
cused on predictive ability, which is assessed by using Brier score, concordance index and
calibration plots. Furthermore, software implementation and interpretability are eval-
uated. Two machine learning methods, Biganzoli’s neural network approach and Ish-
waran’s random survival forest approach are selected [4], [11]. Predictive performance
of these methods and a Cox PH model were studied in a soft tissue sarcoma cohort: a
right-censored survival dataset with a small number of explanatory variables. All analyses
are performed in R software environment [17].

Cox PH models have previously been compared to machine learning methods applied
to survival data. A previous study compared a Cox PH model to a neural network and
random survival forest approach [18], [19]. Xiang compared Cox regression to a neural
network approach based on the concordance index and Dong Wook evaluated a Cox PH
model, random survival forests and DeepSurv [15], [20], [21].

The novelty of this thesis consists of comparing the three approaches by evaluating
Brier score, concordance index and calibration plots. Furthermore, the validity of applying
the performance measures to the two machine learning methods is investigated.

This thesis is outlined as follows: in Chapter 2, the general framework of the Cox PH
model and the two machine learning methods is given. For the machine learning methods,
a section is dedicated to the implementation in R [17]. Furthermore, basic quantities and
definitions in Survival Analysis used in this thesis are discussed. Chapter 3 elaborates on
how the measures of predictive ability considered are computed and how they can be used
in the neural network and random survival forest approach. The soft tissue sarcoma data
cohort is described in Chapter 4. In Chapter 5, results of applying a Cox PH model, neural
networks and random survival forest models to the soft tissue sarcoma data are discussed.
To evaluate and compare prediction, a split sample approach was used: 1

3 of the data was
used as an external validation set. The other 2

3 of the data was used to train the models.
The two machine learning methods require tuning of certain parameters. This was done
by performing 5-fold cross-validation on the training data. In Section 5.4, performance of
the approaches considered on the external validation data is compared. A discussion on
the results and recommendations for future research are provided in Chapter 6. R code
used for the analyses described in this thesis is provided in the appendices. Additional
figures and examples to illustrate approaches are included in the appendices.
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Chapter 2

Theory

Survival Analysis is the study of times from an initiating event, like surgery, to some
terminal event, for example death. In survival analysis, often the objective is to identify
prognostic factors associated to survival and estimating their effect size. This chapter
starts with basic theory of survival analysis (Section 2.1.1). Following this section, statis-
tical models used for estimation and prediction are discussed (Section 2.2). An overview of
machine learning methods which can be applied to time-to-event data is given in Section
2.3. All formulas stated use mathematical notation used in Klein and Moeschberger [22].

2.1 Mathematical framework for Survival Analysis

2.1.1 Basic quantities in Survival Analysis

Let X be a continuous random variable representing time-to-event, with X ≥ 0. Survival
function S(x) describes the probability that an individual survives to time x and is given
by

S(x) = P (X > x). (2.1)

Define F (x) = P (X ≤ x), the cumulative distribution of X. It follows that the survival
function S(x) is the complement of F (x), that is S(x) = 1 − F (x). Furthermore, the
survival function can be defined as the integral of the probability density function, f(x),
equal to

S(x) =

∫ ∞
x

f(t)dt, (2.2)

which implies

f(x) = −dS(x)

dx
. (2.3)

The survival function is a monotone, non-increasing function equal to 1 at the time origin,
i.e. S(0) = 1, and equal to 0 as x approaches infinity, i.e. limx→∞ S(x) = 0. As the shape
of the survival curve is determined by the risk of experiencing the event at time x, the
survival curve provides some inside in this quantity, but it is hard to examine the failure
pattern by simply looking at the survival function. To determine an appropriate failure
distribution the hazard function can be useful. The hazard function h(x), or hazard rate,
is equal to

h(x) = lim
∆x→0

P
(
x ≥ X < x+ ∆x | X ≤ x

)
∆x

. (2.4)

from which it can be seen that h(x)∆x may be described as the “approximate” probability
of a subject of age x to experience the event in the next instant of time. A restriction on
the hazard rate h(x) is that it has to be non-negative, i.e. h(x) ≥ 0. If X is a continuous
variable, the hazard rate is given by

h(x) =
f(x)

S(x)
= −

d ln
(
S(x)

)
dx

. (2.5)
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Related to the hazard rate, is the cumulative hazard function H(x), which is given by

H(x) =

∫ x

0
h(u)du = − ln

(
S(x)

)
, (2.6)

which implies

S(x) = exp
(
−H(x)

)
= exp

(∫ x

0
h(u)du

)
. (2.7)

2.1.2 Truncation and censoring

Specific to survival data is that studying life times requires time to observe the event of
interest. Often observation time is limited and, inevitably, the event is not observed for
some individuals studied. This phenomenon is called censoring. While right-censored data
contains individuals with incompletely observed survival times, truncated data lacks all
information on some individuals completely: truncation occurs when individuals, whose
event time is outside the observational window, are not observed and are therefore not
included in a study. Truncated and censored data require special statistical methods. In
the following sections, different types of truncation and censoring are discussed.

Right censoring

The event is observed only if it occurs before a certain censoring time Cr, which can
be random or prespecified. Thus, for a right-censored individual, it is known only that
he/she survived to censoring time Cr. Furthermore, it is known that, for a right-censored
individual, the event occurs in the interval (Cr,∞). Censored data can be represented
by a pair of random variables (T, δ). When the event is observed, T is survival time X
and δ = 1. When the individual is censored, T is censoring time Cr and δ = 0. So,
T = min(X,Cr) and event indicator δ is given by

δ =

{
1, T = X

0, T = Cr
. (2.8)

Left censoring

Left censoring occurs when the event of interest happens before a certain censoring time
Cl. For example, when the event of interest has happened before inclusion in the study.
The individual may recall exactly when the event happened, but if he/she does not recall
this moment precisely, it is only known that the event happened before inclusion into the
study. In case of left censoring, the only information known is that the event took place
in the interval [0, Cl]. Like right censored data, left censored data can be represented by
the pair (T, δ). When the event is observed, T is survival time X and δ = 1. When the
individual is censored, T is censoring time Cl and δ = 0. Thus, T = max(X,Cl) and δ is
the event indicator, given by

δ =

{
1, T = X

0, T = Cl
. (2.9)

Interval censoring

Interval censoring occurs when survival time X is only known to fall in a certain interval.
This could be the case for longitudinal studies with a periodic follow-up. For an interval
censored individual i, it is known that survival time Xi occurs within the interval (Li, Ri]:
the event happened after time Li, but before or at Ri.
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Truncation

As stated by Klein and Moeschberger, “Truncation of survival data occurs when only
those individuals whose event time lies within a certain observational window (YL, YR) are
observed” [22, page 72]. As truncated individuals are unobserved, a researcher has no
information on these subjects. This is contrary to censored individuals, of whom partial
information is available.

In case of left truncation, YR is infinite and X is observed if and only if X > YL.
Klein and Moeschberger illustrate left truncation by an example about examining the
distribution of diameters of microscopic particles. These microscopic particles can only be
observed if they are big enough to be seen based on the resolution of the microscopes used.
Left truncation occurs as small particles are not registered by the investigator. Another
example of a truncation event is entry into a retirement home: individuals must have lived
long enough to enter the retirement home.

When YL is zero, right truncation occurs and X is observed if and only if X ≤ YR.
For example, when studying infection with HIV due to transfusion to the clinical onset
of AIDS, researchers identify patients to include once patients have developed AIDS. If
researchers sample a registry on a specific date, say December 2, 2019, patients who were
infected with HIV via transfusion before December 2, 2019, but have not yet developed
AIDS are not in the registry. Such patients are not observed by the researchers and
therefore right truncated.

2.1.3 Likelihood construction

To construct the likelihood, censoring and truncation, if present, need to be considered. It
is assumed that survival times and censoring times are independent. The likelihood for dif-
ferent type of censoring and truncation schemes can be constructed using the components
in Table 2.1.

Table 2.1: Likelihood components for censored and truncated data by Klein and
Moeschberger [22].

Likelihood components

exact lifetimes f(x)
right censored observations S(Cr)
left censored observations 1− S(Cl)
interval censored observations [S(L)− S(R)]
left truncated observations f(x)/S(YL)
right truncated observations f(x)/[1− S(YR)]
interval truncated observations f(x)/[S(YL)− S(YR)]

Denote the set of exact death times by D, the set of right censored observations by R,
the set of left censored observations by L and the set of interval censored observations by
I. The likelihood for censored data is given by

L ∝
∏
i∈D

f(xi)
∏
i∈R

S(Cr)
∏
i∈L

(
1− S(Cl)

)∏
i∈I

(
S(Li)− S(Ri)

)
. (2.10)

For left and interval truncated data with truncation intervals (YLi , YRi), which are
independent from survival times, the likelihood can be constructed by replacing f(xi) by
f(xi)/

(
S(YLi)−S(YRi)

)
and S(Ci) by S(Ci)/

(
S(YLi)−S(YRi

)
. In case of right truncation,

only deaths are observed and the likelihood is given by

L ∝
∏
i

f(Yi)/
(
1− S(Yi)

)
. (2.11)
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2.1.4 Estimation of cumulative hazard and survival function

Parametric and non-parametric methods can be used to estimate the cumulative hazard
and survival function. Both approaches are described in this thesis only for right censored
survival data. For more information see Klein and Moeschberger [22].

Non-parametric estimation

Let t1 < t2 < ... < tD be the D distinct event times in the data. At event time ti, let di
be the number of events and Yi the number of individuals at risk. The quantity di

Yi
gives

an estimate of the conditional probability for a subject to experience the event at time ti
given that this subject is still alive just before time ti. Non-parametric estimators for the
survival function and cumulative hazard rate are based on this ratio.

The Product-Limit estimator (or Kaplan-Meier estimator) suggested by Kaplan and
Meier ([23]) is an estimator of the survival function and is given by

Ŝ(t) =


1, if t < t1,∏
ti≥t

(
1− di

Yi

)
, if t1 ≥ t. (2.12)

In the Product-Limit estimator 1− di
Yi

is an estimate of P (X > ti|X ≥ ti), the conditional
probability of surviving time point ti for an individual who has survived up to just prior
to time ti. The cumulative hazard function can be estimated based on the Product-Limit
estimator (Eq. 2.12) using

Ĥ(t) = − ln
(
Ŝ(t)

)
. (2.13)

An alternative non-parametric estimator is the Nelson-Aalen estimator which is given
by

Ĥ(t) =


0, if t ≤ t1,∑
ti≤t

di
Yi
, if t1 ≤ t. (2.14)

The Nelson-Aalen estimator of the cumulative hazard function has a better performance for
small samples than the cumulative hazard estimate based on the Product-Limit estimator
[22]. Using the Nelson-Aalen cumulative hazard estimator (Eq. 2.14), the survival function
can be calculated by

Ŝ(t) = exp
(
− Ĥ(t)

)
. (2.15)

Both non-parametric estimators are defined up to last observed time of the subjects
on study.

Parametric estimation

Parametric models can be used to estimate hazard rates and survival functions for survival
data. In Table 2.2 two examples of commonly used parametric distributions are shown.

2.2 Statistical models for time-to-event data

In Survival Analysis, it is of interest to study the effect of explanatory variables on survival.
Two popular approaches modelling the effects of explanatory variables on survival are
described in this section. In the first approach, the natural logarithm of survival time X
is modeled in a way analogous to classical linear regression. Consider survival time X,
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Table 2.2: Two parametric distributions used in Survival Analysis.

Distribution Hazard Rate
h(x)

Survival Function
S(x)

Probability Density
Function f(x)

Weibull
αλxα−1 exp [−λxα] αλxα−1 exp [−λxα]α, λ > 0,

x ≥ 0

Exponential
λ exp [λx] λ exp [λx]λ > 0,

x ≥ 0

with X > 0, and the vector of p covariates Zt = (Z1, Z2, ..., Zp). Define Y = ln (X) and
assume a model for Y given by

Y = µ+ γtZ + σW, (2.16)

with regression coefficients γt = (γ1, γ2, ..., γp) and error distribution W . The standard
normal distribution and the logistic distribution are examples of common choices for the
error distribution. Regression coefficients are estimated using maximum likelihood meth-
ods. Define the survival function of X = exp (Y ) when Z is zero. S0(x) is the survival
function for X = exp (µ+ σW ). Then,

P
[
X > x|Z

]
= P

[
Y > ln (x)|Z

]
= P

[
µ+ σW > ln (x)− γtZ|Z

]
= P

[
exp (µ+ σW ) > x exp

(
− γtZ

)
|Z
]

= S0

[
x exp

(
− γtZ

)]
.

(2.17)

The explanatory variables influence survival by adjusting the time scale: from S0(x) to

S0

[
x exp

(
− γtZ

)]
. Hence, the name accelerated failure time model.

The second approach models the effect of explanatory variables on the conditional
hazard rate. Two methods can be distinguished: multiplicative and additive hazard rate
models. Define covariate vector z(x), which can vary over time x. In the multiplicative
hazard model, the conditional hazard rate for an individual with covariate vector z(x) is
given by

h
(
x|z(x)

)
= h0(x)c

[
βt(x)z(x)

]
, (2.18)

where h0(x) may be any arbitrary non-negative function or may have a specified parametric
form. For link function c() any non-negative function can be used. In the Cox Proportional
Hazards model, c() = exp () is used.

In additive hazard rate models, the conditional hazard rate is modeled as

h
(
t|z(x)

)
= β0(x) +

p∑
k=1

βk(x)zk(x). (2.19)

The p regression functions can be positive or negative. However, the values of the regres-
sion functions are constrained as h

(
t|z(x)

)
(2.19) must be positive.

The Cox model is a semi-parametric model: h0(x) can be any arbitrary non-negative
function, the effects of the risk factors are assumed to be multiplicative.

2.2.1 Cox Proportional Hazards model

Define X the time to event. For individual j (j = 1, ..., n), survival data consists of Tj
time on study, δj status indicator and Zj(t) =

(
Zj1(t), ..., Zjp(t)

)t
vector of prognostic
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factors k = (1, ..., p). Here Zjk(t) (k = (1, ..., p)) may be prognostic factors that vary over
time, e.g. time-dependent covariates. For now, only time-fixed covariates are used and
Zjk(t) can be denoted as Zjk. In the Cox model, the hazard rate at time t for individual
j with risk vector Z is defined as

h(t|Z) = h0(t) exp
(
βtZ

)
= h0(t) exp

( p∑
k=1

βkZk

)
(2.20)

where h0(t) is the baseline hazard rate and β represents parameter vector of coefficients(
β1, ..., βp

)t
.

The Cox model assumes hazard ratios, which are constant over time. Consider two
individuals with risk vectors Z and Z∗. Their hazard ratio is constant over time and is
given by

h(t|Z)

h(t|Z∗)
=
h0(t) exp

(∑p
k=1 βkZk

)
h0(t) exp

(∑p
k=1 βkZ

∗
k

) = exp
( p∑
k=1

βk(Zk − Z∗k)
)
. (2.21)

The hazard ratio can be interpreted as the relative risk of having the event for a patient
with covariate vector Z compared to a patient with covariate vector Z∗.

To find maximum likelihood estimates of β, the partial likelihood is maximized by
taking partial derivatives of the partial log-likelihood with respect to each element of β.
In this approach, non-informative censoring is assumed. Censoring is non-informative if,
for the jth patient, event and censoring time are independent given covariate vector Zj .

Denote survival data on n individuals by the triplet
(
Tj , δj ,Zj

)
with j = 1, ..., n.

Consider the case of where there are no ties between event times. Define t1 < t2 < ... < tD
the ordered event times and let Z(i)k denote the kth explanatory variable for the individual
with event time ti. Let R(ti) be the risk set of all patients at risk just prior to ti. Assume
all patients are statistically independent. Based on the hazard function described in (2.20),
the partial likelihood is given by

L(β) =
D∏
i=1

exp
(∑p

k=1 βkZ(i)k

)∑
j∈R(ti)

exp
(∑p

k=1 βkZjk
) . (2.22)

The log-likelihood LL(β) = ln
(
L(β)

)
is expressed by

LL(β) =

D∑
i=1

p∑
k=1

βkZ(i)k −
D∑
i=1

ln
( ∑
j∈R(ti)

exp
( p∑
k=1

βkZjk
))
. (2.23)

In survival data, tied events are present quite often. There are several suggestions
for an alternative partial likelihood when ties are present. The correct partial likelihood
was defined by Cox, but the estimation of β using this “exact” partial likelihood is time
consuming. Efron suggested an approximation to the exact partial likelihood, which is
fast when implemented in software. Efron’s approximation is quite accurate unless the
number of ties at event time ti is extremely large relative to the size of risk set R(ti). The
approximation by Breslow is fast as well, but the solution is less accurate than Efron’s
approximation.

Define t1 < t2 < ... < tD the ordered event times and let di denote the number of
deaths at ti. Let Di be the set of patients who die at ti. Define si =

∑
j∈Di

Zj , the sum
of the risk vectors Zj over all patients who die at ti. Let Ri denote the set of patients
at risk just prior to ti. Efron’s approximation to the partial likelihood for tied events is
expressed by

L(β) =

D∏
i=1

exp(βtsi)∏di
j=1

[∑
k∈Ri

exp (βtZk)− j−1
di

∑
k∈Di

exp (βtZk)
] . (2.24)
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Besides estimating the regression coefficients β, an estimate of H0(t) is required to
predict survival probabilites for new patients. Let t1 < t2 < ... < tD be the ordered event
times and di denote the number of deaths at ti. Let Ri be the set of patients at risk just
prior to ti. Let Zjk be the vector of prognostic variables k = (1, ..., p) for patient j. Define

W (ti;β) =
∑
j∈Ri

exp
( p∑
k=1

βkZjk
)
. (2.25)

Breslow’s estimator for the cumulative baseline hazard rate is defined as

Ĥ0(t) =
∑
ti≤t

di
W (ti;β)

. (2.26)

The survival function for a patient with baseline characteristics, e.g. Z = 0, can be
estimated using

Ŝ0(t) = exp
[
Ĥ0(t)

]
. (2.27)

For patients with different characteristics, define risk vectorZ = Z∗. The survival function
for these patients is given by

Ŝ(t) = Ŝ0(t)exp (βtZ∗). (2.28)

2.3 Machine learning methods for time-to-event data

Besides statistical modeling techniques, machine learning methods can be used to study
survival data. Usually, machine learning methods are applied to classification (categor-
ical outcome) or regression (continuous outcome) problems. These methods are mainly
used for prediction. Returning to the survival context, if there is no censoring or trunca-
tion, studying survival times X is a regression problem. However, in most survival data
(right-)censoring is present, which complicates applying machine learning techniques to
survival data. As simply leaving out censored patients would bias results, machine learning
methods have to be modified to censored survival data.

In this thesis, the application of neural networks and random forests to right-censored
survival data is explored. Theory on neural networks is discussed in Section 2.4, random
forests are described in Section 2.5. There are other machine learning methods, outside
the scope of this thesis, which have been applied to survival data. For example, Support
Vector Machines (SVMs) can be used to analyse survival data [13].

2.4 Neural networks for survival data

2.4.1 Neural networks: an introduction

Artificial Neural Network (ANN) is a machine learning method inspired by the structure
of the brain, known for its great flexibility in modelling non-linear relationships. In this
section, terminology and characteristics of simple ANNs will be discussed using an exam-
ple, shown in Figure 2.1, of a so-called single layer feed-forward neural network. In Figure
2.1, nodes, or neurons, in the neural network are represented by coloured dots. Connec-
tions between the nodes, linking the input, hidden and output layer, are assigned weights.
The connections between the three layers of the neural network are unidirectional, which
is indicated by feed-forward in the name of the neural network. Single layer refers to the
number of hidden layers in the neural network.

In applications, neural networks need to be trained first, before they can be applied
to new data. The objective of the training process is to minimize the difference between
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the observed outcome, or target, and the outcome predicted by the neural network. In the
training process, the values of the weights are jointly estimated using the back-propagation
algorithm. Another aspect in training a neural network is to prevent overfitting: aim is
to find a neural network that will generalize well to new data.

Figure 2.1: A single layer feed-forward neural network

The following section discusses the mathematical background of a single hidden layer
neural network. Let h (h = 1, ...,H) be the nodes in the hidden layer. Denote by j
(j = 1, ..., J) and k (k = 1, ...,K) the input and the output nodes respectively. The neural
network will approximate yoik, the observed responses, also called targets, with ŷki. The
neural network can be represented as follows:

ŷk(xi, w) = φo

(
αk +

H∑
h=1

whkφh

(
αh +

J∑
j=1

wjhxij

))
. (2.29)

• xij : input x of the jth variable of the ith sample

• wjh: weight in layer L1 between hidden node h and input variable j

• whk: weight in layer L2 between hidden node h and output node k

• αh and αk: bias terms of the first (L1) and second layer (L2)

• φh(u) and φo(u): activation functions, applied to the hidden and output nodes
respectively

A common choice for the activation function φh(u) is the logistic or sigmoid function:

φh(u) =
exp(u)

1 + exp(u)
. (2.30)

The choice for φo(u) depends on the specific regression problem.
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To find the optimal weights, an error function is minimized. Two commonly used
error functions are the quadratic error function (Eq. 2.31), for regression problems, and
the cross-entropy error function (Eq. 2.32), for binary classification problems:

E =

K∑
k=1

n∑
i=1

(
ŷk(xi, w)− yoik

)2
. (2.31)

E = −
K∑
k=1

n∑
i=1

{
yoik log[ŷk(xi, w)] + (1− yoik) log[1− ŷk(xi, w)]

}
. (2.32)

As feed forward ANNs can be regarded as flexible non-linear regression models, the
network configuration should be optimally tuned to maintain a balance between fitting the
data used to train the model and estimating the underlying true dependence with small
bias [4]. The degree of fitting can be modulated by several techniques, like regularization
techniques and selecting the number H of hidden nodes. An example of a regularization
technique is the addition of a penalty term to the error function. A common choice is the
weight decay penalty, a quadratic penalty term as in ridge regression.

E∗ = E + λ
∑

w2. (2.33)

An advantage of the use of a weight decay penalty is that it not only decreases the chances
of over-fitting, but it also improves the convergence of the network, which is mainly relevant
for complex networks and large datasets. Biganzoli studied values of λ between 0.01 and
0.1. These values were chosen based on Bayesian considerations [4], [24].

The optimal configuration of the ANN maximizes the predictive capability of the net-
work. To find this optimal configuration of tuning parameters, like λ and H, validation
techniques are used [4].

2.4.2 Applying ANN to survival data

In this section, methods applying ANNs to survival data are presented as an alternative
to the Cox proportional hazards (PH) model. The application of ANNs to survival data
can especially be valuable in the following situations identified by De Laurentiis & Ravdin
[25]:

1. The PH assumption does not hold

2. Variables have a complex and unknown relationship with the outcome

3. There are interactions between the variables

Note that also Cox regression provides alternatives suitable for the situations described.
For example, time varying hazards can be used when the PH assumption does not hold.

Survival data is usually structured as follows: for each included individual, time to
event (e.g. “death”), sometimes defined by Tstart and Tstop, and an event indicator,
or status, are registered (see Table 2.3). Besides, explanatory variables, like age and
treatment characteristics, are recorded.

Table 2.3: Survival data structure

id Tstart Tstop status

1 0 4.5 1
2 0 5.0 0
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One might think to simply set the target of the neural network to time to event
T . Yet, censored observations, like patients experiencing the event of interest after the
end of follow-up, complicate the data, as for these patients the exact time to event is
unknown. Removing such patients from the analysis would strongly bias results. Various
methods have been proposed to apply ANN to survival data without excluding censored
observations. Note that, as targets can not be set to time to event due to censoring, NNs
now have to predict not only if an individual will experience an event, but also at what
time the event will happen. To include the time component, methods discussed here all
use discrete time intervals, either as an input variable or by defining separate outputs
or networks per time interval. Additionally, the event status aspect is accounted for in
the targets of the neural networks. How these targets are specified, varies among the
methods. Besides different definition for targets, the type of neural network (feed forward
neural network, FNN, or restricted Boltzmann machine), the choice of activation function
applied to hidden and output layer, the error function used, the number of outputs and the
number of networks differ. Moreover, although all methods aim to estimate the probability
of survival up to time tl: S(tl) = P (Ti > tl), the estimated quantity ŷ varies as well: some
methods directly estimate S(tl) or F (tl) = 1 − S(tl), others estimate the conditional
probability of dying hl or the unconditional probability of dying pl and subsequently use
these estimates to compute S(tl).

This section gives an overview of a selection of ANN approaches and discusses different
ways to apply ANN to survival data. Methods discussed are structured according to
the three estimated quantities mentioned above. To illustrate the differences between
methods, examples of the data structure based on two example patients shown in Table
2.3 will be provided. In this example four discrete time points in months will be considered:
tl = {2, 4, 6, 8} with l = {1, 2, 3, 4}.

Estimating S(tl) or F (tl) = 1− S(tl)

The ANN approach proposed by Street uses a standard feed forward neural network, with
one hidden layer and K output nodes [26]. The K output nodes each represent a different
time interval. The first output node represents cases experiencing the event of interest
in the first time interval, within 2 months in the example in Table 2.3, the second node
indicates individuals dying between the first and the second time interval (between 2 and 4
months). Street defined targets in such a way that the activations of the output units could
be interpreted as the probability of survival up to that time, S(tl). In a follow-up article
published in 2007, Chi, Street & Wolberg use a slightly modified target vector compared
to the one suggested by Street in 1998 [2], [26]. The description of the target vector below
is tailored to the most recent article [2]. Define observed time T̃i = min(Ti, Ci) with Ti
time to event and Ci (hypothetical) time under observation and individual i (1, 2, ..., n).
For uncensored observations, the target vector for the K outputs is “1” up to the observed
survival time. Thereafter, the target vector equals “0”. For censored observations, the
observed time T̃i describes the last time point at which a patient was known to be alive.
Until censoring, the target vector is set to “1” for the time in follow-up. When a patient is
censored, the target vector specifies an estimated probability of survival. The probability
of survival is estimated by using the Kaplan-Meier estimator for riskl, the probability to
die in interval l. The riskl is computed by:

riskl =
nr. of events during interval tl

nr. of patients at risk in interval tl
.

To summarise, the target vector for a censored observation is specified by:

Si(tl) =

{
1, 0 ≤ tl ≤ T̃i
Si(tl−1)(1− riskl), tl > T̃i

(2.34)
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In Table 2.4 the targets for the two example patients based on Street’s approach are
shown. Note that probabilities S2(t3) and S2(t4) are just made up, but do have the correct
properties, ranging between 0 and 1.

The neural network specified by Street minimizes the relative entropy error function in
order to maintain interpretation of the output as probabilities. For the activation function
for both hidden and output nodes, Street used the hyperbolic tangent function. Chi, Street
& Wolberg used the sigmoid activation function for both types of nodes in the follow-up
article [2]. Finally, only explanatory variables were used as inputs for the neural network.

Table 2.4: Targets for K = 4 outputs in Street’s ANN approach

id output 1 output 2 output 3 output 4

1 1 1 0 0
2 1 1 0.8 0.65

The other approaches discussed in this section estimate survival semi-directly, as these
methods reverse the definition of targets: “1” indicates dead, “0” means being alive.
For each interval Al = (0, tl] considered, the neural networks estimate P (T ≤ tl), the
probability of dying at or before time tl. Probability of survival for interval tl can be
calculated using: S(tl) = 1− P (T ≤ tl).

In contrast with Street’s multiple output single network approach, Nilsaz-Dezfouli
proposed a single time-point ANN model, specifying a single network with a single output
for each time interval Al [3]. For a network corresponding to interval Al, Nilsaz-Dezfouli
specifies target by:

targeti =


1, if event time ≤ tl
0, if censoring or event time > tl

p̂i, if censoring time ≤ tl
(2.35)

where p̂i represents the estimated probability of dying in interval Al = (0, tl] for patient
i. p̂i was estimated using a Cox model. Table 2.5 displays 4 targets for the two example
patients defined by Nilsaz-Dezfouli’s approach. The 4 targets, each for a separate network,
correspond to the 4 time-points considered in the example. So, the first network studies
interval A1 = (0, 2], while the fourth network aims to estimate S(t4) = P (T > 8).

Table 2.5: Targets for K = 4 networks in Nilsaz-Dezfouli’s ANN approach

id network 1 network 2 network 3 network 4

1 0 0 1 1
2 0 0 p̂3 p̂4

The remaining features of Nilsaz-Dezfouli’s approach concern the activation function,
logistic for both hidden and output nodes, and the error function, the cross-entropy func-
tion was used.

Similar to the approach by Nilsaz-Dezfouli, Theeuwen and Kappen proposed methods
with multiple networks with single time-point outputs [27], [28]. A potential disadvantage
of all single time-point models is that they may not result in monotonically decreasing
survival curves. Namely, the estimated survival from 0 to 6 months may be lower than the
estimated survival in 8 months. In contrast with Nilsaz-Dezfouli, and all other approaches
discussed here, Theeuwen en Kappen used a restricted Boltzmann machine, which uses
stochastic units (e.g. units with a particular distribution) instead of deterministic (e.g.
logistic) units.

18



The final approach discussed is the method proposed by Ravdin & Clark [29]. The
authors use a single neural network with a single output node and set their targets as
follows: first, uncensored observations are repeated for all intervals of interest. Their
target is then set to “0” for all intervals in which they are alive, while the target is set to
“1” for the interval of event and all subsequent intervals. Next, censored observations are
repeated, yet only for the intervals in which they were observed. In these intervals, their
target is set to “0”. Table 2.6 shows the data structure according to Radvin & Clark’s
approach for the two example patients. Note that also a variable interval indicating the
time interval is specified along with the target variable output.

Table 2.6: Radvin & Clark’s ANN approach data structure

id interval output

1 1 0
1 2 0
1 3 1
1 4 1
2 1 0
2 2 0

Since censored patients only get replicated for intervals until censoring, while uncen-
sored patients are also repeated for the intervals following the interval of the event, the
ratio between censored and uncensored patients changes compared to the original data.
Namely, uncensored observations, e.g. non-survivors, will be overrepresented in the new
data structure. Therefore, Radvin & Clark use Kaplan-Meier survival estimates as a basis
to restore the ratio between censored (survivors) and uncensored (non-survivors) obser-
vations. To illustrate this method, an example for a specific time interval is used: say,
for a certain time interval, the Kaplan-Meier survival estimate is equal to 50% [29]. This
would suggest that the number of censored and uncensored observations should be equal
in that interval. However, after the initial replication procedure, the number of censored
observations, e.g. patients surviving the time interval of interest, is 45, while there are 213
non-survivors, or uncensored patients. Radvin & Clark correct for this bias by randomly
sampling 45 non-survivors. The remaining non-survivors for are removed from the data.
Restoring the ratio between censored and uncensored observations is done for each time
interval separately.

After the data preparation part described above, the neural network is trained. In addi-
tion to the explanatory variables, the interval variable is included as an input variable,
which enables defining only a single output for the network. Furthermore, the authors
used hyperbolic tangent functions for both hidden and output nodes. Finally, apart from
stating that “back propagation of errors algorithm” was used to estimate the connection
weights of the network, Radvin & Clark do not specify an error function.

Estimating the conditional probability of dying hl

For the subset of methods estimating the conditional probability of dying hl, interval Al
is defined as a disjoint time interval: Al = (tl−1, tl] with l = 1, 2, ..., L. These approaches
estimate the probability of dying in interval l, given that the patient is still alive at the
start of interval l. Now, for patient i, the survival probability can be calculated as:

S(tli) =

li∏
l=1

(1− hli)

The partial logistic artificial neural network (PLANN) approach proposed by Biganzoli
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is one of the most well-used approaches estimating hl [4]. Biganzoli used a single output
neural network: quite similar to Ravdin & Clark’s approach, subjects are replicated for the
considered time intervals. In contrast with Radvin & Clark’s data structure, Biganzoli only
replicates subjects for the intervals in which they are observed. Targets assigned to each
subject and interval are defined as follows: “0” represents being alive in interval l, while “1”
represents dying in interval l. Table 2.7 illustrates the replication and definition of targets
for the two patients in Table 2.3. Note that no imputation for censored observations
is needed: due to this data structure, both censored and uncensored observations are
presented as observed.

Again similar to Radvin & Clark’s method, Biganzoli uses the interval variable as
an input variable in order to differentiate between the time intervals. For both the output
and hidden units a logistic activation function is used. Furthermore, Biganzoli uses the
cross-entropy error function, which is equal to the negative log-likelihood. Therefore,
minimizing the error function is equivalent to maximizing the likelihood.

Table 2.7: Biganzoli’s ANN approach data structure

id interval output

1 1 0
1 2 0
1 3 1
2 1 0
2 2 0

Liestøl proposed a K output neural network, in which each output represents a time
interval [5]. For each subject, Liestøl defines a target vector with a length equal to the
number of time intervals in which the subject is observed. The elements of the target vector
are set to “0” if a patient survives an interval and set to “1” if a patient dies during the
interval. In table 2.8, the data structure for two example patients as proposed by Liestøl is
shown. Liestøl uses logistic activation functions for hidden and output units and a cross-
entropy error function. However, this cross-entropy error function requires a modification
before implementation. Therefore, in contrast to Biganzoli’s method, Liestøl’s approach
can not be implemented in standard software.

Table 2.8: Liestøl’s ANN approach data structure

id output 1 output 2 output 3 output 4

1 0 0 1 -
2 0 0 - -

Like Liestøl, Montes-Torres described a K output neural network in which each output
node indicates a time interval [6]. For uncensored observations, targets were set to “0” for
being alive during interval l, while “1” was assigned to interval of event and all subsequent
time intervals. For censored observations, Montes-Torres assigned “0” to all intervals
before censoring. For time intervals following censoring, hazard estimates were imputed.
These estimates were computed using

ĥl =
nr. of events during interval l

nr. of patients at risk in interval l

which resembles riskl used in Street’s approach to impute survival estimates for censored
observations. Table 2.9 shows the data structure according to Montes-Torres approach.

Note the similarity to the targets specified by Street (Table 2.4). Target vectors are
reversed, Montes-Torres define “1” as death instead of survival. As a result, the estimated
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Table 2.9: ANN approach by Montes-Torres: data structure

id output 1 output 2 output 3 output 4

1 0 0 1 1

2 0 0 ĥ3 ĥ4

outputs for uncensored observations could be interpreted as the probability of dying in
interval l:

P (T ≤ tl) = 1− S(tl).

For censored observations, outputs represent the conditional probability of dying hl. The
interpretation of the assigned target vectors for censored and uncensored observations
seems to be contradictory. Yet, the authors compute survival for patient i by

S(tli) =

li∏
l=1

(1− hli).

Montes-Torres approach is implemented in an online tool using the R-package nnet
[30]. The authors do not specify the activation functions used for the hidden and output
layers. The cross-entropy function is minimized.

Rodrigo & Tsokos used target vectors identical to those defined by Montes-Torres [31].
However, they computed the survival by

S(tli) = exp{−
li∑
l=1

y(l|r,Xi)}.

In their approach, Rodrigo & Tsokos used an error function combining both the quadratic
and cross-entropy error, which was described previously by Fornili [32].

Estimating the unconditional probability of dying pl

The last of approach estimates the unconditional probability of dying pl in interval l. In
these approaches, survival can be estimated by:

S(tl) = 1− p1 − p2 − ...− pL.

Let, for example, the estimated unconditional probabilities of dying for four time intervals
be 0.15, 0.2, 0.1 and 0.4. Corresponding survival estimates are equal to 0.85, 0.65, 0.55
and 0.15.

Ohno-machado proposed a K output neural network, in which each of the output
nodes represented a time interval [7]. The activation functions used were not described,
only the error function: the cross-entropy error function was minimized. Worth noticing
is that Ohno-machado did not report how to deal with censoring.

Similar to the approach suggested by Ohno-machado, Lapuerta also proposedK output
neural network [8]. However, unlike Ohno-machado, Lapuerta did describe a way to deal
with censored observations. Before fitting a K output neural network, Lapuerta defined
K − 2 single output neural networks, which were used to impute values for censored
observations.

In Lapuerta’s approach, the K outputs of the final neural network are defined as
follows: for the 1st up to the K−1th output, an output node k represent events, or death,
in time interval k. Yet, the last node K represents the state of not having experienced
an event in any of the K − 1 time intervals. Lapuerta’s approach, will be applied to
the two patients in Table 2.3. Four time intervals were considered. A 5 output neural
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network was required. The 5th node represented patients still alive after 8 months. Then,
the target vector y for the first patient, dying at 4.5 months, is y = {0, 0, 1, 0, 0}. For
the second patient, censored in the third interval, only the first three entries are defined:
y = {0, 0, 0, ?, ?}. Table 2.10 shows the target vectors.

Table 2.10: Lampuerta’s ANN approach: data structure

id output 1 output 2 output 3 output 4 output 5

1 0 0 1 0 0
2 0 0 0 ? ?

For imputation, single output neural networks were used as follows: as patient 2 is
lacking information for the 4th and 5th outputs, this patient is first represented to the
single output network corresponding to the 4th time interval. This network is used predict
whether patient 2 will experience an event in this time interval. If the network predicts
an event, the target vector of patient 2 will be y = {0, 0, 0, 1, 0}. If it is expected that
the subject will not experience the event, the target vector is y = {0, 0, 0, 0, 1}. Likewise,
single output neural networks are constructed for the second and third period. Figure 2.2
displays the visualization of the imputation process by Lapuerta [8]. Note that in Figure
2.2 just 3 time intervals are considered instead of 4.

Lapuerta used sigmoid activation functions for both hidden and output units. The
error function was not specified.

Figure 2.2: Imputation for censored observations by Lapuerta [8]

2.4.3 Partial Logistic regression models with ANN (PLANN)

Biganzoli modeled a single output feed forward neural network: the networks objective
is to estimate hl the conditional probability of dying in time interval l. Individuals are
replicated for all time intervals in which they are observed. Assigned targets of “0” indicate
alive during the interval, whereas “1” indicate death. This resulted in the data structure
shown in Table 2.7. To differentiate between the time intervals, the interval variable is
used as an additional input variable for the neural network.

A special feature of the PLANN approach is that minimizing the cross-entropy error
equals maximizing the likelihood. To illustrate this, Biganzoli’s approach is described
more formally in the following section. Biganzoli discretizes continuous survival times
into l = 1, 2, ..., L disjoint intervals Al = (tl−1, tl]. The unconditional probability of dying
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hl, in survival theory also called hazard, is defined as follows

hl =
S(tl−1)− S(tl)

S(tl−1)
. (2.36)

Given that S(tl) = P (T > tl),

S(t) =
∏
l:tl≤t

(1− hl). (2.37)

Using (2.36) and (2.37) the likelihood for both censored and uncensored observations
can be defined. Note that Biganzoli only considered right censored observations. For
uncensored observations, the contribution to the likelihood, composed of the conditional
death probability in interval Al in which death occurs and the product of survival proba-
bilities for all intervals prior to interval Al, is as follows

P (Ti ∈ Al) = hli

li−1∏
l=1

(1− hil). (2.38)

For right censored observations, the contribution to the likelihood is

P (Ti > tli) = S(tli) =

li∏
l=1

(1− hil). (2.39)

By defining a status indicator dil, which equals 1 if the event of interest occurs and 0
otherwise, the likelihood for censored and uncensored observations can be combined. The
total likelihood for survival data on n individuals is given as

L =
n∏
i=1

li∏
l=1

hdilil (1− hil)1−dil . (2.40)

Taking the negative logarithm of the total likelihood (2.40) yields

E = −
n∑
i=1

li∑
l=1

{
dil log[hl(xi, al)] + (1− dil) log[1− hl(xi, al)]

}
. (2.41)

which is equivalent to the cross-entropy function (2.32) shown in Section 2.4.1. In this
expression, hl(xi, al) is approximated by the output values ŷ(xi, al, w).

However, Biganzoli does not always use the cross-entropy function described in (2.32)
and (2.41): the authors propose a modified error function when all included explanatory
variables are categorical. In such a situation, subjects can be grouped into m (m =
1, 2, ...,M) groups based on the time interval input variable al and the values of the
explanatory variables. For subjects of group m, with nm individuals and sm events,
targets are set to ĥm, empirical estimates of discrete hazard rates:

ĥm =
sm
nm

. (2.42)

The error function is minimized when output ŷi = yoi for all n subjects. The absolute
minimum of the error can then be expressed as

Emin = −
n∑
i=1

{
yoi log[yoi ] + (1− yoi ) log[1− yoi ]

}
. (2.43)

23



In case of m groups, or design cells, yoi = ĥm, which will usually take values between 0
and 1, while for ungrouped cases the target yoi is either 0 or 1. As a result, the minimum
of the error need not vanish for grouped cell data. Therefore, the authors suggested using
the Kullback-Leibler distance, as this function always has its minimum at zero, regardless
of the kind of data used. The Kullback-Leibler distance is defined as

KL = E − Emin. (2.44)

Both Emin and E need to written as sums over M groups. As yoi = ĥm,

nm∑
i=1

yoi = sm (2.45)

Similarly
∑nm

i=1(1− yoi ) = nm − sm can be deduced. Emin can be written as

Emin = −
M∑
m=1

{
sm log[ĥm] + (nm − sm) log[1− ĥm]

}
. (2.46)

Analogous to rewriting Emin, nm and sm can be used to reformulate the error function
(2.41) as

E = −
M∑
m=1

{
sm log[hl(xi, al)] + (nm − sm) log[1− hl(xi, al)]

}
. (2.47)

Finally, by subtracting (2.46) for (2.47) it can be shown that the Kullback-Leibler distance
is equal to

KL = −
M∑
m=1

nm

{
ĥm log

(hl(xi, al
ĥm

)
+ (1− ĥm) log

(1− hl(xi, al
1− ĥm

)}
. (2.48)

In classification problems, the Kullback-Leibler distance function has a general application:
for both grouped and ungrouped data, the distance function equals half the deviance
of the logistic regression model. For grouped data Biganzoli defines targets as ĥm and
uses the Kullback-Leibler distance function (2.48) as an error function. For ungrouped
data, Biganzoli also uses the Kullback-Leibler distance function, but sets targets to status
indicator dil.

A final remark on the PLANN model concerns the possibility of using time-dependent
covariates. Due to the data structure in which patients are replicated for all the intervals in
which they are observed, a time-dependent covariate can be represented by a single input
vector with values changing across the different time intervals. However, the authors
did not use any time-dependent covariates in the two applications provided to illustrate
the PLANN model. Moreover, while training the PLANN model with time-dependent
covariates seems straightforward, applying the final neural network to new patients with
just baseline information is still problematic.

2.4.4 Software implementation

In this thesis the keras library, developed by RStudio, will be used to implement the
PLANN approach in R software environment [33]. The keras package offers an interface
in R to Python’s keras package and enables users to define a variety of neural networks. In
keras a neural network is constructed in a stepwise manner: each layer and accompanying
parameters are specified separately. To implement a neural network according to the
PLANN approach in keras, the following parameters need to be defined:
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• Number of hidden layers.

• Number of hidden nodes h per layer. Additional bias nodes are automatically in-
serted in all layers specified in keras.

• Type of activation function. The PLANN approach suggests using the logistic func-
tion for both hidden and output layer (see (2.30)). The logistic function is also called
sigmoid. Other activation functions are available in keras. Among these are the
hyperbolic tangent

φ(u) =
exp(u)− exp(−u)

exp(u) + exp(−u)

and the rectified linear unit function

φ(u) = max(u, 0).

As the output value of the network represents the hazard, it must take values between
0 and 1, which only the sigmoid function guarantees. Therefore, other activation
functions can only be used for the hidden layer.

• Loss function: the binary cross-entropy loss function was used (see 2.32).

• Weight decay parameter λ (see (2.33)). Ripley et al. ([24]) suggested λ ≈ 0.01− 0.1
due to Bayesian considerations.

• Type of optimizer. The optimizer provides a technique to find the optimal weights,
corresponding to the minimum of the loss function. The keras package provides
a variety of optimizers, of which many are based on the Stochastic Gradient De-
scent (SGD). The SGD algorithm is in turn an extension of the Gradient Descent
algorithm. Gradient Descent first sets all parameters (in case of NN, the weights)
to initial starting values, which are then updated until the optimal set of parame-
ters is found. To illustrate this updating process, define parameter vector θ and let

E
(
x(i), θ, y(i)

)
be the loss function for subject i with inputs x(i) = {x(i)

1 , x
(i)
2 , ..., x

(i)
J }

and target y(i). Also, define gradient g, a vector with partial derivatives for the loss
function for all J inputs

g =
1

n
∇θ

n∑
i=1

E
(
x(i), θ, y(i)

)
. (2.49)

Then, the updated parameter values are computed by

θ ← θ − εg. (2.50)

Here, ε is the learning rate, a positive scalar which determines the step size of an
update. In practice, ε is often set to be a small constant [34].

Gradient Descent can be computationally expensive as the gradient needs to be
summed over all n training samples. Stochastic Gradient Descent approximates the
gradient in (2.49) by sampling a minibatch of m subjects from the training set and
using these subjects to estimate gradient g. Another way to accelerate learning is
to extend the SGD algorithm with momentum. The momentum method accelerates
learning in the relevant direction through a velocity parameter v: an exponentially
decaying average of previous updates (−εg). How quickly the contributions of prior
updates fade, is determined by momentum parameter α ∈ [0, 1). The bigger α with
respect to ε, the bigger the influence of previous gradients on the current direction
of the update. Algorithm 1 shows the SGD algorithm with momentum.
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Algorithm 1: Stochastic Gradient Descent with learning rate and momentum [34,
page 294].

Require: Learning rate ε and momentum parameter α.
Require: Initial parameter vector θ, initial velocity v.
while stopping criterion not met do

Sample m subjects from the training set with inputs x(i) and targets y(i) ;

Estimate gradient: g ← 1
m∇θ

∑m
i E

(
x(i), θ, y(i)

)
;

Compute updated velocity: v ← αv − εg ;
Apply update to θ: θ ← θ + v ;

end

• Batch size. Batch size determines the size of the minibatch used in the optimization
algorithm (SGD with learning rate and momentum).

• Number of epochs. The number of epochs determines how often the entire training
set is passed through the neural network. Due to the iterative nature of the opti-
mization procedure, multiple epochs are needed to find the optimal set of weights.
Yet, the number of epochs only partially defines how many iterations the optimiza-
tion procedure will take. The number of iterations is also determined by how many
minibatches are necessary to complete one epoch.

Identifying a suitable number of epochs is important as too many epochs may lead
to overfitting of the data, while too little epochs causes underfitting. A strategy to
prevent overfitting is to use early stopping. When early stopping is implemented,
the optimization algorithm is terminated when a certain quantity, for example loss
on the validation set, has stopped improving over a specified number of epochs. In
this way, early stopping avoids unnecessary updates of the weights.

• Class weight. Optional parameter to assign different weights to output classes, which
are used for weighting the loss function during training. Specifying class weight
comes down to misclassification cost minimization (see Section 5.2.1), which can
useful when dealing with unbalanced output classes.

• Dropout rate. The dropout method randomly drops units (both input and hidden)
from the neural network [35]. Dropping units is achieved by setting all connec-
tion weights corresponding to the units selected to be dropped to 0. The dropout
rate parameter p determines the probability for each unit, independent of all other
units, to be dropped from the model. Since units are dropped randomly, net-
works are “thinned” and use different units. At test time, the predictions of all
these thinned networks are averaged by using an “unthinned” network with smaller
weights. Weight estimates are reduced by multiplication with p.

2.4.5 Quantifying the effect of risk factors

Compared to traditional statistical models, a major disadvantage of neural networks is the
difficulty in disentangling the contribution of input variables from a fitted neural network
[36]. For medical applications in particular, understanding the underlying mechanisms
modeled by the network is essential. To overcome this drawback, different methods have
been developed to assess variable contributions [37]. In this thesis, variable importance
will be evaluated using Garson’s algorithm. For a one layer feed forward neural network
with input nodes i = {1, 2, ...,m}, hidden nodes h = {1, 2, ...,H} and output nodes k =
{1, 2, ...,K}, let wih be the connection weight between input node i and hidden node h and
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whk the connection weight between hidden node h and output node k. Then, for output
node k and for input variable i, variable importance V Iik in Garson’s algorithm can be
computed using:

V Iik =

H∑
h=1

|wihwhk|∑m
i′=1 |wi′hwhk|

. (2.51)

Garson’s algorithm assesses the magnitude of weights related to an input variable by multi-
plying the absolute values of connection weights. The absolute value of this multiplication
is then rescaled to a relative value with respect to other input variables related to each
hidden node. In the final step, the relative contribution of input i compared to all other
input variables for hidden node h, is summed over all hidden nodes H, resulting in V Iik.
Lastly, V Iik can be changed into a relative variable importance by:

Rel(V Iik) =
V Iik∑m
i′=1 V Ii′k

. (2.52)

2.5 Random Forests for survival data

This section details the random survival forests approach by Ishwaran [11]. Ishwaran
extends Breiman’s random forest method based on decision trees to survival data [14].
Other approaches applying decision trees to survival data are discussed in Section 2.5.2.
Preceding the description of the random survival forests method, a brief introduction to
decision trees and random forests is given. Furthermore, implementation of the random
survival forests method in R and assessment of covariate effects are discussed.

2.5.1 Random forests: an introduction

The random forests approach is based on decision trees, which use recursive partitioning.
In Figure 2.3, an example of a decision tree is shown. Starting in the root node, the
n subjects in the training data are repeatedly split into two groups [38]. This split is
based on one of the p risk factors in the data. For a continuous variable x, the split is
defined by x ≤ c and x > c, allocating subjects with xi ≤ c to the left daughter node and
subjects with xi > c to the right daughter node. For discrete variables, all combinations
of factor levels splitting the data into two subgroups are considered. Inherently, a decision
tree algorithm requires a splitting rule, which defines the optimal value of c or finds the
best combination of factor levels. A stopping criterion must be specified indicating when
growth of the tree should be terminated. Where divisions stop, terminal nodes are left.
To each of these terminal nodes, a prediction ŷh is assigned. Commonly, ŷh, for terminal
node h and continuous outcome y, is the average value of y for all subjects with covariate
values in the region belonging to terminal node h. For discrete outcomes, typically, ŷh is
the result of a majority vote among the subjects assigned to terminal node h. Predictions
for new observations are calculated by following the splits down the tree until a terminal
node, and the corresponding prediction ŷh, is reached.

A good split maximizes the difference between the left and right daughter node con-
cerning the output. Therefore, the two subsets of subjects in each daughter node are
more homogeneous than the combined set of subjects in the parent node. To quantify
homogeneity in a set of subjects, “impurity” measures are defined depending on the type
of outcome. In classification problems, impurity can be measured by the Gini index or the
Shannon Entropy measure [39]. For regression problems, impurity is typically quantified
by the mean squared error [38], [39]. Naturally, growth of a tree is terminated when all
subjects in a node have the same outcome, e.g. when a node is pure. Additional stopping
criteria can be specified: minimum node size, representing the number of subjects in a
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Figure 2.3: A decision tree

terminal node, and maximum node depth, representing the amount of nodes from the root
node to the terminal node. Then, a tree only continues splitting if the current node is
impure, if the number of subjects in the current node is at least twice the node size and
if node depth is smaller than the maximum node depth specified.

A desirable property of decision trees is that they automatically select variables as
only those variables which are used to define splits are actually in the model. Also, small
trees can easily be interpreted, while large, or deep bushy, trees are not. On the other
hand, large trees result in predictions for the training data in a relatively small region
around the target outcome, which suggests low bias. Nonetheless, trees generally lack
predictive performance. Tree predictions are highly variable as trees are highly sensitive
to changes in the data. Small changes in the data can result in different choices for the
splitting variables and splitting points at the nodes. The objective of random forests is
to reduce the variance of decision trees by growing many large trees and averaging the
resulting predictions. For a random forest of B trees, the random forest prediction of y,
called ensemble prediction, for a subject with covariate vector x is given as

r̂rf (x) =
1

B

B∑
b=1

r̂b(x), (2.53)

where r̂b(x) represents the predicted output for the bth individual tree. Increasing the
number of trees B, starting with small B, at first reduces the prediction error of a random
forest. Yet, if B is increased further, the error levels off [38]. Due to this characteristic,
large B do not cause overfitting.

Injecting randomness in the tree growing process prevents individual trees to be too
correlated, which is necessary to benefit from averaging. Randomness is inserted in two
ways in random forests:

1. Bootstrapping: each tree is fitted to a bootstrapped sample from the training data.
A bootstrap sample is created by random sampling with replacement. As a result
each bootstrap sample contains some subjects multiple times, whereas other subjects
are not in the bootstrap sample at all. Subjects which have a bootstrap frequency
of zero are called out-of-bag (OOB) samples.
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2. Split variable randomization: for each split, only a subset of m of the p variables
is considered in the search for the optimal split variable. The subset of variables is
randomly selected. In practice, m is often set to

√
p or p/3 [38].

Bagging, a predecessor of random forests, only uses bootstrapping to inject random-
ization. Hence, m = p in the bagging procedure. The addition of the second step of
randomization is beneficial in most examples [38].

A feasible property of random and bagged forests is that OOB samples can be used to
estimate prediction error. The OOB error estimate can be computed as follows: instead
of computing predictions for data pair (xi, yi) using all trees of the forest, only those trees
are used for which that pair is an OOB sample, i.e. is not in the bootstrap sample. The
OOB prediction estimate for pair (xi, yi) is given as

r̂
(i)
rf (xi) =

1∑B
b=1 Ii,b

B∑
b=1

Ii,br̂b(xi), (2.54)

where indicator Ii,b identifies OOB samples: Ii,b = 1 if subject i is an OOB sample in
bootstrap sample b and Ii,b = 0 if subject i is represented in bootstrap sample b. The
OOB prediction error incorporates OOB predictions for all n subjects in the training data
and is given by

errOOB =
1

n

n∑
i=1

L
(
yi, r̂

(i)
rf (xi)

)
, (2.55)

where L is a loss function, like mean squared error or misclassification loss. The OOB
error estimate equals leave-one-out cross validation error if a sufficient number of trees (B)
is grown. Typically, B is sufficiently large if B approximately equals 3 times the number
of trees necessary to stabilize the prediction error.

2.5.2 Applying RF to survival data

Ishwaran extends Breiman’s random forest approach to survival outcome. Observed time
and censoring status are incorporated in all aspects of growing decision trees [11], [14].
These aspects concern the splitting rule, the measure used for tree node impurity, the
measure of effectiveness of a split, the predicted value for a terminal node, the ensemble
prediction and the measure of prediction accuracy (i.e. loss). All aspects are discussed,
starting with those concerning growth of trees and concluding with terminal node predic-
tion and evaluation of performance. Furthermore, other approaches are discussed.

Splitting rules

The objective of splitting in the random survival forest approach is to maximize the
survival difference between the two daughter nodes. Two commonly used splitting rules
with this objective are based on the log-rank test and the log-rank score test. The use
of the log-rank test for splitting in survival trees was described by Segal and the log-rank
score splitting rule was proposed by Horton and Lausen [40], [41]. Both splitting rules will
be described.

In the log-rank test, survival difference is maximized by comparing hazards, based
on the Nelson-Aalen estimator (2.14), in the left (l) and right (r) daughter node. The test
is based on the following hypotheses:

H0 : hl(t) = hr(t) for all t ≤ τ,
HA : hl(t) 6= hr(t) for some t ≤ τ,
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where hl(t) and hr(t) represent the hazard rate in the left and right daughter node. τ is
usually set to the smallest largest event time in the daughter nodes. The test for H0 can
be formulated as a function of the observed data in the parent and daughter nodes of a
split. Consider a split for a continuous variable x in (parent) node j of the form

x ≤ c & x > c.

Then, the observed data in the parent and daughter nodes can be described as follows:
let t1 < t2 < ... < tD denote the distinct event times of the subjects in parent node j. At
event time tk (k = 1, 2, ..., D), Yk represents the number of individuals at risk in parent
node j. Let dk be the number of events in parent node j. Let xi be the value of splitting
variable x for the ith individual in parent node j, with i = 1, 2, ..., n. In the daughter
nodes, indicated by s ∈ (l, r), the number at risk at event time tk is given by

Yk,l =
n∑
i=1

I{Ti ≥ tk, xi ≤ c},

Yk,r =
n∑
i=1

I{Ti ≥ tk, xi > c},
(2.56)

where indicator I{Ti ≥ tk, xi ≤ c} equals 1 if the ith individual in parent node j has an
observed time Ti larger than or equal to time tk and is assigned to the left daughter node,
and 0 otherwise. Similarly, I{Ti ≥ tk xi > c} is 1 if the ith individual is still alive and in
follow-up at time tk and is assigned to the right daughter node, otherwise I{Ti ≥ tk xi > c}
is 0. Let dk,l and dk,r be the number of events at time tk in the left and right daughter
node respectively.

If the null hypothesis is true, the estimated hazard rate in a daughter node equals the
estimated hazard rate of the pooled sample, i.e. in the parent node, given by dk/Yk. Using
only the observed data in daughter node s, the estimated hazard rate would be dk,s/Yk,s.
The test of H0 is based on weighted comparisons of estimators of the hazard rate under
the null and alternative hypotheses and is based on the statistic

Zs(τ) =

D∑
k=1

Ws(tk)
[dk,s
Yk,s
− dk
Yk

]
, s = l, r, (2.57)

where Ws(tk) is a weight function. The log-rank test statistic uses Ws(tk) = Yk,s, which
yields

Zs(τ) =
D∑
k=1

[
dk,s − Yk,s

(dk
Yk

)]
. (2.58)

Note that Zs(τ) is the sum of differences between the observed number of events in daugh-
ter node s and the expected number of events under H0 in daughter node s. The further
away Zs(τ) is from zero, e.g. the bigger the difference between the observed and expected
number of events, the more evidence there is to believe that daughter node s has a hazard
rate differing from that expected under the null hypothesis. Incorporating the variance of
Zs(τ) yields the log-rank test statistic, which follows a standard normal distribution. For
the left daughter node, the log-rank test statistic is defined as

L(x, c) =

∑D
k=1

[
dk,l − Yk,l

(
dk
Yk

)]√∑D
k=1

Yk,l
Yk

(
1− Yk,l

Yk

)(
Yk−dk
Yk−1

)
dk

. (2.59)

The log-rank test statistic is used to identify optimal variable x∗ with optimal split point
c∗. The larger |L(x, c)|, the bigger the survival difference between the two daughter nodes.
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Consequently, the optimal variable and split point yield the largest |L(x, c)|. For all x and c
considered, the algorithm finds optimal x∗ and c∗ such that |L(x∗, c∗)| ≥ |L(x, c)| ∀ (x, c).

LeBlanc and Crowley found that the log-rank splitting rule is robust for both propor-
tional and non-proportional hazard rates in the daughter nodes [42].

In the log-rank score test, survival difference is maximized by comparing sums of
log-rank scores. Hothorn and Lausen define log-rank scores as follows [41], [43]

ai(T , δ) = δi −
γi(T )∑
j=1

δj
N − γj(T ) + 1

, (2.60)

where T is a vector of observed times of length n, δ is the corresponding vector of event
indicators and

γj(T ) =

N∑
i=1

I{Ti ≤ Tj} (2.61)

is the number of observations died or censored before or at time Tj . In these equations,
subscripts i and j indicate the ith or jth subject of the data sorted by the splitting variable
X considered. Consider a split for a continuous variable X in (parent) node j of the form

X ≤ c & X > c.

The log-rank score test is based on the following null hypothesis

H0 : P (Y ≤ y|X ≤ c) = P (Y ≤ y|X > c) ∀ y, c ∈ IR.

The rank statistic is based on the sum of rank scores in the left daughter node

Tc =
∑
{X≤c}

ai. (2.62)

The test statistic used in the log-rank score test is the standardized version of Tc and is
given by

Sc =
Tc − E

[
Tc|X

]√
Var
[
Tc|X

] . (2.63)

Under the null hypothesis, Sc follows a standard normal distribution. Define ml the
number of subjects in the left daughter node, e.g. subjects with x ≤ c and n total number
of subjects. The expected value of T (x, c) equals

E
[
Tc|x

]
= E

[ ∑
{x≤c}

ai | x
]

= mlE
[
a
]

= ml

∑n
i=1 ai
n

(2.64)

and the variance is given by

Var
[
Tc|X

]
=

(n−ml)ml

n2(n− 1)

{
n

n∑
i=1

a2
i −

( n∑
i=1

ai
)2}

. (2.65)

In Appendix A.1, the log-rank score statistic is illustrated with an example.
The further away Sc is from zero, the bigger the difference in survival is between the

two subsets of individuals in the daughter nodes. Therefore, the absolute value, |Sc|, can
be used as a measure of node separation. The algorithm selects splitting variable x∗ and
split point c∗ such that |S(x∗, c∗)| ≥ |S(x, c)| ∀ (x, c).

Another level of randomization can be added to the random survival forest algorithm
by considering only a random subset of splitting points c per splitting variable. This level
of randomization can be applied for both the log-rank and the log-rank score splitting
rule.
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Stopping criteria in RSF

In the RSF algorithm, the definition of node size is adjusted. In the RF algorithm, node
size represented the minimum number of subjects in a terminal node. For survival data,
Ishwaran defined node size as the minimum number of unique deaths in a terminal node,
which must be at least one. Node depth, another stopping criterion defined as the number
of nodes from the root node of a tree to a terminal node, can be specified both in the RF
and RSF algorithm.

Terminal node prediction for RSF

The RSF algorithm estimates survival at each terminal node of a tree. These survival
estimates are based on the Nelson-Aalen estimator for the cumulative hazard (Eq. 2.14).
Consider terminal node h and let (T1,h, δ1,h), ..., (Tn(h),h, δn(h),h) represent observed times
and event indicators of the n(h) subjects in terminal node h. Individual i dies at time
Ti,h if δi,h = 1, but if δi,h = 0 individual i is right-censored at time Ti,h. Define t1,h <
... < tN(h),h to be the ordered distinct event times in terminal node h. Let dl,h and Yl,h
be the number of deaths and the number at risk at event time tl,h, where l = (1, ..., N(h))
and N(h) represents the number of unique event times in terminal node h. Note that
1 ≤ N(h) ≤ n(h) since a tree is grown under the constraint that each terminal node
should contain at least d0 > 0 unique deaths. The cumulative hazard estimate (CHF) for
terminal node h is given by

Ĥh(t) =
∑
tl,h≤t

dl,h
Yl,h

. (2.66)

Note that all subjects in terminal node h have the same CHF estimate. To determine
the CHF estimate for individual i with covariate vector xi, H(t|xi), drop xi down the
tree. xi will fall into a unique terminal node due to the binary nature of the tree. The
Nelson-Aalen estimator (Eq. (2.66)) belonging to xi’s terminal node is the CHF estimate
for individual i and is given by

H(t|xi) = Ĥh(t), if xi ∈ h. (2.67)

The quantity (2.67) provides a CHF estimate derived from a single tree. In the RF
algorithm, a tree is grown for B independent bootstrap samples. The ensemble prediction
of the forest is given by the predictions averaged over the B trees (Eq. (2.53)). In the
RSF algorithm, given B bootstrap samples, the ensemble CHF estimate is given by

H∗e (t|xi) =
1

B

B∑
b=1

Ĥ∗b (t|xi), (2.68)

where Ĥ∗b (t|xi) is the CHF estimate for individual i with covariate vector xi for the bth

bootstrap sample.
Recall that due to sampling with replacement, in each bootstrap sample, some indi-

viduals are left out, while other subjects occur multiple times. The left out individuals
of a bootstrap sample are so-called out-of-bag (OOB) samples (see Section 2.5.1). The
OOB ensemble estimate can be computed as follows: instead of computing predictions for
individual i with covariate vector xi using all trees of the forest, only those trees are used
for which individual i is an OOB sample, i.e. is not in the bootstrap sample. The OOB
ensemble CHF estimate for xi is given by

H∗∗e (t|xi) =
1∑B

b=1 Ii,b

B∑
b=1

Ii,bĤ
∗
b (t|xi), (2.69)
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where indicator Ii,b identifies OOB samples: Ii,b = 1 if subject i is an OOB sample in

bootstrap sample b and Ii,b = 0 if subject i is represented in bootstrap sample b. Ĥ∗b (t|xi)
still represents the single tree CHF estimate for individual i with covariate vector xi for
bootstrap sample b.

From the CHF ensemble estimates, a survival estimate can be calculated using (Eq.
(2.15))

Ŝ(t) = exp
(
− Ĥ(t)

)
.

Conservation of events principle

Ishwaran’s RSF approach for survival estimates is based on a conservation of events prin-
ciple. In a given tree, the conservation of events principle asserts that the total number of
deaths within a terminal node h ∈ T is conserved, when CHF estimates are summed over
all observed times, e.g. both event and censoring times. This is illustrated by

n(h)∑
i=1

Ĥh(Ti,h) =

n(h)∑
i=1

δi,h, (2.70)

where n(h) represents the number of subjects in terminal node h and Ĥh(Ti,h) the CHF
estimate for node h at observed time Ti,h. In Appendix A.2, an example is given to
illustrate the conservation of events principle in terminal nodes.

The conservation of events principle can be extended from a terminal node to an entire
tree. The total number of deaths is also conserved in a tree, if the CHF estimates are
summed over all observed times and over all terminal nodes, which is shown by

n∑
i=1

H(Ti|xi) =
∑
h∈T

n(h)∑
i=1

Ĥh(Ti,h) =
∑
h∈T

n(h)∑
i=1

δi,h =
n∑
i=1

δi. (2.71)

In (2.71), the CHF estimates are summed over (Ti,xi), which equals the total number
of deaths. Based on this principle, Ishwaran uses the sum of CHF estimates over time Tj
conditional on a specific xi as a predicted outcome measuring mortality. Mortality is a
measure of the expected number of deaths under the null hypothesis that all j are similar
to i and is given by

Mi = Ei
[ n∑
j=1

H(Tj |xi)
]
. (2.72)

The null hypothesis of similar survival behavior is naturally enforced in the survival tree
structure, as the cumulative hazard function estimate is shared among all individuals in a
terminal node. For survival trees, mortality, referred to as ensemble mortality by Ishwaran,
is defined as

M̂∗e,i =
n∑
j=1

H∗e (Tj |xi), (2.73)

where H∗e (Tj |xi) is based on (2.68). The OOB ensemble mortality based on the OOB
ensemble CHF estimate (Eq. (2.69)) is given by

M̂∗∗e,i =
n∑
j=1

H∗∗e (Tj |xi). (2.74)

For a pre-chosen set of unique time points, mortality estimates can be computed for all xi
in training (or test) data. These mortality estimates can be regarded in a similar fashion
as the prognostic index (βTxi) obtained from a Cox model: data can be ordered using the
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mortality scores. Higher values of the prognostic index from the Cox model are related
to poor survival estimates. Likewise, higher mortality scores indicate poor survival and
vice versa. Mortality scores and prognostic scores are useful to estimate prediction error.
For example, the concordance index, an estimate of prediction error, is based on mortality
scores for survival trees. Quantities estimating prediction error in survival analysis are
described in Chapter 3.

Other approaches

LeBlanc et al. adapt the Cox proportional hazards (PH) model by using decision trees to
estimate the relative risk function [44]. As described in Section 2.2.1, in the Cox model,
the hazard rate at time t for an individual with risk vector z is defined as

h(t|z) = h0(t) exp
(
βtz

)
.

In the Cox model, the relative risk function is s(z) = exp
(
βtz

)
. LeBlanc et al. use tree

structures to estimate s(z) instead.
Hothorn et al. estimate log-transformed survival time using random forest regression

[45]. The authors deal with right-censoring by using inverse probability of censoring (IPC)
weights to reweight the original sample. IPC weights are estimated based on the original
sample. a weighted random forest analysis.

2.5.3 Quantifying the effect of risk factors

Like random forests, random survival forests generally do not provide too much insight
into underlying relationships in the data. Each tree will have selected a subset of the
available prognostic factors as splitting variables and it is likely to select similar variables,
but trees do not necessarily make an identical selection. Some variables might not be used
in any of the trees, which might indicate that these variables are not important. For the
included variables methods to assess relative importance would provide some insight into
underlying relationships. Two methods, minimal depth and variable importance, used to
quantify variable importance are described. Note that these two methods are not specific
to random survival forests, but are also applied to random forests.

Minimal depth

Ishwaran’s minimal depth method is based on the idea that the architecture of the tree
is dictated by early splits: early splits, closer to the root node of the tree, have more
impact on prediction [38], [46]. Variables corresponding to these early splits are therefore
more informative. The minimal depth method quantifies a variable’s predictiveness by
identifying which variables are used for early splits in the random survival forest.

Minimal depth for variable x is defined by the maximal subtree. The maximal subtree
of variable x is the largest subtree whose the root node is split using x, i.e. a maximal
subtree is not a subtree of a larger subtree. The distance between the root node of the tree
and the root node of the closest maximal subtree of x is the minimal depth. Figure 2.4
illustrates how many subtrees can be found in a decision tree based on 3 input variables
(x1, x2, x3). For variable x2, 3 subtrees can be identified. One of these subtrees is part
of another subtree and is therefore not a maximal subtree. The maximal subtree closest
to the root node of the tree has depth 1. Thus, minimal depth for x2 is 1. Minimal depth
is computed for each variable for each of the B trees in the forest. The minimal depth
ensemble estimate for the forest is minimal depth averaged over all trees. Smal minimal
depth estimates correspond to more predictive variables.
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Figure 2.4: A decision tree (Figure 2.3). The numbers inside the nodes indicate depth.
Minimal depth for x1 is 0, 1 for x2 and 1 for x3.

The minimal depth method assumes that early splits indicate important variable. How-
ever, it is possible that uninformative variables are used for early splits. In the RSF (and
RF) algorithm only a subset of variables is considered at each split. If this subset consists
entirely of uninformative variables, one of these will be selected, although it lacks predic-
tive value. As these instances are rare in a large forest, averaging minimal depth over all
trees of the forest will minimize the effects of uninformative variables [46].

Variable importance

Variable importance (VIMP) of a tree is measured by the change in prediction error on
test data if variable x is noised up, [14], [46] i.e.

VIMP = errrandom − erroriginal. (2.75)

The VIMP for x is positive when the prediction error increases after noising up, i.e.
randomization. Hence, (large) positive VIMP values correspond to predictive variables,
while zero or negative VIMP values indicate variables not predictive. Typically, out-of-bag
(OOB) samples are used as test data to compute the prediction error (see Eq. (2.55)),
but cross-validation methods can also be applied. Two ways to randomize variable x:

• permuting variable x. Permute, i.e. reorder, values of x for all test cases (OOB-
cases). Drop the permuted test cases down the tree and compute prediction error
errrandom [14].

• random node assignment. Drop test cases down the tree. Whenever a current node
is split on x, each test case, for example an OOB case, is randomly allocated to
one of the daughter nodes. Use the new predictions for the test cases to compute
prediction error errrandom [46].

Note that erroriginal, computed on the original test cases, is the same for every variable.
The difference in VIMP between the variables comes down completely to the value of
errrandom. VIMP is computed for each tree and the ensemble VIMP estimate is obtained
by averaging VIMP over the forest.
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Measures of prediction error, like the C-index, which can be employed to estimate
erroriginal and errrandom, are described in Chapter 3. As VIMP is based on prediction
error, the VIMP approach depends on the (appropriateness of the) specific measure of
prediction error used. This is a possible disadvantage of the VIMP approach compared to
the minimal depth method, which is dimensionless.

Note that VIMP should not be interpreted as the estimated increase (or decrease)
in prediction error for a random forest fitted with and without variable x [46]. Take to
highly predictive and correlated variables x and y, each with possibly high VIMP values.
Regrowing the forest without x may result in a different VIMP for y (may be larger), but
the prediction error of the forest will probably be the same. VIMP can be interpreted as
the change in prediction error on a new test subject if no information on x was available,
given that the forest was grown with variable x. Although the two interpretations given
differ conceptually, the two appear to be similar in practice [46].

2.5.4 Software implementation

The random survival forest approach is implemented in R in the randomForestSRC pack-
age, which was developed by Ishwaran et al [47]. Besides an implementation for survival
data, the package provides implementations of the random forest method for regression
and classification problems. Furthermore, the randomForestSRC package can be used for
the competing risk setting.

The rfsrc function grows a forest using training data and requires specification of the
following parameters:

• Number of trees. Starting with a small number of trees, increasing the number of
trees leads to a decreasing prediction error until the prediction error stabilizes at
some number of trees. Although the number of trees should not be too small, the
size of the forest is not a real tuning parameter, as using an abundant number of trees
does not lead to overfitting (see Section 2.5.1). Yet, a large number of trees can be
computationally unfavourable. Often, the number of trees is set to an amount large
enough to result in minimal prediction error, but small enough to be computationally
convenient.

• Bootstrap method. In the RSF algorithm described, bootstrap samples used to grow
the trees are drawn with replacement before growing the tree. However, the rfsrc

function allows for other sampling methods: no bootstrapping, sampling without re-
placement, bootstrapping at each node while growing a tree and a manual bootstrap
sample specification in the form of a n × ntree matrix, specifying how many times
each subject occurs in each tree’s data sample.

• Splitting rule. Log-rank and log-rank score splitting rules can be employed. The
package also provides a gradient-based brier score splitting rule. This is outside the
scope of this thesis.

• Size of the subset of randomly selected variables considered for each split. The
number of variables examined at each node is typically set to

√
p, with p the total

number of covariates available [38].

• Number of split points considered per variable. Another level of randomization can
be added to the random forest algorithm: for each of the candidate variables at a
split, consider only a limited number of randomly selected splitting points. Exam-
ining only a subset of all possible split points can be favourable computationally,
but could also prevent bias in trees. Loh and Shih found that classification trees
considering all possible split points were biased towards choosing variables that had
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more possible split points [48]. Allowing only a subset of split points to be considered
could reduce the tendency of trees to select variables with more possible split points.

• Node size. In survival analysis, node size represents the minimum number of unique
events in a terminal node d0 and should equal at least 1, i.e. d0 > 0. Node size acts
a regularization parameter, which can protect against overfitting: the larger node
size, the earlier a tree will stop growing. For too large node size values, trees could
be underfitted, i.e. under-grown.

• Node depth. Growth of a tree is terminated when the current depth equals node
depth. Settig node depth to 1, would result in a tree with only 1 split. Like node
size, node depth can prevent overfitting. Commonly, the node size parameter is
tuned, while node depth is unrestrained.

The package provides a tuning function (tune.rfsrc), which tunes the number of variables
selected at each split and node size based on the OOB prediction error. The object re-
turned by the rfsrc function combined with the predict function can be used to estimate
predictions for new, e.g. test, data. The predict function also returns the overall predic-
tion error, estimated using the C-index (see Chapter 3). Furthermore, variable importance
can be extracted from the object returned by the rfsrc function using vimp.rfsrc.
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Chapter 3

Performance measures

Goal of this thesis is to compare the Cox proportional hazards model with machine learn-
ing methods for survival data. More specifically, to compare the ability of these methods
to correctly predict survival for soft-tissue sarcoma data. Measures of predictive accuracy
enable these comparisons. Predictive accuracy is often described by the terms calibration
and discrimination. Calibration measures to what extend observed survival probabilities
agree with predicted probabilities. To assess calibration, it is common practice to form
subgroups of patients with poor and good prognosis and compare observed and predicted
survival probabilities in each subgroup. In well calibrated models predicted survival prob-
abilities are close to the observed, or true, survival probabilities for all subgroups. Typ-
ically, calibration is studied by plotting the mean predicted survival probability in each
subgroup against the true, or observed, survival probability at some time point. The
Kaplan-Meier estimator can be used as an estimator of the observed survival probabili-
ties. Discrimination refers to the ability of a model to distinguish patients with different
survival probabilities. In Survival Analysis, discrimination is often assessed by the con-
cordance index. Predictive accuracy can also be measured in terms of prediction error. A
well-known method for prediction error is the Brier score [49], which assesses prediction
error for survival time by studying prediction error for survival beyond a certain time
point. To generalize beyond specific time points, the Integrated Brier score can be used
as an overall measure of prediction error. In this chapter, estimation of the concordance
index and Brier score in Cox PH, neural network and random survival forest models is
described.

3.1 Concordance index

The concordance index, or C-index, as advocated by Harell et al. is an estimate of concor-
dance between observed and predicted survival times [16]. The C-index is estimated by
examining all pairs in the data: patient pair (i, j) is said to be concordant if the patient
with the best predicted outcome, i.e. highest predicted survival time, lived longer. A
patient pair would be called discordant if this would not hold. Due to censoring, con-
cordance can not be determined in all combinations of two patients: for example, if both
patients are censored, it is unknown who lived longer and it can not be said if such a pair
is concordant. Therefore, pairs (i, j) can be used only if at least one of the two patients
experiences the event. Pairs (i, j) in which the patient with the smallest observed time
is censored, can not be used as it can not be determined with certainty who lived longer.
Finally, Harell et al. exclude pairs if both patients die simultaneously. Given all pairs
(i, j), the count of concordant pairs is determined as follows:

• For each pair (i, j) with observed times Ti 6= Tj count 1 if the patient with the largest
predicted survival time lived longer.

• For each pair (i, j) with observed times Ti 6= Tj count 0.5 if the predicted survival
times are the same for both patients.
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• For each pair (i, j) with observed times Ti = Tj count 1 if the censored patient has
the largest predicted survival time: patient i censored at patient j’s event time is
believed to outlive patient i.

• For each pair (i, j) with observed times Ti = Tj count 0.5 if the predicted survival
times are the same for both patients.

The C-index is defined as the percentage of usable pairs (i, j) in which observed outcomes
and predicted survival times are concordant and is given by

C =
# concordant pairs

# usable pairs
. (3.1)

Perfect predictions would result in a C-index of 1, whereas no predictive discrimination
would be indicated by a C-index of 0.5. If the estimated survival times and estimated
probabilities of surviving until any time point are one-to-one functions of each other, the
estimated survival probabilities can be used instead of predicted survival times to compute
the C-index. This is true, for example, for the Cox proportional hazards model. Therefore,
the prognostic index, which equals

PIi =

p∑
j=1

βjxi,j (3.2)

for patient i with j = 1, ..., p representing the covariates included in the Cox model, can be
used to examine concordance in usable pairs. A higher prognostic index is related to lower
survival probability and, for usable pair (i, j), patient i is said to have worse predicted
outcome if PIi > PIj . In the neural network approach, the one-to-one relation between
estimated survival time and estimated probability of survival until any time point is not
guaranteed and the C-index can not be determined.

3.1.1 Concordance index in the Random Survival Forest approach

In the Random Survival Forest algorithm, the C-index is estimated using a predicted
outcome resembling ensemble mortality, where “ensemble” indicates that the mortality
estimate is averaged over the forest. Recall that mortality is a measure of the expected
number of deaths under the null hypothesis that all j patients studied are similar to
individual i. In survival trees, ensemble mortality (Eq. (2.73)) is given by

M̂∗e,i =

n∑
j=1

H∗e (Tj |xi), (3.3)

H∗e (Tj |xi) is the ensemble estimated cumulative hazard function (CHF) for an individual
with covariate vector xi, which is the average estimated CHF for xi of all each trees given
in (2.68). Tj (j = 1, ..., n) represent the times over which mortality is summed. Instead of
the ensemble mortality for all trees, Ishwaran et al. use the out-of-bag (OOB) ensemble
mortality to obtain an OOB estimate for the C-index. The OOB ensemble mortality is
based on the OOB ensemble CHF which averages predictions for xi over the trees for
which individual i is an OOB sample. The OOB ensemble mortality (Eq. (2.74)) is given
by

M̂∗∗e,i =

n∑
j=1

H∗∗e (Tj |xi), (3.4)

with H∗∗e (Tj |xi) the OOB ensemble CHF. To compute the predicted outcome used to
assess concordance, times Tj with j = 1, ..., n need to be pre-selected. Ishwaran et al.
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used unique event times in the data. Denote the pre-selected times by to1, ..., t
o
m. For

usable pair (i, j), patient i is said to have worse predicted outcome if

m∑
l=1

H∗∗e (tol |xi) >
m∑
l=1

H∗∗e (tol |xj). (3.5)

This rule enables estimation of the C-index as described before. Ishwaran et al. denote
the C-index based on the OOB ensemble CHF with C∗∗.

In the RSF algorithm, OOB prediction error is defined as

err∗∗ = 1− C∗∗. (3.6)

Recall that prediction error is used to asses variable importance in a random survival
forest: variable importance is measured by the change in OOB prediction error if the
variable of interest is randomized (see Section 2.5.3).

A final remark on the C-index in the RSF algorithm concerns how to handle tied
events. As described earlier, Harell et al. omit pairs (i, j) with observed times Ti = Tj in
which both patients experience the event. On the contrary, Ishwaran et al. classify these
pairs as usable in their definition of the C-index [11]. For tied event pairs, 1 is added
to the count of concordant pairs if the predicted outcomes are the same and 0.5 if the
predicted outcomes differ.

3.2 Brier score and Integrated Brier score

Another measure of prediction error is the Brier score [49]. Let Ti be the true survival
time for subject i with predictor values Xi. Let Ŝ(t∗|Xi) be the model-based predicted
survival probability for subject i at fixed time point t∗. Then, the empirical version of the
expected Brier score is defined by:

BS
(
t∗
)

=
1

n

n∑
i=1

(
I(Ti > t∗)− Ŝ(t∗|Xi)

)2
. (3.7)

Note that I{Ti > t∗} is an indicator function for observed survival status at time t∗.
In the extreme scenario of perfect predictions, e.g. I{Ti > t∗} = Ŝ(t∗|x), the Brier score
equals 0. In absence of any knowledge on survival, a plausible approach would be to
estimate Ŝ(t∗) = 0.5 for all patients, in which case the Brier score is equal to 0.25.

While the Brier score is restricted to a specific time point t∗, the Integrated Brier score
provides an overall measure of prediction error by averaging the Brier score over time. An
integrated version of the Brier score is given by

IBS =

∫ t∗

0

{ 1

n

n∑
i=1

(
I(Ti > t∗)− Ŝ(t∗|Xi)

)2}
dW (t) (3.8)

where W (t) is a weight function set to t
t∗ , as suggested by Graf et al [49]. The integral in

the IBS function is approximated with numerical integration based on the trapezoid rule
[50].

Equations (3.7) and (3.8) stated above are only valid for data without censoring. In
case of right censored data, adjustments need to be made to compute the Brier score. Let
T̃i and δi (i = 1, ..., n, with n the number of subjects) be the observed time and the event
indicator respectively. Here Ti and Ci represent time to event and time under observation.
For fixed time t∗, three scenarios can be distinguished:

1. T̃i ≤ t∗ & δi = 1
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2. T̃i > t∗ & δi = 1 or δi = 0

3. T̃i ≤ t∗ & δi = 0

In the third scenario, I(Ti > t∗), the observation is censored and therefore the contribution
to the Brier score, is unknown. Simply removing these observations from calculating the
Brier score would bias the results. To solve this issue, observations from the first and
second scenario are reweighted following inverse probability censoring weighting (IPCW)
[49]:

wi =


1

Ĝ(T̃i)
if T̃i ≤ t∗ & δi = 1

1
Ĝ(t∗)

if T̃i > t∗ & δi = 1 or δi = 0

0 if T̃i ≤ t∗ & δi = 0

(3.9)

Weights wi are derived from the censoring distribution Ĝ(t), which can be approxi-
mated with the Kaplan-Meier estimate based on

(
T̃i, 1−δi

)
[49]. By including reweighting,

the Brier score for right censored data is given as

BSc(t∗) = 1
n

∑n
i=1

{
1

Ĝ(T̃i)
I(T̃i ≤ t∗, δi = 1)

(
0− Ŝ(t∗|Xi)

)2
+ 1

Ĝ(t∗)
I(T̃i > t∗)

(
1− Ŝ(t∗|Xi)

)2} . (3.10)

3.2.1 Brier score in the PLANN approach

Although the adjustments described above enable estimation of the Brier score for right
censored data, data is transformed into interval censored data, when applying the PLANN
approach. Consider transformation to 3-month intervals and a patient i with an observed
survival time of 26 months. While the exact survival time of the individual is 26 months,
after transformation, it is only known that true survival time Ti ∈ (24, 27]. In case of
yearly time intervals, it is only known that Ti ∈ (24, 36]. Note that after transformation
the exact censoring time Ci for a right-censored patient i is unknown, it is only known
that Ci ∈ (Li, Ri].

To illustrate scenarios in which interval censoring is problematic when estimating the
Brier score, the following quantities are defined: t∗ time at which the BS is evaluated, Ti
true survival time, interval (Li, Ri] last interval in which individual i was observed and δi
the event indicator for interval (Li, Ri]. Interval censoring is problematic if

• Li < t∗ ≤ Ri while δi = 1, as it is uncertain whether or not Ti > t∗.

• Ri < t∗ or Li < t∗ ≤ Ri while δi = 0, since it is unknown whether the censored
individual is still alive at t∗.

In such cases, I(Ti > t∗) can not be determined. Unlike computing Brier scores for right
censored data, formulas for the Brier score for interval censored data are not clearly defined
[51]. Examining strategies to estimate Brier scores for interval censored data are outside
the scope of this thesis. To compute the BS(t∗) in the neural network approach, t∗’s
were chosen to equal the boundaries, Ri, of the intervals considered. For 3 month time
intervals, for example, t∗ = {3, 6, 12, ..., 54, 57, 60}. Then, the interval censoring resembles
right censoring and problematic cases reduce to

• Ri ≤ t∗ while δi = 0.

Such cases are similar to cases from the third scenario with right censored data. Therefore,
I(Ti > t∗) can be determined. To work with right censored data, censoring distribution
G(t) must be estimated. To estimate G(t), interval censoring was ignored by replacing
T̃i = min(Ti, Ci) by Ri in (3.10). Hazard estimates hl for each time interval tl predicted
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by the neural network for an individual with covariate vector Xi were used to estimate
S(t∗|Xi) using

S(t∗|Xi) =
∏
l:tl≤t∗

(
1− hl(Xi)

)
. (3.11)
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Chapter 4

Data description

Chapter 1 provides a description of the data, which will be used in applications throughout
this thesis. The data entails surgically treated high-grade soft tissue sarcoma (STS) pa-
tients included in a retrospective, worldwide multi-center trail. The outcome of interest of
this study is survival from surgery. The first section describes which patients were eligible
for analyses performed in this thesis. The second section illustrates which variables were
considered for analysis and how these variables were represented in the data. In the third
section censoring and survival time distribution are estimated using the Kaplan-Meier
method. The final section illustrates the results of a multi-state model, which is used to
describe the evolution of disease.

4.1 Study population

The data used in this thesis was collected in a retrospective multicenter study of STS
patients surgically treated between January 1st, 1994 and December 31st, 2015. Patients
were identified from sarcoma databases from 18 participating research centers, registries
and specialized sarcoma centers. Among the included centers were: Leiden University
Medical Center (Leiden, the Netherlands), Royal Orthopeadic Hospital (Birmingham and
Stanmore, UK), Netherlands Cancer Institute (Amsterdam, the Netherlands), Mount Sinai
Hospital (Toronto, Canada), the Norwegian Radium Hospital (Oslo, Norway), Aarhus Uni-
versity Hospital (Aarhus, Denmark), Skȧne University Hospital (Lund, Sweden), Medical
University Graz (Graz, Austria), The Royal Marsden (London and Surrey, UK), and the
European Organization for Research and Treatment of Cancer.

Initially, data on 6852 high-grade STS patients was available for analysis. However,
due to incorrect event time registration 242 patients had to be excluded. Moreover, 1878
patients from Japan had to be removed as their median follow-up time (1.25 years) was
lower than the median follow-up time in the other centers (6.28 years). Section 4.3 elab-
orates further on the exclusion of patients from Japan. Additionally, 274 grade I patients
were excluded for further analysis as this thesis focuses on high-grade STS patients. Fur-
thermore, complete cases analysis was used to deal with missing values, which resulted in
another 831 patients to be excluded. Data on 3773 patients was available for analysis.

4.2 Patient and treatment characteristics

This section describes data collected which could possibly be used as covariates to esti-
mate clinical outcomes of interest. Data recorded entails prognostic variables measured
or defined at baseline as well as variables describing disease progression in terms of local
recurrence (LR) and distant metastasis (DM).

Information on the following patient and treatment-related variables of interest was
recorded: age at time of surgery, gender, grade (according to the FNCLCC grading system,
only grade II, II or III and III patients were included), histological subtype, tumor size
(< 5 cm; ≥ 5 cm - < 10 cm; ≥ 10 cm), tumor depth (deep vs superficial to investing fascia),
surgical resection margin (intralesional vs free), (neo)adjuvant radiotherapy (no vs yes),
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Figure 4.1: Consort diagram for patients included in the analysis

and (neo)adjuvant chemotherapy (no vs yes). The prognostic factor ‘histological subtype’
was split into 8 categories: leiomyosarcoma (LMS), liposarcoma (LPS), myxofibrosarcoma
(MF), malignant fibrous histiocytoma/undifferentiated pleomorphic sarcoma and (pleo-
morphic) soft tissue sarcomas not-otherwise-specified (MFH/UPS and NOS), malignant
peripheral nerve sheath tumor (MPNST), spindle cell sarcoma, synovial sarcoma (SS) and
other. The ‘other’ category was defined for histological subtypes insufficiently represented
in the data (n ≤ 200). Examples of subtypes included in the ‘other’ subgroup are clear
cell sarcoma, rhabdomyosarcoma, malignant rhabdoid tumor and angiosarcoma. During
the study period, treatment strategies for the administration of (neo)adjuvant radiother-
apy and chemotherapy were inconsistent due to variation in management by the included
centers and over time. Gender and chemotherapy were not considered to be clinically
relevant explanatory variables. Therefore, both gender and chemotherapy were not used
as predictors in analyses performed in this thesis. Table 4.1 shows patients and treatment
characteristics of the 3773 included patients.
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Table 4.1: Patient demographics and treatment characteristics

Characteristic (n = 3773)

Age, mean (SD), years 58.99 (18.05)
Gender, no (%)

Male 2062 (55)
Female 17117 (45)

Grade, no (%)
II 853 (23)
III 2920 (77)

Histopathology, no (%)
LMS 366 (10)
LPS 416 (11)
MF 661 (18)

MFH/UPS and NOS 1050 (28)
MPNST 263 (7)

Spindle cell 181 (5)
SS 395 (10)

Other 441 (12)
Size, no (%)

(0 cm, 5 cm) 1032 (26)
[5 cm, 10 cm) 1474 (37)
[10 cm, 40 cm] 1443 (36)

Missing 42 (1)
Depth, no (%)

Deep 2735 (72)
Superficial 1038 (28)

Surgical Margin, no (%)
Intralesional 534 (14)

Free 3239 (86)
Radiotherapy, no (%)

No 1468 (39)
Yes 2305 (61)

Chemotherapy, no (%)
No 3131 (83)
Yes 642 (17)
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4.3 Censoring and survival time distribution

In this section, duration of follow-up and survival time observed in the collected data
are estimated using Kaplan-Meiers methodology. Furthermore, duration of follow-up per
center was studied.

To assess follow-up, Kaplan-Meier estimates were calculated after reversing the survival
status indicator, defining censoring as the event of interest [52]. Out of 3773 patients, 2313
patients were censored. Median follow-up was 71.4 months (approximately 6 years) with
a 95%-CI ranging from 69.2 to 74.0 months. Figure 4.2a shows the estimated censoring
distribution for each center. Follow-up in the Japanese center, represented by the red
colored line, is shorter compared to other centers.

Median survival time is equal to 116 months (9.7 years, 95%-CI: 107-134 months).
Estimated 5-year survival probability was 62.5% (95%-CI: 60.8-64.2). Figure 4.2b displays
survival time distribution based on data with (red line) and without (black line) Japan.
Although the differences are very small, figure 4.2b shows the distribution of survival time
including Japan overestimates the survival probability, supporting findings in literature
that including individuals with shorter follow-up biases results concerning survival times
in an upward direction. Therefore, patients from the Japanese center were excluded for
all analyses in this thesis.

Figure 4.2: Censoring and survival time distribution

0 50 100 150 200 250

0
.0

0
.4

0
.8

Time in months since surgery

In
 f
o
llo

w
−

u
p
 p

ro
b
a
b
ili

ty

(a) Censoring distribution per center.
Japanese center is represented by the red colored
line.

0 50 100 150 200 250

Time in months since surgery

S
u
rv

iv
a
l 
p
ro

b
a
b
ili

ty

0
0
.5

1

(b) Survival time distribution.
Red line represents survival when Japanese cen-
ter is included.

46



Chapter 5

Application to soft-tissue sarcoma
data

The Cox proportional hazards model, the PLANN approach and the RSF method are
applied to the soft-tissue sarcoma data described in Chapter 4. The results are outlined
in this chapter. All analyses were performed using R [17]. To evaluate model performance
of the three methods studied a split sample approach was used: 2

3 of the data was used
as training data to build and fit models, while the other 1

3 of the data was set aside as
external validation data. The validation data was used to obtain a valid prediction error
estimate of the models for new, “unseen” data. The percentage of censoring was kept
constant in both sets, by dividing the data into two sets containing either censored or
non-censored observations and subsequently sampling 2

3 of both sets for the training set.
The remaining 1

3 of the censored and non-censored sets were assigned to the validation
set.

Figure 5.1: Identifying the optimal set of tuning parameters using k-fold cross validation.

Both the PLANN and the RSF approach require tuning of hyperparameters. To tune
hyperparameters, 5-fold cross validation was performed using the training data (2

3 of the
data): the data was split into 5 folds, each indicated by k = {1, ..., 5}. For each k, the
other 4 folds were used to fit models for each combination of tuning parameters examined.
The 5th fold k was used to evaluate prediction error for the models build using the 4
folds. As a result, for each combination of tuning parameters, 5 estimates of prediction
error were obtained. The resulting 5 estimates of prediction error were averaged and the
combination with the lowest averaged prediction error was used as a final model. The
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optimal combination of tuning parameters was used to fit a model on the entire training
data. This model was then used to estimate prediction error on the external validation
set. The procedure described is illustrated in Figure 5.1.

All models fitted use the following patient and treatment characteristics as predictors:
age, tumor grade, histological subtype, tumor size, tumor depth, resection margin and
(neo)adjuvant radiotherapy. Covariates included were based on previous studies on the
soft-tissue sarcoma data [1], [53], [54]. Since neural networks benefit computationally from
continuous variables scaled between 0 and 1, age was standardized using

z =
x− x̄
S

, (5.1)

where z equals standardized age, x represents the actual age, x̄ is sample mean of age and
S is sample standard deviation. Furthermore, standardized age squared was added as a
covariate as the effect of age was expected to be non-linear.

5.1 Cox Proportional Hazards model

A Cox model was fitted to the soft-tissue sarcoma data to compare performance of ma-
chine learning methods with more traditional statistical modelling methods. As described
before, the soft-tissue data was split into a training (2

3) and validation set (1
3). The train-

ing data was used to fit a Cox proportional hazards model. All variables were included.
Both age and age2 were used, as previous studies showed that the effect of age on survival
in soft-tissue sarcoma patients was nonlinear [53], [55].

Model estimates of the Cox model fitted are summarized in Table 5.1. Hazard ra-
tios significantly different from 1 are printed in bold. Hazard ratios have clear clinical
interpretation. The hazard rate can be interpreted as the risk to die in the next instant
of time. Therefore, the hazard ratio can be used to describe the risk of dying relative
to other patient characteristics. For example, patients with a grade III tumors have a
significantly increased risk of dying with hazard ratio equal to 1.583 (95% CI: 1.309-1.914)
compared to grade II tumor patients. Note that age was standardized using mean (59 yrs)
and standard deviation (18 yrs) of age in the training set and standardized age can be
calculated using (5.1). The resulting standardized age was squared to obtain age2. The
hazard ratio for age consists of both linear and quadratic term and can be computed by

HRage = HRsteplin ×HR
step2

quadr.

For an 80-year-old patient, step size equals 80−59
18 = 1.17. Compared to an 58-year-

old patient, the hazard ratio for an 80-year-old patient is 1.6371.17 × 1.1571.17 = 2.1.
Considering the absolute value of the Wald statistic, |z|, the two most important variables
are age and tumor size. Tumor type is the least important in the Cox PH model fitted.

To illustrate estimated survival probabilities, survival curves are drawn for 3 example
patients (see Table 5.2). Patient 1 and 2 have different characteristics for the radiotherapy
variable. All other covariate values are the same. Patient 3 has a different tumor type,
tumor size and surgical margin size than patient 1 and 2. Patient 3 also differs from patient
2 on the radiotherapy variable. Patient 1 has the most favourable predicted survival.
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Table 5.1: Hazard ratios (HRs) along with their 95% CI and |z|-values for all prognostic
factors in the Cox PH model. HRs with p-values < 0.05 are printed in bold.

Hazard ratio 95% CI |z|-value

Age, ref: 59 years, step size of 18
Age 1.637 1.523-1.759 13.407
Age2 1.157 1.094-1.224 5.088

Grade
II 1 - -
III 1.583 1.309-1.914 4.743

Type
LMS 1 - -
LPS 0.729 0.544-0.978 2.109
MF 0.779 0.605-1.004 1.931

MFH/UPS and NOS 0.976 0.774-1.23 0.208
MPNST 1.200 0.884-1.628 1.171

Spindle cell 1.250 0.893-1.751 1.300
SS 1.182 0.871-1.603 1.073

Other 0.956 0.718-1.273 0.306
Tumor size

[0 cm, 5 cm) 1 - -
[5 cm, 10 cm) 2.001 1.614-2.48 6.329
[10 cm, 40 cm] 3.524 2.823-4.399 11.132

Depth
Deep 1 - -

Superficial 0.828 0.69-0.994 2.029
Surgical margin

Intralesional 1 - -
Free 0.761 0.64-0.904 3.105

Radiotherapy
No 1 - -
Yes 0.793 0.688-0.913 3.214

Table 5.2: Patient characteristics for the example patients.

ID age std age grade type size depth margin RT

1 70.00 0.61 3 MFH/UPS and NOS [5 cm, 10 cm) deep free yes
2 70.00 0.61 3 MFH/UPS and NOS [5 cm, 10 cm) deep free no
3 70.00 0.61 3 LPS [10 cm, 40 cm] deep intralesional yes
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Figure 5.2: Estimated survival curves based on Cox model for 3 hypothetical patients.
Patient 1: 70 years old, MFH/UPS and NOS and deep tumor with grade 3, tumor size [5
cm, 10 cm), free surgical margin and (neo)adjuvant radiotherapy.
Patient 2: no (neo)adjuvant radiotherapy, other characteristics equal to patient 1.
Patient 3: LPS tumor, intralesional margin, other characteristics equal to patient 1.
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5.2 PLANN Approach

This section describes the application of the PLANN approach to the soft-tissue sarcoma
data to predict overall survival. The soft-tissue data was transformed to Biganzoli’s format
[4]. Neural networks with different sets of tuning parameters were implemented in R using
the keras package. The following values of tuning parameters were tested: the number
of hidden nodes h = {1, ..., 10}, ridge penalty parameter λ = {0.01, 0.05, 0.1}, minor
class weights 1 and ratio of censored versus uncensored observations and dropout rate
p = {0.2, 0.4}. The number of hidden nodes was limited to relatively small values as only
7 explanatory variables were used. In total, 120 combinations of tuning parameter values
were studied. This grid of tuning parameters was evaluated for 3 months and 1 year time
intervals. For this thesis, optimizer sgd was used: learning rate (ε) was set to 0.01 and
momentum (α) was set to 0.9, both common values for these parameters [34]. Batch size
was set to the default value of 32. A neural network with 1 hidden layer, as discussed
by Biganzoli ([4]) and neural networks with 2 hidden layers were considered. The same
set of tuning parameters was tested. The number of hidden nodes in the second hidden
layer was set to the number of hidden nodes in the first hidden layer. The neural network
training algorithm was iterated over a maximum of 15 epochs. To prevent overfitting, early
stopping was implemented: the algorithm was terminated if the loss on the validation data
increased or did not improve for 3 consecutive epochs.

The Integrated Brier score, a well-known measure in survival analysis, was used to
evaluate the performance of the neural networks [55]. Estimated survival curves based on
the best performing neural networks were drawn for the same three patients studied in
the Cox PH model (see Table 5.2). Garson’s algorithm was used to assess importance of
the explanatory variables [37].
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5.2.1 Data transformation

To fit a neural network like the one described by Biganzoli, data should be transformed
to a long format: rows for each individual are replicated for all time intervals in which the
individuals was observed [4]. First, time intervals need to be defined. Continuous survival
times in the soft tissue sarcoma data were discretized into l = 1, 2, ..., L disjoint intervals
Al = (tl−1, tl]. For our application, we used two sets of intervals: the first set considered
3 month time intervals (tl = {0, 3, 6, ..., 246, 249, 252}), while the second consisted of one
year time intervals (tl = {0, 12, 24, ..., 228, 240, 252}). Considerations for choosing these
time intervals concerned the objective to obtain smooth survival probability estimates by
choosing smaller time intervals, while choosing larger time intervals would increase the
number of events per time interval. Since the longest follow-up time was approximately
255 months, time intervals were limited to a maximum of 252 months (21 years). A new
output variable is formed: an output of “0” indicates a patient survives a specific interval,
whereas “1” indicates the patient died during the interval. To differentiate between time
intervals, a variable, indicating time interval is used as an additional input variable. Table
5.3 shows three soft tissue sarcoma patients as examples to illustrate how the data was
transformed. Table 5.4a shows the transformed data for quarter year intervals, whereas
Table 5.4b illustrates the replication process for yearly time intervals. From 6 explanatory
variables considered, only age and size are shown in these tables.

Table 5.3: 3 soft tissue sarcoma patients.

id time status age grade type size depth margin radiotherapy

1 121.81 1 73 3 MF [5 cm, 10 cm) superficial free yes
2 55.96 0 44 3 Other [10 cm, 40 cm] superficial free yes
3 26.00 1 34 3 MFH/UPS and NOS [5 cm, 10 cm) superficial free yes

Table 5.4: Data transformed into a long format.

(a) Time intervals of 3 months.

id interval status age size

1 1 0 73 [5 cm, 10 cm)
1 2 0 73 [5 cm, 10 cm)
1 ... 0 73 [5 cm, 10 cm)
1 40 0 73 [5 cm, 10 cm)
1 41 1 73 [5 cm, 10 cm)
2 1 0 44 [10 cm, 40 cm]
2 2 0 44 [10 cm, 40 cm]
2 ... 0 44 [10 cm, 40 cm]
2 18 0 44 [10 cm, 40 cm]
2 19 0 44 [10 cm, 40 cm]
3 1 0 34 [5 cm, 10 cm)
3 2 0 34 [5 cm, 10 cm)
3 ... 0 34 [5 cm, 10 cm)
3 8 0 34 [5 cm, 10 cm)
3 9 1 34 [5 cm, 10 cm)

(b) Time intervals of 1 year.

id interval status age size

1 1 0 73 [5 cm, 10 cm)
1 2 0 73 [5 cm, 10 cm)
1 ... 0 73 [5 cm, 10 cm)
1 10 0 73 [5 cm, 10 cm)
1 11 1 73 [5 cm, 10 cm)
2 1 0 44 [10 cm, 40 cm]
2 2 0 44 [10 cm, 40 cm]
2 3 0 44 [10 cm, 40 cm]
2 4 0 44 [10 cm, 40 cm]
2 5 0 44 [10 cm, 40 cm]
3 1 0 34 [5 cm, 10 cm)
3 2 0 34 [5 cm, 10 cm)
3 3 1 34 [5 cm, 10 cm)

Besides transforming the data into a long format, input variables were slightly adjusted
as well. Categorical variables were transformed to a dummy encoding: each covariate level
other than the reference level was represented by a 0/1-coded variable. For example, the
levels of the variable size were represented by 2 variables: “[0 cm, 5 cm)” was coded as
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{0, 0}, “[5 cm, 10 cm)” as {1, 0} and “[10 cm, 40 cm]” as {0, 1}. To improve training
speed, numerical covariates were rescaled. In the soft tissue data, the variable age was
standardized using

xnew =
x− x̄
sd(x)

where x̄ and sd(x) were estimated from the training set. The interval variable was
normalized by

xnew =
x− xmin

xmax − xmin
with xmin = 1 and xmax either 84 or 21, dependent on which set of time intervals was
used.

Class imbalance in the PLANN approach

Like many classifiers, the performance of a neural network depends on the frequency of
each output class. The output, or target, variable used to train the neural network in the
PLANN approach is a binary variable, which takes values 0 and 1 indicating survival and
death respectively in a certain time interval. If one of the classes of the output variable
is overrepresented, i.e. the classes are unbalanced, problems may arise while training a
neural network, as the neural network can not get a sufficient look at the minority class.
By simply predicting the most common class for all subjects, the loss function may reach
the minimum. Furthermore, class imbalance complicates creating training and test sets
having representation across classes. Therefore, in the soft tissue data, training and test
set were sampled keeping censoring rate constant.

As illustrated in Section 4.3 approximately 61% of all included patients in the soft
tissue data were censored, suggesting a slight imbalance between the two output classes,
i.e. 0 and 1, of the neural network is to be expected. However, in the PLANN approach,
the replication process creates extra 0’s in the output variable. Therefore, the existing
small class imbalance is worsened, especially when small time intervals are used. After
transforming the training data using time intervals of 3 months, the event (e.g. output
variable equals 1) was observed only in 2.1% of all rows. When 1 year time intervals were
used, the event was observed in 7.7% of all rows. Figure 5.3 shows that the class imbalance
differs per time interval. As shown in Figure 5.3a, in case of 3 month time intervals, the
percentage of events per interval exceeds 5% only once. Figure 5.3b shows this percentage
for yearly time intervals and shows that the percentage of events per interval is still small,
yet less extreme than for 3 month intervals. Besides, both Figure 5.3a and 5.3b show that
in some time intervals no deaths occur.

Several suggestions have been made to solve class imbalance problems encountered in
the training process of the model. In this section some methods proposed to deal with this
problem are shortly discussed [56]. Technical details of these methods are outside the scope
of this thesis. Methods based on re-sampling the original data and methods using altered
classifiers or algorithms to suit imbalanced data can be applied. Undersampling randomly
samples a part of the class with more observations to restore the balance between the two
classes. A disadvantage of undersampling is that cases with important information might
be removed from the data used to fit the neural network. To overcome this problem, over-
sampling is performed by replicating cases of the minority class. However, oversampling
may lead to overfitting. Synthetic minority oversampling technique (SMOTE), is a more
advanced method trying to overcome this shortcoming by combining over- and undersam-
pling [57]. Oversampling in SMOTE is performed by creating synthetic examples based on
the nearest neighbor algorithm. Thresholding is a method involving adjustment of a clas-
sifier. Thresholding changes output class probabilities and is performed in the test phase.
Another method involving the classifier is cost sensitive learning, which assigns different
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Figure 5.3: Percentage of events per time interval.

0.0

2.5

5.0

7.5

10.0

12.5

0 20 40 60 80

Time interval

P
e

rc
e

n
ta

g
e

 (
%

)

(a) Time intervals of 3 months. In total 84 time
intervals were studied.
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(b) Time intervals of 1 year. In total 21 time
intervals were studied.

costs to misclassification of cases from different classes. Cost sensitive learning can be
applied in different ways. If cost sensitive learning is implemented by minimizing the mis-
classification cost instead of the standard loss function, cost sensitive learning comes down
to oversampling. These methods are designed for neural networks applied to a “standard”
classification setting. Yet, in the survival context, data used to train the neural network
is different: after transformation, the same individual is replicated for time intervals in
which he or she is observed, whereas samples (e.g. rows of the data) usually represent
new, independent cases in the “standard” classification setting. It is unknown whether the
methods discussed, such as resampling techniques, can be applied to transformed survival
data, e.g. data in which the same individual occurs multiple times.

For the soft tissue data, two strategies reducing class imbalance have been employed.
The first (partial) remedy, specific to the PLANN approach, was to define larger time
intervals (1 year instead of 3 months). Furthermore, oversampling was used by imple-
menting cost sensitive learning by minimizing the misclassification cost. Misclassification,
e.g. loss, on subjects who died in a certain interval was multiplied by the ratio of censored
observations versus deaths in the entire training set. For the neural network with 3-month
time intervals, this ratio was 47, and 12 for the neural network with 1-year time intervals.
To assign cost to a keras neural network, the variable class_weight must be specified.
Besides class weights of 47 and 12, class weights of 1 were used as well. If class weight is
1, loss is minimized regularly and no oversampling or cost sensitive learning is applied.

5.2.2 Tuning process

In total 4 differently structured neural networks were studied: 2 neural networks with 1
hidden layer, with 1-year and 3-month time intervals, and 2 neural networks with 2 hidden
layers, with 1-year and 3-month time intervals. For each of these neural network structures,
the optimal combination of hidden nodes, penalty parameter λ, minor class weight and
dropout rate p was identified using 5-fold cross-validation. The Integrated Brier score
(IBS) was used as performance measure: the best combination of tuning parameters was
based on the combination with the smallest IBS estimate. The resulting optimal models
were used to estimate survival probabilities for 3 specific patients. In addition, variable
importance in the optimal models was studied.
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Model history

When training an algorithm, the keras package records training metrics for each epoch.
Among these training metrics is the loss on training and validation folds, but other metrics,
like accuracy (the percentage of correctly classified cases) can be recorded as well. The
loss function minimized in the PLANN approach is the binary cross-entropy function
(see Equations (2.41) and (2.32)). So-called model history is visualized by plotting the
training metrics for both training and validation set against epochs. In the soft-tissue
data application, 5-fold cross-validation was used to identify the optimal set of tuning
parameters. In each of the 5 iterations in the cross-validation procedure, model history
was recorded for all combinations of tuning parameters studied. The training metrics were
evaluated on the 4 folds used to train the network and on the validation fold. In Figure
5.4 and 5.5 model history for 1 iteration of the cross-validation procedure is displayed for
6 combinations of tuning parameters in neural networks with 1 hidden layer and 1-year or
3-month time intervals.

For all 6 models (single layer neural networks with 1-year time intervals) shown in
Figure 5.4, the loss on the training folds only improves from the first to the second epoch.
Subsequent updates of weights in the other epochs do not result in a substantial decrease in
loss on the training data. Note that due to early stopping, none of the models are trained
over 15 epochs. Early stopping ends the algorithm if the current loss on the validation
fold is the third consecutive loss greater than the lowest loss found so far. For the models
shown in Figure 5.4a- 5.4c, loss on the validation fold is relatively stable over the epochs:
updates of the weights based on the training folds do not result in improvements on
the validation loss. Validation loss for the models in Figure 5.4d-5.4f fluctuates over the
epochs. In these figures loss on the training folds is increased compared to the training
loss observed in Figure 5.4a-5.4c. This is due to the minor class weight of 12 instead of
1: the loss for each event (“1” in the data) is multiplied by 12, increasing the value of
loss on the training folds. Class weight is not incorporated in the loss calculated for the
validation fold. Yet, the validation loss in Figure 5.4d-5.4f is even higher than the loss
on the training folds in these models, which might be an indication of overfitting. All
neural networks displayed in Figure 5.4 had a dropout rate of 0.2: similar patterns were
found for dropout rates of 0.4 and are therefore not displayed here. Figure 5.5 shows
model history for the same 6 combinations of tuning parameters evaluated in Figure 5.4
for neural networks with 1 hidden layer and 3-month time intervals. Again, early stopping
was implemented: all models ended after less than 15 epochs. Patterns in training and
validation loss are similar to those observed in Figure 5.4. For the neural networks with 2
hidden layers with 1-year and 3-month time intervals, model history was studied as well.
Since patterns in training and validation loss resembled those for neural networks with 1
hidden layer, learning curves for neural networks with 2 hidden layers are not displayed
here, but in Appendix B.1. In general, a gradually decreasing training and validation loss
over multiple epochs would be desirable. The observed patterns are an indication that the
resulting neural networks might not perform as intended. This may partially be explained
by the class imbalance in the output variable used to fit the neural networks.

Figure 5.6 illustrates the accuracy (the percentage of correctly classified cases) during
the training process of the neural networks shown in Figures 5.4a and 5.4b. Accuracy on
the training folds of the neural network shown in Figure 5.6a is approximately 90% and is
stable over the epochs. Accuracy on the validation fold is also constant over the epochs,
but saturates around 68%. Figure 5.6b shows training and validation accuracy for a neural
network fitted with a minor class weight of 12. Over the epochs, accuracy on the training
folds improves, while accuracy for the validation fold decreases before improvements are
observed. Oversampling of the minority class, i.e. cases for which the output variable
equals 1, by setting class weight to 12 forces the neural network to pay more attention to
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Figure 5.4: Learning curves for 6 NNs with 1-year time intervals and 1 hidden layer: loss
on training folds (red) and validation fold (blue) over different epochs. All 6 NNs have
dropout rate = 0.2, learning rate = 0.01 and momentum = 0.9.
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Figure 5.5: Learning curves for 6 NNs with 3-month time intervals and 1 hidden layer:
loss on training folds (red) and validation fold (blue) over different epochs. All 6 NNs have
dropout rate = 0.2, learning rate = 0.01 and momentum = 0.9.
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Figure 5.6: Learning curves for 2 NNs with 1-year time intervals and 1 hidden layer:
accuracy on training folds (red) and validation fold (blue) over different epochs. All NNs
have dropout rate = 0.2, learning rate = 0.01 and momentum = 0.9.
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(b) hidden = 1, λ = 0.01, class weight = 12.

these cases. This prevents the neural network from predicting 0 for most cases. However,
more predictions are wrongly set to 1, resulting in decreased accuracy on training folds.
For the neural network in Figure 5.6b, oversampling does not result in improved accuracy
on the validation fold compared to accuracy observed in Figure 5.6a. Similar patterns
were found for other neural networks studied and therefore are not shown here.

Identifying optimal combinations of tuning parameters

For all combinations of hidden nodes, penalty parameter λ, minor class weight and dropout
rate p studied, the Integrated Brier score (IBS) was recorded for each iteration of the 5-fold
cross-validation procedure. The optimal combination of tuning parameters was defined
as the combination that provided the lowest IBS averaged over the 5 folds. IBS is a
summary measure of the Brier score evaluated at different time points (see Section 3.2).
For neural networks fitted to data transformed to 1-year time intervals, the Brier score
was evaluated every year. A Brier score estimate was obtained every 3 months for neural
networks fitted to data transformed to 3-month time intervals. The censoring distribution
required for reweighting individuals to deal with right-censoring was estimated by using
the reversed Kaplan-Meier estimator on the validation fold. For some of the 5 validation
folds assessed, the censoring distribution was not defined up to maximum follow-up of 252
months. Therefore, evaluation of the Brier score was limited to a maximum of 15 years
after surgery.

Figure 5.7 and 5.8 show the average IBSs (dots) and the range of IBSs over the 5 folds
(bars) for all 120 combinations of tuning parameters for the 4 neural network structures
studied. Table 5.5 describes which combinations of tuning parameters were studied. Figure
5.7a and 5.7b are based on single layer neural networks fitted to data transformed to 1-year
and 3-month time intervals respectively. Generally, IBS values for the same combination
of tuning parameters are lower for data transformed to 1-year time intervals than for data
transformed to 3-month time intervals. In Figure 5.7, class weight and decay parameter
λ are indicated by shape and color. The number of hidden nodes is not indicated in
the plot: combinations 1-10 follow the sequence {1, 2, ..., 9, 10} for the number of hidden
nodes. The same sequence is repeated for subsequent combinations of tuning parameters.
For dropout rate, also not indicated in the plot, p = {0.2, 0.4} were evaluated. Dropout
rate was set to 0.2 for the first half (60) of combinations and to 0.4 for the second half.
The first and second half of tuning parameter combinations show very similar patterns in
terms of IBS for both 1-year and 3-month time intervals. For every given combination of
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Figure 5.7: Cross-validated Integrated Brier Score for single layer NNs for different combi-
nations of number of hidden nodes, weight decay λ, class weight and dropout rate. Figure
5.8a: 1-year time intervals. Figure 5.8b: 3-month time intervals. For each combination of
tuning parameters, dots represent average IBS over 5 cross validation folds, bars indicate
minimum and maximum IBS observed in 5 cross validation folds. For each combination,
the value of λ and class weight is indicated. In Table 5.5, all combinations of tuning
parameters studied are described.
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(a) Single layer NN with 1-year time intervals.
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Figure 5.8: Cross-validated Integrated Brier Score for NNs with 2 hidden layers for dif-
ferent combinations of number of hidden nodes, weight decay λ, class weight and dropout
rate. Figure 5.8a: 1-year time intervals. Figure 5.8b: 3-month time intervals. For each
combination of tuning parameters, dots represent average IBS over 5 cross validation folds,
bars indicate minimum and maximum IBS observed in 5 cross validation folds. For each
combination, the value of λ and class weight is indicated. In Table 5.5, all combinations
of tuning parameters studied are described.
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(a) NN with 2 hidden layers and 1-year time intervals.
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(b) NN with 2 hidden layers and 3-month time intervals.
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Table 5.5: Tuning parameter combinations studied in the PLANN approach. Class weight
differs depending on whether 3-month or 1-year time intervals were used.

Combinations # hidden nodes λ Class weight Dropout rate

1-10 {1, 2, ..., 9, 10} 0.01 1 0.2
11-20 {1, 2, ..., 9, 10} 0.05 1 0.2
21-30 {1, 2, ..., 9, 10} 0.1 1 0.2
31-40 {1, 2, ..., 9, 10} 0.01 12 (1-year) or 47 (3-month) 0.2
41-50 {1, 2, ..., 9, 10} 0.05 12 (1-year) or 47 (3-month) 0.2
51-60 {1, 2, ..., 9, 10} 0.1 12 (1-year) or 47 (3-month) 0.2
61-70 {1, 2, ..., 9, 10} 0.01 1 0.4
71-80 {1, 2, ..., 9, 10} 0.05 1 0.4
81-90 {1, 2, ..., 9, 10} 0.1 1 0.4
91-100 {1, 2, ..., 9, 10} 0.01 12 (1-year) or 47 (3-month) 0.4
101-110 {1, 2, ..., 9, 10} 0.05 12 (1-year) or 47 (3-month) 0.4
111-120 {1, 2, ..., 9, 10} 0.1 12 (1-year) or 47 (3-month) 0.4

the number of hidden nodes, class weight and λ, increasing dropout rate from 0.2 to 0.4
results in minor increases in IBS. For example, the first combination (1 hidden node, class
weight 1, λ = 0.01, dropout rate 0.2) in Figure 5.7b has a slightly lower cross-validated
IBS than combination 60 (1 hidden node, class weight 1, λ = 0.01, dropout rate 0.4).
Figure 5.7 shows that for 1-year and 3-month time intervals an increasing number of
hidden nodes is associated with lower IBS for any combination of dropout, λ and class
weight. For both 1-year and 3-month time intervals, class weights of 12 or 47 are related
to higher IBS values than class weight of 1. For 1-year time intervals (Figure 5.7a), the
difference between neural networks with class weights 1 versus 12 is more extreme than the
difference between class weight 1 and 47 for neural networks with 3-month time intervals.
The relation between the number of hidden nodes and IBS scores for 1-year time intervals is
weakened in comparison to results found for 3-month time intervals. For tuning parameter
combinations with class weight of 1, larger λ are associated with larger average IBS values
for both 1-year and 3-month time intervals. However, differences between combinations
with different λ-values are smaller for 1-year time intervals compared to 3-month time
intervals. For combinations with class weight of 12 (1-year time intervals) or 47 (3-month
time intervals), the effect of λ on IBS seems to vanish. Figure 5.7a shows that, for 1-year
time intervals, the smallest IBS values have λ = 0.01, class weight 1 and a relatively high
number of hidden nodes and differ only minimally. Differences between the smallest IBS
values are somewhat bigger for 3-month time intervals (Figure 5.7b). IBS values for the
neural networks with 2 hidden layers with 1-year and 3-month time intervals are shown
in Figure 5.8a and 5.8b. Patterns closely resemble those observed in the neural networks
with 1 hidden layer.

A second experiment

For all time intervals, number of hidden layers and combinations of tuning parameters
studied, cross-validated values of IBS were slightly lower, but mostly higher than 0.25.
Since an IBS of 0.25 corresponds to a non-informative model, all NN models had poor
predictive ability. Previous studies indicated that better predictive performance on the
soft tissue sarcoma data could be achieved [1], [54], [58]. When survival curves for specific
patients, known to have different survival ([1]), were estimated, it became clear that the
NN models did not discriminate: the estimated survival curves were similar for patients
with different characteristics. Calibration plots also showed lack of discrimination of the
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Table 5.6: Tuning parameter combinations studied in second experiment for NN models
fitted to data transformed to 1-year time intervals.

Combinations # hidden nodes λ λbias Class weight Dropout rate

1-10 {1, 2, ..., 9, 10} 0 0 1 0
11-20 {1, 2, ..., 9, 10} 0.01 0 1 0
21-30 {1, 2, ..., 9, 10} 0.05 0 1 0
31-40 {1, 2, ..., 9, 10} 0.1 0 1 0
41-50 {1, 2, ..., 9, 10} 0 0 12 0
51-60 {1, 2, ..., 9, 10} 0.01 0 12 0
61-70 {1, 2, ..., 9, 10} 0.05 0 12 0
71-80 {1, 2, ..., 9, 10} 0.1 0 12 0
81-90 {1, 2, ..., 9, 10} 0 0 1 0
91-100 {1, 2, ..., 9, 10} 0.01 0.01 1 0
101-110 {1, 2, ..., 9, 10} 0.05 0.05 1 0
111-120 {1, 2, ..., 9, 10} 0.1 0.1 1 0
121-130 {1, 2, ..., 9, 10} 0 0 12 0
131-140 {1, 2, ..., 9, 10} 0.01 0.01 12 0
141-150 {1, 2, ..., 9, 10} 0.05 0.05 12 0
151-160 {1, 2, ..., 9, 10} 0.1 0.1 12 0

NN models. A possible explanation for this poor behavior might be that the NN models
were underfitting. Regularization by parameters, like the weight decay parameter (λ) and
dropout rate, neutralize the connection weights in the neural network. If the connection
weights are neutralized too much, the estimated hazards might be equal for different
time intervals and different patients. As a result, the estimated survival curves do not
discriminate.

To examine whether the NN models were underfitting, a new set of tuning parameters
was considered. Due to a limited amount of time, this new set of tuning parameters was
only applied to NN models with 1 hidden layer. To decrease regularization effects, dropout
rate was set to 0. In the first experiment, the weight decay parameter λ was applied to
all connection weights, including the connection weights belonging to the bias nodes. In
the new set of tuning parameters tested, NN models were studied where the weight decay
parameter λ was applied to all connection weights and to a subset of connection weights,
which excluded the connections weights belonging to the bias nodes. The following values
of the weight decay parameter were considered: λ = {0, 0.01, 0.05, 0.1}. The number of
hidden nodes studied ranged from 1-10 and minor class weight of 1 and 12 were studied.
In total, 160 tuning parameter combinations were studied, which are described in Table
5.6. These combinations were used to fit NN models in a 5-fold cross-validation procedure.

The cross-validated IBS for the NN models with 1-year time intervals are plotted in
Figure 5.9. Combinations 1-10 and 81-90 are the best NN models in terms of IBS. These
models have a weight decay penalty of 0 on all connection weights, including the bias
nodes, and a class weight of 1. Other combinations of tuning parameters all have cross-
validation IBS above 0.25. Combinations 41-50 and 121-160 show that class weights of 12
are related to the most poorly performing models in terms of IBS.

Based on the results found for the set of tuning parameters evaluated for NN models
with 1-year time intervals, some additional adjustments were made to the set of tuning
parameters studied for the NN models with 3-month time intervals. The weight decay
parameter was set to 0. For dropout rate and learning rate, the following values were
evaluated respectively: {0, 0.1, 0.2, 0.4} and {0.01, 0.1, 0, 2}. For minor class weight, the
set {1, 1.05, 1.1} was studied. The values studied for the number of hidden nodes ranged
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Figure 5.9: Cross-validated Integrated Brier Score for single layer NNs with 1-year time
intervals for different combinations of number of hidden nodes, weight decay λ and class
weight.
For each combination of tuning parameters, dots represent average IBS over 5 cross valida-
tion folds, bars indicate minimum and maximum IBS observed in 5 cross validation folds.
For each combination, the value of λ and λbias is indicated. The value of λbias indicates
whether the weight decay penalty was also applied to the bias nodes. In Table 5.6, all
combinations of tuning parameters studied are described.
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from 1-10. In total, 360 combinations of dropout rate, learning rate, class weight and the
number of hidden nodes were evaluated.

In Figure 5.10, the cross-validated IBS values for the 360 combinations studied for NN
models with 3-month intervals are shown. The range of values of IBS over the 5 folds
overlaps for the combinations studied. All IBS are smaller than 0.25. A dropout rate of
0.4 seems to be associated with slightly higher IBS than other dropout rates. A learning
rate of 0.1 seems to result in the lowest IBS.

The best performing models in terms of IBS found in the first and second experiment
are summarized in Table 5.7. The best NN models in terms of IBS identified in the
second experiment have better predictive ability than the best models identified in the
first experiment. However, the best models identified in the first experiment are also
studied in the following section to investigate the lack of discrimination of the NN models
in the first experiment.

In the following section, the tuning parameters values of the NN models described in
Table 5.7 are used to fit neural networks on the entire training data. These neural networks
are used to predict survival curves for 3 specific patients. Furthermore, calibration plots
are provided. Variable importance is studied as well.

In Section 5.4, the best NN models in terms of IBS found in the second experiment
are compared to the Cox PH model and Random Survival Forest models.

5.2.3 Evaluation of final models

Survival curves for selection of patients

The best set of tuning parameters (see Table 5.7) are used to fit 4 “final” neural networks
on the entire training set. These neural networks are then used to predict hazards for each
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Figure 5.10: Cross-validated Integrated Brier Score for single layer NNs with 3-month
time intervals for different combinations of number of hidden nodes, class weight, dropout
rate and learning rate.
For each combination of tuning parameters, dots represent average IBS over 5 cross valida-
tion folds, bars indicate minimum and maximum IBS observed in 5 cross validation folds.
For each combination, the value of λ and λbias is indicated. In Table 5.6, all combinations
of tuning parameters studied are described.
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Table 5.7: Best performing NN models in terms of Integrated Brier Score. CV IBS stands
for cross-validated IBS.

1 hidden layer 2 hidden layers
Experiment 1 Experiment 2 Experiment 1

model 1 model 2 model 3 model 4 model 5 model 6
Time interval 1 year 3 month 1 year 3 month 1 year 3 month

Tuning parameters
Hidden nodes 8 10 7 10 10 9
nr of weights 145 181 127 181 291 253

Act. func. inp - hid logistic logistic logistic logistic logistic logistic
Act. func. hid - hid - - - - logistic logistic
Act. func. hid - out logistic logistic logistic logistic logistic logistic

λ 0.01 0.01 0 0 0.01 0.01
Class weight 1 1 1 1 1 1
Dropout rate 0.2 0.2 0 0.1 0.2 0.2
Learning rate 0.01 0.01 0.01 0.1 0.01 0.01
Momentum 0.9 0.9 0.9 0.9 0.9 0.9

Performance measure
CV IBS 0.228 0.255 0.184 0.169 0.236 0.259
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time interval for 3 patients described in Table 5.2. The hazards predicted by the neural
networks are transformed into survival probabilities by applying (2.37). Figure 5.11 shows
the predicted survival probabilities for the 4 optimal models summarized in Table 5.7.

Figure 5.11a shows the estimated survival probabilities for 2 neural networks fitted
to data transformed to 1-year time intervals. The neural network with 2 hidden layers
estimates slightly higher survival probabilities for the 3 specific patients studied. The
estimated survival probabilities of the neural network with 2 hidden layers overlap com-
pletely. The neural network with 1 hidden layer shows some discrimination between the
3 patients: patient 1 has best predicted outcome in terms of survival, whereas patient 3
has the worst. Patterns similar to those observed for 1-year time intervals were found for
the 2 neural networks with 3-month time intervals shown in Figure 5.11b. The neural
network with 1 hidden layer shows some survival differences between the patients. Like
in the neural network with 1 hidden layer and 1-year time intervals, patient 1 has best
estimated prognosis and patient 3 the worst. This was similar to the estimated survival
coming from the Cox PH model. However, the Cox model can discriminate the predicted
survival in a better way. Survival probabilities estimated by neural network with 2 hidden
layers are the same for the 3 patients shown.

In Figure 5.12, survival curves based on the best NN models in terms of IBS found in
the second experiment are shown. Estimated survival probabilities for the two different
NN models, with 1-year time intervals and with 3-month time intervals, are similar for all
3 patients. Patient 1 has the best prognosis and patient 3 the worst. Although this was
also true for the survival curves for NN models of the first experiment (see Figure 5.11,
the 2 NN models of the second experiment have much better discriminative ability.

Calibration plots

In Figure 5.13, calibration plots are shown for the NN models described in Table 5.7.
Calibration is assessed by plotting the mean predicted survival at 3 years after follow-
up against the observed survival for 10 equally sized groups. More details on how these
calibration plots were formed are described in Section 5.4. For now, these calibration plots
are used to illustrate the lack of discriminate ability of the NN models identified in the first
experiment (Figure 5.13a, 5.13b, 5.13e and 5.13f). In contrast, the NN models identified
in the second experiment (Figure 5.13c-5.13d) are much better calibrated at 3 years after
surgery.

Variable Importance

In this application, Garson’s algorithm was used to evaluate the importance of prognostic
variables in neural networks with 1 hidden layer. Assessing variable importance for neural
networks with more than 1 hidden layer is outside the scope of this thesis. The importance
of an input variable is determined by the size of the connection weights belonging to the
specific variable relative to other variables. Variable importance is computed in (2.51).
The relative variable importance is defined in (2.52). Connection weights belonging to
inputs of a neural network taking large values are usually smaller than those belonging
to inputs with small values. Since Garson’s algorithm is based on the size of connec-
tion weights, estimating importance using this algorithm would only be appropriate if
the inputs of the neural network take values in a similar range. Garson’s algorithm as-
sesses variable importance for each input variable of a neural network. In the soft-tissue
data, 16 input variables were used. The 3 continuous variables, time interval, age and
squared age, were standardized as described in Section 5.2.1. Other inputs were dummy
variables representing categorical variables grade, type, tumor size, tumor depth, sur-
gical margin and radiotherapy. Variable importance estimates were obtained from the
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Figure 5.11: Survival estimates based on NN models for 3 patients with range of predicted
survival probabilities.
Patient 1: 70 years old, MFH/UPS and NOS and deep tumor with grade 3, tumor size [5
cm, 10 cm), free surgical margin and (neo)adjuvant radiotherapy.
Patient 2: no (neo)adjuvant radiotherapy, other characteristics equal to patient 1.
Patient 3: LPS tumor, intralesional margin, other characteristics equal to patient 1.
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(a) Time intervals of 1 year.
NN with 1 hidden layer: 8 hidden nodes, λ = 0.01, class weight = 1 and
dropout rate = 0.2.
NN with 2 hidden layers: 10 hidden nodes, λ = 0.01, class weight = 1 and
dropout rate = 0.2.
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(b) Time intervals of 3 months.
NN with 1 hidden layer: 10 hidden nodes, λ = 0.01, class weight = 1 and
dropout rate = 0.2.
NN with 2 hidden layers: 9 hidden nodes, λ = 0.01, class weight = 1 and
dropout rate = 0.2.
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Figure 5.12: Survival estimates based on single layer NN models for 3 patients with range
of predicted survival probabilities.
Model 1: 1-year time intervals, 7 hidden nodes, λ = 0, class weight = 1, dropout rate = 0
and learning rate = 0.01.
Model 2: 3-month time intervals, 10 hidden nodes, λ = 0, class weight = 1, dropout rate =
0.1 and learning rate = 0.1.
Patient 1: 70 years old, MFH/UPS and NOS and deep tumor with grade 3, tumor size [5
cm, 10 cm), free surgical margin and (neo)adjuvant radiotherapy.
Patient 2: no (neo)adjuvant radiotherapy, other characteristics equal to patient 1.
Patient 3: LPS tumor, intralesional margin, other characteristics equal to patient 1.
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Figure 5.13: Calibration plots for survival predictions at 3 years after surgery for external
test part of soft-tissue sarcoma data. The red dashed line represents the calibration curve
of a perfectly calibrated model. Calibration plots are provided for the 6 models described
in Table 5.7.
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(a) NN model 1.
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(b) NN model 2.
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(c) NN model 5.
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(d) NN model 6.
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(e) NN model 3.
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(f) NN model 4.
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Table 5.8: Relative cross-validated variable importance based on Garson’s algorithm for 2
optimal single layer NN models. The number in brackets indicates the importance.
Model 1: 1-year time intervals, 7 hidden nodes, λ = 0, class weight = 1, dropout rate = 0
and learning rate = 0.01.
Model 2: 3-month time intervals, 10 hidden nodes, λ = 0, class weight = 1, dropout rate =
0.1 and learning rate = 0.1.

Variable importance (%)
Time intervals of: 1 year 3 months

Time interval 6.05 (6) 10.13 (2)
Age

Age 9.17 (2) 8.45 (3)
Age2 4.81 (14) 4.00 (15)

Grade: III 6.73 (5) 7.42 (5)
Type

LPS 5.83 (7) 4.94 (8)
MF 5.59 (10) 4.54 (11)

MFH/UPS and NOS 4.80 (15) 3.35 (16)
MPNST 5.39 (12) 4.62 (9)

Spindle cell 5.02 (13) 4.26 (13)
SS 7.17 (3) 4.30 (12)

Other 5.68 (8) 4.10 (14)
Tumor size

[5 cm, 10 cm) 5.50 (11) 8.07 (4)
[10 cm, 40 cm] 10.85 (1) 16.18 (1)

Tumor depth: superficial 7.17 (4) 4.45 (10)
Surgical margin: free 4.59 (16) 5.08 (7)
Radiotherapy: yes 5.65 (9) 6.02 (6)

5-fold cross-validation procedure: for each iteration, connection weights were saved for
each combination of tuning parameters fitted. Variable importance was calculated for
each iteration. Variable importance was averaged over the 5 iterations. Table 5.8 gives
relative variable importance for the input variables in the 2 best NN models found in the
second experiment described in Table 5.7. In Figure 5.14, the relative variable importance
from Table 5.8 is shown. For the neural network fitted to data transformed to 1-year
time intervals, tumor size [10 cm, 40 cm] is the most important input variable. Another
important variables is age. Relative importance is relatively similar for all other variables.
Like in the neural network with 1-year time intervals, tumor size [10 cm, 40 cm] is the
most important variable in the neural network model with 3-month time intervals. Other
important variables in the 3-month time interval neural network are time interval, age,
tumor size [5 cm, 10 cm) and grade III.

Besides regular explanatory variables as inputs, NN models also have two bias nodes
(see Figure 2.1). These bias nodes have not been taken into account when computing the
relative importance with Garson’s algorithm.

Discussion

In this section a remark is made fitting procedure of the NN models in the first experiment.
Furthermore, a short discussion is given on the results described.

In the best NN models found in the first experiment, early stopping was implemented.
During 5-fold cross-validation, the quantity used to terminate the optimization algorithm
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Figure 5.14: Relative cross-validated variable importance based on Garson’s algorithm for
2 optimal single layer NN models.
Model 1: 1-year time intervals, 7 hidden nodes, λ = 0, class weight = 1, dropout rate = 0
and learning rate = 0.01.
Model 2: 3-month time intervals, 10 hidden nodes, λ = 0, class weight = 1, dropout rate =
0.1 and learning rate = 0.1.
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was binary cross-entropy evaluated on the validation fold. The sets of tuning parameters
corresponding to the best NN models of the first experiment were used to train neural
networks on the entire training data. The external validation set could be used to incor-
porate early stopping in these models. However, the neural networks fitted to the entire
training data were trained for a fixed number of epochs (7) to ensure that the resulting
model estimates did not depend on the external validation set.

The sets of tuning parameters evaluated in the second experiment might still not be
optimal. For example, the effect of dropout rate and learning rate has not been studied
for the NN models with 1-year time intervals. The best NN model with 3-month time
intervals has 10 number of hidden nodes, which is the maximum number of hidden nodes
evaluated, e.g. the optimal value of hidden nodes is at the border of the parameter space.
Potentially, a larger number of hidden nodes would improve prediction in terms of IBS.
Also, the different set of tuning parameters has not been studied in NN models with 2
hidden layers.

In the first experiment, class imbalance in the output variable was thought to be a
potential cause of the lack of discrimination of the NN models. However, the second
experiment indicated this was not the case. A possible explanation for this is as follows:
if a NN is used for classification, interest is in predicting either 0 or 1. In such cases, class
imbalance in the output variable might be problematic. However, in Survival Analysis,
interest is in predicting hazards and survival curves for patients with certain characteristics
and therefore in the rate of 0’s and 1’s, e.g. survival and death, at a specific time point for
specific patients. Methods trying to cope with the class imbalance problem, like specifying
minor class weight in keras, disturb the ratio between death and survival, which might
make estimating a correct hazard in a certain time interval impossible. This might explain
why NN models with minor class weights of 12 or 47 had very large IBS estimates.

Learning curves, like those described in Section 5.2.2, were studied for NN models in
the second experiment as well. They are not shown as they showed similar patterns as seen
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in the NN models in the first experiment. Although the learning curves provide insight
into the optimization process while fitting a NN model, they do not seem that informative
on how predictive a NN model will be in terms of survival.
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5.3 Random Survival Forest

The random survival forest (RSF) approach by Ishwaran et al. was applied to the soft
tissue sarcoma cohort. To identify the optimal set of tuning parameters, performance was
assessed for RSF models fitted with different combinations of tuning parameters. The
following parameters, described in Section 2.5.4, need to be set when applying the rfsrc

function: number of trees of the forest (ntree), bootstrap strategy used, splitting rule, size
of the subset of randomly selected variables considered for each split (mtry), number of
split points considered per variable per split (nsplit), minimal number of unique events in
a terminal node (nodesize) and maximum depth for each tree (nodedepth). A bootstrap
sample was drawn for each tree by sampling with replacement and the log-rank splitting
rule was used. For mtry, nsplit and nodesize the following subsets were considered
respectively: {1, 2, ...7, 8}, {3, 4, ...7, 8} and {5, 10, ..., 55, 60}. All possible combinations of
mtry, nsplit and nodesize values, 576 in total, were studied. The nodedepth parameter
was unconstrained. To identify the minimum number of trees required to reach minimum
prediction error, RSF models were fitted with different values of ntree using a random
selection of the mtry, nsplit and nodesize values considered. Out-of-bag (OOB) error,
see Eq. (3.6), was stored for each model and plotted against ntree (Figure 5.15). This was
repeated 3 times for different subsets of mtry, nsplit and nodesize. All combinations
of mtry, nsplit and nodesize showed saturation of the OOB error around 200 trees. To
ensure saturation, 400 trees were used in subsequent analyses.

Figure 5.15: OOB error for different number of trees.
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To find the optimal combination of mtry, nsplit and nodesize values, different strate-
gies can be followed. Like in the neural network analyses, 5-fold cross-validation can be
performed. Performance measures, C-index and Integrated Brier score (IBS), can be es-
timated for the fold which is left out in the fitting process. On the other hand, the RSF
algorithm enables the use of OOB samples to find estimates of prediction error. Cumu-
lative hazard functions can be estimated for each subject in the training data using only
the trees of the fitted forest for which the subject is an OOB sample. These cumulative
hazard estimates can be used to estimate mortality scores, which are used to estimate the
C-index (see Eq. (3.5)). The OOB error (err∗∗), which is based on the C-index, is given
by

err∗∗ = 1− C∗∗.
The best set of mtry, nsplit and nodesize values is the set with the lowest OOB error.
An advantage of this procedure is that it saves computation time as these OOB error
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Figure 5.16: Cross-validated (CV) C-index for a grid of tuning parameters.
Color is based on 1− CV C-index values.

estimates are automatically computed by the RSF software. Both strategies were applied
to the training part of the soft tissue sarcoma data.

5.3.1 Tuning process

For each of the 576 combinations of tuning parameters, the following performance measure
estimates were obtained: “CV C-index” is the average C-index over the 5 folds, “CV IBS”
is the average IBS and “OOB error” is the OOB error defined by Eq. (3.6) returned
by the rfsrc-function applied to all training data. The resulting performance measure
estimates are visualized in 3D-plots (Figures 5.16, 5.17 and 5.18). Figure 5.16 shows
cross-validated C-index values for all RSF models fit using all 576 combinations of the
mtry, nsplit and nodesize parameters. The higher the cross-validated C-index, the
lower 1− C-index, indicated by light orange and grey values, the better the performance
of the model. In terms of C-index, models using small nodesize values (5 or 10) in
combination with relatively high mtry values result in relatively bad performance. The
nsplit parameter does not seem to influence performance too much. Other combinations
of tuning parameters show similar performance, although models with low mtry values
seem to perform better in terms of cross-validated C-index. Models with mtry equal to
1 show near optimum performance, almost irrespective of nsplit and nodesize values.
Figure 5.17 illustrates the cross-validated IBS for the same set of tuning parameters. Lower
IBS values (represented by the grey color) indicate better performance. Models fit with
small nodesize values (5 or 10) and relatively large mtry values perform worse than other
models. In contrast with findings for the cross-validated C-index, the best performing
models are found in the corner with relatively high mtry and nodesize values. Models with
mtry values of 1 showed the best performance in terms of cross-validated C-index. These
models, however, perform relatively poor in terms of cross-validated IBS. The OOB error
estimates for all combinations of tuning parameters are displayed in Figure 5.18. Lower
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Figure 5.17: Cross-validated IBS for a grid of tuning parameters.
Color is based on IBS values.

Figure 5.18: OOB error for a grid of tuning parameters.
Color is based on OOB error values.
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Table 5.9: Best performing models in terms of C-index and Integrated Brier Score.
Bold values indicate which performance measure was used to find the optimal model.

Cross-validation OOB estimates
Optimal model found using C-index IBS OOB error

Tuning parameters
Nr. of trees 400 400 400

Splitting rule log-rank log-rank log-rank
Candidates per split 1 5 2
Split points per split 5 5 4

Node size 10 55 20
Performance measures

CV C-index 0.704 0.701 0.700
CV IBS 0.185 0.171 0.175

OOB error 0.296 0.295 0.292

OOB error estimates (grey) suggest better predictive performance. Combinations with
bigger mtry values and low nodesize’s, irrespective of nsplit, show poor performance
compared to other models. These sets of tuning parameters also showed relatively bad
performance in terms of cross-validated C-index and IBS. Models fit with other sets of
tuning parameters have similar performance. Compared to cross-validated IBS values,
good performance in terms of OOB error is not as concentrated in the large mtry and
large nodesize corner of the plot. The pattern for OOB error estimates greatly overlaps
with the one found for cross-validated C-index estimates, which was to be expected since
the OOB error is a very similar measure as the cross-validated C-index as it is defined as
1− C-index. Note that the C-index used to estimate OOB error is computed using OOB
samples instead of cross-validation folds. Near optimum combinations of mtry, nsplit
and nodesize seem to concentrate around mtry values of 2 and 3, whereas near optimum
combinations in terms of cross-validated C-index were located at mtry values of 1.

The models with best performance in terms of cross-validated C-index, IBS and OOB
error are summarized in Table 5.9. The sets of tuning parameters displayed were used in
both the cross-validation and the OOB error procedure. Performance measure estimates
for these two procedures are therefore available for all 3 optimal models. For all possible
combinations of mtry, nsplit and nodesize, the cross-validated C-index’s ranged between
0.679 and 0.704. The resulting cross-validated C-index for the tree combinations shown
differ by a small amount. The cross-validated IBS values range between 0.171 and 0.193.
The optimal models found using IBS and OOB error have quite similar cross-validated IBS
estimates, while the IBS estimate for the optimal model found using the cross-validated
C-index is quite far off optimum considering the range of IBS values observed. The OOB
error estimates in the OOB procedure range between 0.292 and 0.318. In terms of OOB
error, the three models displayed show quite similar performance.

5.3.2 Evaluation of final models

The 3 RSF models described in Table 5.9, which were identified as the best RSF models
according to 3 different measures, were fitted to the entire soft tissue sarcoma training
set. Estimates of survival probabilities based on these RSF models were obtained for 3
patients described in Table 5.2. The corresponding survival curves are shown in Figure
5.19. Based on the model with the highest cross-validated C-index, patient 1 seems to
have slightly lower predicted survival probabilities than patient 2, but approximately 125
months after surgery patient 1 has better predicted outcome than patient 2. This is also
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Figure 5.19: Estimated survival curves based on 3 RSF models for 3 hypothetical patients.
Survival is estimated according to 3 specific models identified as the best RSF models
according to 3 different measures: cross-validated C-index, cross-validated IBS and OOB
error. The 3 RSF models are described in Table 5.9.
Patient 1: 70 years old, MFH/UPS and NOS and deep tumor with grade 3, tumor size
[5cm, 10cm), free surgical margin and (neo)adjuvant radiotherapy.
Patient 2: no (neo)adjuvant radiotherapy, other characteristics equal to patient 1.
Patient 3: LPS tumor, intralesional margin, other characteristics equal to patient 1.
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true for the predicted survival curves for the best model according to OOB error. In
the best model according to IBS, patient 1 and 2 have similar predicted survival up to
75 months after surgery. Thereafter, patient 1 has a better predicted survival compared
to patient 2. The predicted survival probabilities of the third patient differ substantially
from the estimates for the first and second patient in all three models. When considering
one of the three patients, survival curves vary dependent on which optimal set of tuning
parameters is used.

Quantifying effect of risk factors

Importance of variables in the optimal RSF models was assessed with the minimal depth
and variable importance (VIMP) (see Section 2.5.3). To estimate VIMP for variable x, x
needs to be randomized, which can be done in multiple ways. To assess variable importance
in the training part of the soft-tissue sarcoma data, x was randomized by permuting the
values of x. The resulting estimates for VIMP and minimal depth in the training data for
all three optimal models are summarized in Table 5.10. Importance of variables relative
to other variables in the RSF models is indicated by ranks, which are put in brackets. All
variables included have a positive variable importance indicating they all have some level
of predictive ability. In the three models considered, variable importance suggests that
tumor size and age are the most important variables, whereas surgical margin is the least
important. In the best models identified by C-index and OOB error, grade is ranked as the
3rd most important variable and radiotherapy is ranked 7th. In the best model according
to IBS, histological subtype is ranked as the 3rd most important variable, yet its VIMP
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Table 5.10: Quantifying variable effects in three RSF models.
The number in brackets indicates the importance.

Variable importance (VIMP) Minimal depth
Measure C-index IBS OOB error C-index IBS OOB error

Age 0.032 (2) 0.067 (2) 0.054 (2) 2.163 (2) 0.698 (2) 1.395 (2)
Age2 0.008 (5) 0.010 (4) 0.013 (4) 2.240 (4) 2.650 (5) 2.393 (5)
Grade 0.017 (3) 0.009 (5) 0.014 (3) 2.255 (5) 2.623 (3.5) 1.863 (3)

Histological type 0.008 (6) 0.010 (3) 0.010 (5) 2.138 (1) 2.730 (6) 2.397 (6)
Tumor size 0.046 (1) 0.086 (1) 0.066 (1) 2.237 (3) 0.667 (1) 1.370 (1)

Tumor depth 0.014 (4) 0.006 (7) 0.010 (6) 2.340 (8) 4.275 (8) 2.125 (4)
Surgical margin 0.003 (8) 0.001 (8) 0.002 (8) 2.303 (7) 4.125 (7) 2.580 (7)

RT 0.005 (7) 0.007 (6) 0.007 (7) 2.288 (6) 2.623 (3.5) 2.665 (8)

estimate is close to VIMP estimates for the 4th up to the 7th variables. Standard errors
were obtained using the subsample function from the randomForestSRC package, which
were used to construct 95%-confidence intervals for VIMP estimates. Figure 5.20a - 5.20c
show confidence regions for VIMP for all 8 variables included for the 3 optimal models
considered. These plots show that tumor size and age are indeed the most important
variables in all models. Except for the confidence region for surgical margin in the best
models identified by IBS and OOB error (Figure 5.20b and 5.20c), regions for variables
other than tumor size and age overlap. Therefore, the importance of these variables must
be interpreted with caution.

Figure 5.20: Variable importance for RSF models with optimal set of tuning parameters.
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(a) Variable importance for the best model
according to the cross-validated C-index.
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(b) Variable importance for the best model
according to the cross-validated IBS.
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(c) Variable importance for the best model
according to the OOB error.
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(d) Minimal depth.

Minimal depth values for the best model according to C-index are similar for all vari-
ables in the model, which might be due to the mtry parameter, which equals 1 in this
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model. Due to mtry of 1, all variables have equal probability to be selected as the split-
ting variable at all nodes. Since the selection of splitting variables is totally random, one
would expect to find similar minimal depth for each variable. In models with mtry equal
to 1, selection of splitting variables is not based on predictive power of these variables. In
such cases, one might conclude that minimal depth does not provide any information on
variable importance. For the best models according to IBS and OOB error, mtry values
equal 5 and 2 respectively. In these models, minimal depth will provide information on
variable importance. For the best model according to IBS, 3 groups of minimal depth
estimates can be identified: minimal depth values around 0.6, indicating the most impor-
tant variables, values around 2.6 and values around 4.2. Based on minimal depth, the
two most important variables in the best model according to IBS are tumor size and age.
Tumor depth and surgical margin are the least important variables. These variables and
variables with minimal depth values around 2.6 are ranked differently compared to the
ranking based on VIMP. Compared to the minimal depth values of the best model accord-
ing to IBS, minimal depth estimates are close to each other in the best model according
to OOB error. This might (partially) be explained by the mtry value of 2. Tumor size and
age are qualified as most important based on minimal depth in the best model according
to OOB error. These results match findings for VIMP and other models, disregarding
minimal depth in the best model according to C-index.
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5.4 Comparison

In the previous sections a Cox model, neural network (NN) models and random forest
models (RSF) were applied to the training set of the soft-tissue data. After tuning, 2
optimal NN models and 3 optimal RSF models were selected. In this section, performance
of these models compared to the Cox PH model is studied. The models are trained on
the entire training set and evaluated on the external test data. The C-index, Brier score
and Integrated Brier score (IBS) are used to compare predictive performance. Predictive
accuracy is also studied using calibration plots at different time points. The models are also
compared based on estimated survival curves for 6 hypothetical patients. Quantifying the
effect of prognostic variables on survival and software implementation are also discussed.
The following models are evaluated:

• Cox PH model.

• Neural network model with 1 hidden layer and 1-year time intervals: 7 hidden nodes,
λ = 0, class weight of 1, dropout rate 0, learning rate 0.01 and momentum 0.9.
Referred to as NN model 1.

• Neural network model with 1 hidden layer and 3-month time intervals: 10 hidden
nodes, λ = 0, class weight of 1, dropout rate 0.1, learning rate 0.1 and momentum
0.9. Referred to as NN model 2.

• Random survival forest model with optimal cross-validated C-index: mtry = 1,
nsplit = 5 and nodesize = 10. Referred to as RSF model 1.

• Random survival forest model with optimal cross-validated IBS: mtry = 5, nsplit =
5 and nodesize = 55. Referred to as RSF model 2.

• Random survival forest model with optimal OOB error: mtry = 2, nsplit = 4 and
nodesize = 20. Referred to as RSF model 3.

Software implementation

To enable the use of neural networks for survival data, observed times had to be trans-
formed into predefined intervals. Each subject was replicated over all intervals in which
he/she was observed and the new outcome variable reflected whether a subject survived
a certain interval, or not. As discrete survival times contain less information than exact
survival times, information is lost in the PLANN approach compared to Cox PH and RSF
models. Discrete time intervals also affect estimation of survival probabilities. In the
PLANN approach, estimated survival probabilities are evaluated at the end of each prede-
fined time interval. In Cox PH and RSF models, survival probabilities can be assessed at
each time point. This needs to be considered, when evaluating performance using the Brier
score, as this measure is time-dependent. Furthermore, estimation of the Brier score for
interval-censored data is still not completely defined. The Brier score is assessed at time
points which lie in between subsequent intervals used in the PLANN approach models.

Complexity of fitting models and duration of the optimization process is another aspect
to consider. In the Cox PH model, non-linear, interaction and time-dependent effects need
to be predefined. For the PLANN approach and RSF models, tuning parameters need to
be optimized. For optimization, sensible subsets of tuning parameter values must be
specified. Additionally, the structure of the neural network, e.g. the number of layers,
must be specified in the PLANN approach. The survival and randomForestSRC packages
enable direct implementation of the Cox PH model and RSF models respectively. In
contrast, the keras-package ([33]), which was used to implement the NN models, is not
directly designed for survival data.
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Figure 5.21: Brier scores for 6 models described in Section 5.4.
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Table 5.11 shows C-index and IBS estimated for the 6 final models studied. The C-index
could not be evaluated for the NN models (see Section 3.1). In terms of C-index, RSF
model 1 and the Cox PH model had the best performance. IBS estimates imply that RSF
models 2 and 3 have better predictive performance than RSF model 1. NN model 2 is the
best model in terms of IBS. The predictive performance of the Cox PH model in terms of
IBS is similar to the performance of NN model 1 and RSF models 2 and 3.

Table 5.11: C-index and Integrated Brier score for all models, estimated using test data.

Cox PH model NN models RSF models
1 2 1 2 3

C-index 0.714 - - 0.715 0.705 0.709
IBS 0.179 0.181 0.174 0.186 0.177 0.177

IBS is a summary measure of Brier scores at different time points. Figure 5.21 shows
Brier scores plotted against time for all models evaluated. Brier scores are calculated based
on estimated survival probabilities at a certain time point. For RSF models, Brier scores
were evaluated at the unique event times in the training data, since the randomForestSRC

package returns survival probability estimates at these specific time points. For consis-
tency, Brier scores for the Cox PH model were evaluated at the unique event times as
well. Due to transformation of time into time intervals, survival probabilities for the NN
models were evaluated at time points in between 2 close time intervals. Thus, Brier scores
for the NN models were evaluated every 12 or 3 months since surgery. For all models, the
Brier score estimates are shown in Figure 5.21. In terms of Brier score, performance of all
models is similar in the first 2 years after surgery. After this period, the Cox PH model,
NN model 2 and RSF models 2 and 3 are the best models in terms of Brier score.
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Quantifying the effect of risk factors

The Cox PH model enables a straightforward interpretation of the effect of risk factors
on survival outcome. For each variable included in the model, a hazard ratio is obtained,
which can be interpreted as relative risk of dying in the next instant of time compared
to a reference patient. Furthermore, z-values derived from the Wald statistic can be used
to identify which variables are most important. Unlike the Cox PH model, the effect of
variables on survival is not predefined and is hard to retrieve from a fitted NN or RSF
model. Methods to extract importance of variables relative to other variables included in
the model have been developed for both methods.

In the Cox PH model, age and tumor size were the 2 most important variables. Section
5.2.3 describes variable importance for NN models 1 and 2 assessed by Garson’s algorithm
based on connection weights. NN model 1 assigned the largest connection weights to the
variables tumor size and age. Tumor size and time interval were the 2 most important
variables in NN model 2. In RSF models, variable importance was assessed using VIMP
and minimal depth (see Section 5.3.2). Based on VIMP, tumor size and age were the
most important variables in all 3 RSF models. In RSF model 2 and 3, minimal depth also
identified tumor size and age as most important. In RSF model 1, mtry, the number of
variables considered at each split, was equal to 1. In such RSF models, all variables will
have similar minimal depth values. Therefore, the minimal depth method in RSF models
with mtry = 1 is not preferable in the dataset used in this thesis to assess importance.

Survival curves for 6 hypothetical patients

Figure 5.22 shows estimated survival curves for 6 most frequent patient types described
in Table 5.12. For all patients, estimated survival probabilities differ between the models
considered. Although survival estimates differ between models, patient 1 and 2 have similar
survival. Also, patterns for the models studied are relatively similar for patients 3 and 4
and patients 5 and 6. Patient 3 has the best survival, while patient 5 has a poor predicted
survival. For each patient, estimated survival probabilities at the end of follow-up tend
to separate from each other. Yet, this is to be expected as these estimates are based on
smaller numbers of patients.

Survival curves obtained from the RSF models are only defined up to last observed
event time in the training data, which is around 190 months. A similar result is found for
the survival curve derived from the Cox PH model, which is constant after the last event
time point. The estimated survival curves from the RSF models 2 and 3 are similar to
the estimated survival curve obtained from the Cox PH model, especially for patient 2, 3
and 6. The estimated survival probabilities from RSF model 1 differ less between the 6
patients than the survival estimates in RSF models 2 and 3.

Based on RSF model 1, patient 3 has a better prognosis than patient 1. The survival
curve for patient 1 based on RSF model 1 is similar to the survival curve based on RSF
models 2 and 3. Yet, for patient 3, RSF models 2 and 3 predict even better prognosis
than RSF model 1. Likewise, comparing patients 1 and 2 to patients 5 and 6, the decline
in estimated survival probability is larger for RSF models 2 and 3 than for RSF model 1.

Survival probabilities of the NN models are estimated for each time interval. Since NN
model 2 was fitted to data transformed to 3-month time intervals, the estimated survival
curves for NN model 2 follows a more graduate curve than those for NN model 1. NN
model 2 shows bigger differences in survival between the 6 patients than NN model 1.
NN model 2 is similar to the Cox PH model and RSF model 2 and 3 in the first period
after surgery. In the first few month after surgery, NN model 1 seems to estimate higher
survival probabilities than the other models for patients 1, 2, 4, 5 and 6. However, this
result should be regarded with caution. The estimated survival probability is updated at
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Table 5.12: Patient characteristics of the 6 most frequent soft tissue sarcoma patients. All
patients have tumor grade III and free surgical margin.

id median age type size depth radiotherapy

1 58 LPS [10 cm, 40 cm] deep yes
2 64.5 MF [10 cm, 40 cm] deep yes
3 67 MFH/UPS and NOS [0 cm, 5 cm) superficial no
4 61 MFH/UPS and NOS [5 cm, 10 cm) deep yes
5 70 MFH/UPS and NOS [10 cm, 40 cm] deep no
6 63 MFH/UPS and NOS [10 cm, 40 cm] deep yes

the end of the interval. Another possibility is to plot the estimated survival probability
belonging to an interval against the midpoint of the time interval. The estimated survival
curves of NN model 2 might then be closer to the survival curves of the other models.

Calibration plots

Calibration measures how observed survival probabilities agree with predicted probabili-
ties. To assess calibration, it is common practice to form subgroups of patients with bad
and good prognosis and compare observed and predicted survival probabilities in each
subgroup. In well calibrated models predicted survival probabilities are close to the ob-
served, or true, survival probabilities for all subgroups. Calibration of the Cox PH, neural
network and random survival forest models was studied at 1, 3 and 5 years since surgery.
The models studied were used to estimate survival probabilities at these time points for
all individuals in the test data. Based on the predicted probabilities of survival, 10 equally
sized subgroups were formed. The mean predicted survival probability in each subgroup
was plotted against the observed survival probability, approximated by the Kaplan-Meier
estimate, in each subgroup. In the Cox PH model, the prognostic index, (3.2), has a one-
to-one relation with predicted survival probabilities and the order, or ranking, of subjects
from bad to good prognosis is constant over time. This implies that the prognostic index
can be used to form subgroups for the Cox PH model. Figures 5.23 - 5.25 display cali-
bration plots at 3 different time points for all final models studied. In each plot, the red
dashed line indicates the calibration curve for a perfectly calibrated model, in which the
mean predicted survival probabilities for each group coincide precisely with the observed
survival probabilities.

Figure 5.23 provides calibration plots for all final models for predicted survival prob-
abilities at 1 year after surgery. Most subgroup estimates, both observed and mean pre-
dicted survival, are larger than 0.5. For all models, the mean predicted survival estimates
is somewhat optimistic compared to the corresponding observed survival estimates. The
calibration curves are similar for all models. If subgroups are ranked based on survival,
ranks depend on whether mean predicted survival or observed survival is used. For exam-
ple, when predicted survival probabilities are based on the Cox PH model (Figure 5.23a),
the third subgroup has better predicted survival, but worse observed survival than second
subgroup. Also, the order in terms of survival for the last 3 subgroups differs if the mean
predicted or observed survival probability is used. Similar differences between observed
and mean predicted survival can be seen in the NN and RSF models. The range of mean
predicted survival probabilities for RSF model 1 (approximately 0.8-0.9) is smaller than
the range of mean predicted survival probabilities for the other models.

When calibration is evaluated 3 years after surgery, the models studied define more
substantially different subgroups in terms of mean predicted survival than at 1 year after
surgery (see Figure 5.24). RSF model 1 is poorly calibrated compared to the other models.
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Figure 5.22: Estimated survival curves for 6 hypothetical patients for 8 different models.
Patient characteristics are described in Table 5.12.
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(a) Patient 1.
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(b) Patient 2.
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(c) Patient 3.
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(d) Patient 4.
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(e) Patient 5.
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(f) Patient 6.
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Figure 5.23: Calibration plots for survival predictions at 1 year after surgery for external
test part of soft-tissue sarcoma data. The red dashed line represents the calibration curve
of a perfectly calibrated model.
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(a) Cox PH model.
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(b) NN model 1.
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(c) NN model 2.
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(d) RSF model 1.
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(e) RSF model 2.
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(f) RSF model 3.
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Figure 5.24: Calibration plots for survival predictions at 3 years after surgery for external
test part of soft-tissue sarcoma data. The red dashed line represents the calibration curve
of a perfectly calibrated model.
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(a) Cox PH model.
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(b) NN model 1.
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(d) RSF model 1.
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(e) RSF model 2.
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(f) RSF model 3.
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Figure 5.25: Calibration plots for survival predictions at 5 years after surgery for external
test part of soft-tissue sarcoma data. The red dashed line represents the calibration curve
of a perfectly calibrated model.
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(a) Cox PH model.
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(b) NN model 1.
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(d) RSF model 1.
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(f) RSF model 3.
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NN model 2 seems to be the best calibrated model at 3 years after surgery. In the Cox
PH and the RSF models, the order of subgroups based on the mean predicted survival
is different from the order based on the observed survival. For example, in the Cox PH
model, subgroup 5 has lower observed survival than subgroup 4. The same is true for
subgroup 9 compared to subgroup 8. The range of mean predicted survival estimates in
RSF model 1 is smaller than the one seen in the Cox PH model and RSF models 2 and 3.

Figure 5.25 gives the calibration plots evaluated at 5 years after surgery. Patterns are
similar to those observed in the calibration plots at 3 years after surgery. However, the
order of subgroups based on the mean predicted survival is now also different from the order
based on the observed survival in the NN models. In all models, differences in predicted
survival probabilities between the subgroups become larger with time. Compared to the
other models, RSF model 1 is poorly calibrated. The mean predicted survival of the
subgroup with the best prognosis in RSF model 1 shifts downwards with time: 1 year
after surgery, the mean predicted survival is around 0.95 and it decreases towards 0.80
at 5 years after surgery. In contrast, the mean predicted survival of the group with
the best prognosis in the other models decreases towards 0.90 after starting from 0.97
approximately. For these models, the mean predicted survival of the best prognosis group
is closer to the observed survival than for RSF model 1. A possible explanation might
be related to the value of mtry, the number of variables considered at each split, in RSF
model 1. In RSF model 1, mtry equals 1, which leads to random splitting at each node in
the decision tree. Random splitting could result in relatively mixed groups of subjects: the
2 daughter nodes contain patients with both good and bad prognosis, which would result
in a moderate cumulative hazard estimate. On the other hand, nsplit equals 5, so 5 ways
to split the data into daughter nodes using the randomly selected variable are considered.
Among these 5 splits, the split which yields the largest difference in hazard estimates for
the 2 daughter nodes is selected. This would result in daughter nodes containing less
mixed groups of subjects than the groups obtained when nsplit was 1 and ensures that
the terminal nodes of a decision tree have different cumulative hazard estimates. Yet, for
RSF models with mtry = 1, the differences between cumulative hazard estimates (and
subsequent survival estimates) in the terminal nodes are likely to be smaller than those
for RSF models with mtry > 1.

Conclusion

In this section, the Cox PH model was compared to optimally tuned NN and RSF models.
NN model 1 and RSF models 2 and 3 outperformed the Cox PH model based on IBS. On
the other hand, the Cox PH model outperformed RSF model 2 and 3 based on C-index.
In terms of calibration, the Cox PH model performed similar to the NN and RSF models.
RSF model 1 shows a good C-index compared to the Cox PH model, but was poorly
calibrated at all time points evaluated.
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Chapter 6

Discussion

Aim of this thesis was to fold: to investigate and to compare predictive ability of partial
logistic regression models with artificial neural networks (PLANN) and random survival
forest (RSF) models with a Cox proportional hazards (PH) model and to propose a sound
way to compare the 3 models used in this thesis to estimate survival for soft tissue sarcoma
patients. For the soft tissue sarcoma cohort, the optimally tuned RSF models had similar
predictive performance compared to the Cox model. The Cox model was outperformed by
one of the NN models in terms of Integrated Brier Score (IBS). Also, the NN models were
slightly better calibrated than the Cox PH model. Previous studies based on data with
a small number of predictors have found similar results [18], [20]. However, other studies
have shown that RSF and NN models can outperform a Cox PH model when applied to
a large dataset with large number of predictors [21]. DeepSurv models, another approach
to apply NNs to survival data, and RSF models have outperformed a Cox PH model in
terms of C-index for smaller datasets [15].

A comment often made is that comparing NN and RSF models to a simple (i.e. covari-
ates are included in the model as linear effects) Cox model is not fair, especially when the
proportional hazards assumption is violated. Non-linear, time-dependent and interactions
effects can be modelled in the Cox model. The use of splines, for example, enables more
flexible modelling. In this application, the simple Cox model performs similar to the more
complicated NN and RSF models. It would be of interest to see whether a more complex
Cox model would have better predictive performance than NN and RSF models.

The issues encountered in the tuning process of the NN models show that experience in
training neural networks is required to find a suitable combination of tuning parameters.
When implementing the PLANN approach, many aspects have to be considered: when
transforming the data, one must consider which time intervals are used, how to code
categorical variables and how to rescale numerical variables. Furthermore, one has to
choose the set of tuning parameters that need to be considered: number of hidden layers,
number of hidden nodes, regularization parameters and their values, such as dropout
rate and weight decay. Also, the loss function minimized and the optimizer used must
be specified. For example, Biganzoli et al. used the nnet package, in which the Boyden-
Fletcher-Goldfarb (BFGS) method is used to find optimal values of the connection weights
in the network [4], [30]. In this application the stochastic gradient descent optimizer
was used, while other optimizers can be specified in keras [33]. Although exploring the
differences between optimizers in relation to the PLANN approach was outside the scope
of this thesis, other optimizers than stochastic gradient descent might be more suitable for
the soft tissue data. All these choices require a substantial amount background information
in order to determine which choices are reasonable considering the data studied. In this
application, values for the weight decay parameter needed to be adjusted. Initially, values
between 0.01-0.1 were selected based on Bayesian considerations [4]. However, the resulting
NN models were underfitting: regularization led to neutralized connection weights, which
led to neutralized hazards. As a result the NN models were not able to discriminate
between different patients. Since previous studies ([1], [54], [58]) had shown much better
predictive performance on the soft tissue data, the tuning process of the NNs needed to
be reconsidered. Including weight decay value and dropout rate 0 resulted in NN models
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which were able to discriminate. Besides background knowledge on all aspects of the
PLANN approach and the keras algorithm, in depth exploration of the relation between
prognostic factors and survival in the dataset studied is advisable. A lot of time was spent
in tuning the NNs. Without a strong preknowledge coming from previous studies, the final
NN would have been completely different than the one presented as the final estimated
NN. A previous study ([18]) fitted a NN on EURAMOS sarcoma data randomized clinical
trial. In that case, the NN was able to make accurate predictions and discriminate well
between patients. Results were confirmed by a simulation study [19]. Results based on
the EURAMOS study suggested that also for the soft tissue data a proper NN able to
make reliable predictions should have been fitted.

To ease implementation of the PLANN approach, development of an R package which
automates data transformation and estimates hazard and survival curves from the keras

model output would be feasible. Furthermore, guidelines describing the aspects of imple-
menting the PLANN approach would be helpful for researchers less experienced in the
field of NN.

Using an appropriate measure of performance is important, especially for the ML
methods as the tuning process depends on measure of predictive performance used. In the
tuning process, C-index and Integrated Brier score (IBS) estimates were relatively close for
different combinations of tuning parameters. Choosing a different measure or specifying
the performance measure differently is likely to result in a different set of optimal tuning
parameter values. The set of tuning parameters used in the final NN and RSF models
are therefore somewhat arbitrary. In contrast to NN and RSF models, the structure of a
simple Cox PH model does not depend on the performance measure used. However, this
might not be true if more complex Cox models require some form of model selection based
on performance measures.

In this application, IBS was used to assess performance of neural networks. However,
Brier scores (BSs) and consequently IBS are not clearly defined for interval censored
data. For right-censored data, the BS can be estimated using inverse probability censoring
weighting (IPCW). To enable the use of the BS as defined for right-censored data, some
adjustments were made: BSs were evaluated at times equal to the boundaries of the
time intervals considered in the neural network. To compute an estimate of the censoring
distribution, right boundaries of the last time interval in which an individual was observed,
were used as a continuous censoring time or event time. Nevertheless, it is unclear to what
extend this approximation is appropriate. Furthermore, IBS was estimated by taking the
sum of Brier scores over all time intervals divided by a proper weight. In the NN models
two sets of time intervals were considered. So, a different number of estimates of BS are
used to calculate IBS. The values of BS and IBS were compared to those obtained from
the Cox PH and RSF models, which were estimated using the continuous survival times
as observed in the data. It can be discussed whether this is a proper way to compare the
different methods.

In the RSF approach, computation of the C-index is based on out-of-bag mortality
scores, which are based on the estimated cumulative hazard functions (Eq. 2.74). C-index
compares observed and predicted survival times for all possible pairs in the data. For all
pairs (i, j), it is counted whether the predicted survival time for patient i compared to
patient j is concordant with the observed survival time [16]. In the RSF algorithm, esti-
mated mortality scores are compared instead of predicted survival times. It is questionable
to whether the C-index is correctly estimated using these scores.

Figure 5.19 shows that survival curves based on RSF models can cross: estimated
survival curves for patient 1 and 2 of the RSF model tuned using C-index cross at approx-
imately 80 months after surgery. Before 80 months, patient 2 has better predicted survival
and after 80 months, prognosis is better for patient 2. The mortality score is a summary
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measure of the cumulative hazard function over time. If mortality scores are evaluated for
a period less than 80 months after surgery, patient 2 will have lower mortality than pa-
tient 1. On the contrary, if mortality is evaluated for a period longer than 80 months after
surgery, mortality might be higher for patient 2. If the observed survival time for patient
1 is larger than for patient 2, patient pair 1 and 2 is concordant if mortality is evaluated
for a period longer than 80 months after surgery. However, if mortality is evaluated for a
period less than 80 months after surgery, patient pair 1 and 2 is not concordant. So, in
case of crossing survival curves, the resulting C-index depends on the times over which is
summed. Therefore, it is questionable whether the use of mortality scores results in a valid
C-index which can be compared to the C-index for the Cox PH model. Other measures of
concordance, like the dynamic concordance index, which can vary over time, are available
and might be more suitable [55]. Evaluating concordance at specific time points would be
of interest as such measures may also be applied to the NN models.

In the Cox PH model, effects of variables on survival and effect size are clearly defined.
For ML methods, variable effects are not as explicit, but variable importance can be
assessed. In the RSF models, variable importance was assessed by evaluating the change
in prediction error after randomizing the variable of interest. Randomization can be done
by permutation or by using random node assignment. Ishwaran et al. claim that random
node assignment is more effective than permutation [46]. However, this is not explicitly
proved in studies referred to. Furthermore, prediction error can be evaluated by tree or one
can evaluate prediction error of the forest estimates. In the soft tissue data, 4 combinations
of randomization and type of prediction error were studied. Results were rather similar
in determining the most important variables. However, forest prediction error identified
unimportant variables, whereas tree prediction error identified all included variables as
important. The final conclusion concerning variable importance differs depending on what
method is used to assess variable importance. In the NN models, Garson’s algorithm was
used to evaluate variable importance. Other methods, like the connection weight approach,
may give different results.

A final remark on this application concerns the soft tissue data itself. Looking at the
categorical variables, one finds that some combinations of factor levels do not occur or
only occur once in the training data. For such combinations of patient characteristics,
survival probability estimates obtained from all models considered must be carefully used
and interpreted.

Both machine learning and traditional statistical models can be used to achieve the
same goal: prediction of survival probabilities. However, the methods differ in how this
goal is achieved. This thesis ends with the following quote from Frank Harell (https:
//www.fharrell.com/post/stat-ml/):

“...The two fields may also be defined by how their practitioners spend their
time. Someone engaged in ML will mainly spend her time choosing algorithms,
writing code, specifying tuning parameters, waiting for the algorithm to run on
a computer or cluster, and analyzing the accuracy of the resulting predictions.
Someone engaged mainly in SMs will tend to spend time choosing a statistical
model family, specifying the model, checking goodness of fit, analyzing accuracy
of predictions, and interpreting estimated effects.” (F. Harell)
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Appendix A

Random survival forest

A.1 Log-rank score splitting rule

The log-rank score splitting rule is illustrated with a small example. The data considered

Table A.1: Example survival data.

i id Ti δi γi(Z) x1 x2

1 1 10 1 4 1 4
2 2 2 0 2 2 2
3 3 1 1 1 3 1
4 4 18 1 5 4 5
5 5 9 0 3 5 3

in shown in Table A.1. The log-rank score splitting rule is given in Section 2.5.2. The
log-rank score (2.60) is computed for each individual. For id = 1:

a1 = 1−
4∑
j=1

δj
5− γj(T ) + 1

= 1−
( 1

5− 4 + 1
+

0

5− 2 + 1
+

1

5− 1 + 1

)
= 1−

(1

2
+

1

5

)
= 1− 7

10
=

3

10

For id = 2:

a2 = 1−
2∑
j=1

δj
5− γj(T ) + 1

= 1−
( 1

5− 4 + 1
+

0

5− 2 + 1

)
= 1− 1

2
=

1

2

For id = 3:

a3 = 1−
1∑
j=1

δj
5− γj(T ) + 1

= 1−
( 1

5− 4 + 1

)
= 1− 1

2
=

1

2
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For id = 4:

a4 = 1−
5∑
j=1

δj
5− γj(T ) + 1

= 1−
( 1

5− 4 + 1
+

0

5− 2 + 1
+

1

5− 1 + 1
+

1

5− 5 + 1

)
= 1−

(1

2
+

1

5
+ 1
)

= 1− 17

10
= − 7

10

For id = 5:

a5 = 1−
3∑
j=1

δj
5− γj(T ) + 1

= 1−
( 1

5− 4 + 1
+

0

5− 2 + 1
+

1

5− 1 + 1

)
= 1−

(1

2
+

1

5

)
= 1− 7

10
=

3

10

The log-rank score statistic is given in (2.63). Let the data be split into 2 groups based
on variable x1 and splitting point c = 3. In that case, the sum of log-rank scores Tc is∑

x1≤3

a =
3

10
+

1

2
+

1

2
= 1

3

10
= 1.3.

The expected sum of scores under the null hypothesis E
[
Tc|x

]
is

3×
∑5

i=1 ai
5

= 3× 9/10

5
=

27

50
= 0.54.

A.2 Conservation of events principle

The conservation of events principle is illustrated with a small example. In Table A.1,
survival data of 5 example patients in terminal node h are shown.

Table A.2: 5 subjects in terminal node h.

id Ti δi
1 10 1
2 2 0
3 1 1
4 18 1
5 9 0

The conservation of events principle for terminal node h ∈ T states

n(h)∑
i=1

Ĥh(Ti,h) =

n(h)∑
i=1

δi,h, (A.1)

where n(h) represents the number of patients in terminal node h. The CHF estimate
Ĥh(t) (2.66) is given as

Ĥh(t) =
∑
tl,h≤t

dl,h
Yl,h

. (A.2)
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Let t1,h < ... < tn(h),h be the unique observed times in terminal node h. Define dl,h the
number of events at each event time and Yl,h the number at risk at each event time. These

three identities are summarized in Table A.3. Then,
∑n(h)

i=1 Ĥh(Ti,h), yields

n(h)∑
i=1

Ĥh(Ti,h) = Ĥh(10) + Ĥh(2) + Ĥh(1) + Ĥh(18) + Ĥh(9)

=
7

10
+

1

5
+

1

5
+ 1

7

10
+

1

5
=

30

10
= 3,

(A.3)

which is equal to the total number of events in terminal node h,
∑n

i=1 δi.

Table A.3: Event times t1,h, the number of events at each event time dl,h and the number
at risk Yl,h at each event time for the 5 patients in terminal node h. Patients are described
in Table A.2.

tl,h t1,h = 1 t2,h = 10 t3,h = 18

dl,h 1 1 1
Yl,h 5 2 1

Ĥh(t) 1
5

1
5 + 1

2 = 7
10

1
5 + 1

2 + 1 = 1 7
10
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Appendix B

Neural networks

B.1 Learning curves

Figure B.1: Learning curves for 6 NNs with 1-year time intervals and 2 hidden layers: loss
on training folds (red) and validation fold (blue) over different epochs.
All 6 NNs have dropout rate = 0.2, learning rate = 0.01 and momentum = 0.9.
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Figure B.2: Learning curves for 6 NNs with 3-month time intervals and 2 hidden layers:
loss on training folds (red) and validation fold (blue) over different epochs.
All 6 NNs have dropout rate = 0.2, learning rate = 0.01 and momentum = 0.9.
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