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Abstract

We present a quadratic difference penalty on logistic regression as a solution for the
high dimensional data problem and spatial correlation in the classification of genetic
copy number data. The quadratic difference penalty is the L2 norm of the first order
difference penalty matrix times the coefficient vector, and thereby shrinks adjacent
regression coefficients to each other. We propose an L2 fused lasso, a logistic lasso
with an extra quadratic difference penalty; and a smoothed logistic regression, a
logistic regression with only a quadratic difference penalty. We construct algorithms
for both penalized regressions. We explain the connection between our smoothed
logistic regression and ridge regression. We demonstrate the challenges in fitting
a lasso, and adapt the gradient ascent. The L2 fused lasso and smoothed logistic
regression are applied on genetic copy number data to classify the grade of bladder
tumors.
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1. Introduction

Genetic information is highly important in cancer research. The genome in cancer
cells is mutated; cancer cells often contain an increased or decreased number of
copies of a DNA segment (Stratton et al., 2009). A decreased number of copies may
result in the complete absence of a DNA sequence from the genome. Copy numbers
are altered at genomic regions across a wide range of cancer types (Beroukhim et al.,
2010). Copy number data consists of the number of copies of small DNA sequences
in a sample, and therefore contains information about possible alterations.

Copy number data is important in the understanding of the biology of cancer. Di-
agnosis and treatment of cancer can also be directly improved by copy number data
analysis. Stuart & Sellers (2009) stress the importance of linking genetic alterations
to therapy in cancers. Important findings from copy number data are i.a. that high
gene copy numbers per cell show a trend towards poor prognosis in non–small-cell
lung carcinomas (Hirsch et al., 2003), and that a specific copy number profile can
be used to predict benefit from therapy in breast cancer (Vollebergh et al., 2011).
Consequently, there is an important role in copy number data analysis to make
valuable differentiations in cancers, e.g. separate patients with cancer in two groups
that either will or will not respond to a specific therapy on basis of the copy number
data of their tumor’s cells. Furthermore, copy number data can be used to identify
key genes in cancers (Beroukhim et al., 2010; Kan et al., 2010). And in the recent
discussion about overdiagnosis in cancer due to extensive screening, it is important
to distinguish between abnormal tissue which will lay dormant and tissue which will
evolve into evasive cancer (Brewster et al., 2011; Fletcher & Fletcher, 2005).

Therefore, it is clinically relevant to develop classifiers that can distinguish between
different genetic cancer groups, e.g. groups with a different prognosis, on the basis
of copy number data.

In the next section, we will explore the nature of whole–genome copy number data,
and how it is retrieved from microarrays. Then we will explain the challenges that
arise when working with classifiers that use copy number data, which make tradi-
tional statistical techniques fail. Thereafter, we will explain why regularizing logistic
regression by a difference penalty solves these problems. We will explain why we
chose a quadratic difference penalty. Finally, we will propose two models which
incorporate a quadratic difference penalty: 1) smoothed logistic regression, and 2)
the L2 fused lasso.
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Chapter 1 Introduction

Aim of this thesis is to explore a lasso and a logistic regression with a quadratic
difference penalty, i.e. the L2 fused lasso and smoothed logistic regression, both in
its model design and its practical implementation on copy number data.

Copy Number Data from Microarrays.

As mentioned before, copy number data consists of the number of copies of small
DNA sequences in a sample. Copy number data is usually measured via comparative
genomic hybridization (CGH). Microarrays are used to retrieve whole–genome copy
number data via array CGH (Pinkel et al., 1998; Pollack et al., 1999).

A microarray is a small chip with a large number of ordered DNA probes on it.
DNA probes are a known sequence of nucleotide bases, and are often 25–50 bases
long. For array CGH, a DNA sample of interest is fragmented into small segments
and denatured, which means it is single–stranded. The microarray is washed with
a solution of this DNA sample. The sample DNA connects with a complimentary
DNA probe by base pairing: hybridization. Before or after hybridization, the DNA
is labeled, e.g. with fluorophore. The more DNA segments connect to probes at a
spot, the stronger the e.g. fluorescent signal from their labels is at that location.
The signal intensity can be measured relative to an own differently labeled sample,
or relative to a general reference genome. The signal intensity tells us how many
copies of a probed DNA segment there are in our sample (Dziuda, 2010; Theisen,
2008).

The signal ratios from the microarray correspond to losses and gains of the probed
DNA segments. A DNA segment with a normal amount of copies (2) has a ratio of
1, the gain of one copy is a ratio of 3

2 , the gain of two copies is a ratio of 4
2 , and so

on. In line with that is the loss of a copy a ratio of 1
2 , and the complete loss of a

chromosome fragment gives a ratio of 0. Copy number data usually consists of the
base-2 logarithm of the ratio per probed DNA segment, so that a a normal amount
of copies corresponds to a log2 ratio of 0, and the gain of a probed DNA segments is
a log2 ratio of log2(3

2) ≈ .58. In the analysis of tumors, the log2 intensity ratios often
shrink towards zero, mainly because tumor biopsies generally consist of a mixture
of normal and cancer cells (Hupé et al., 2004).

An example of copy number data of the genome of a tumor cell can be seen in
Fig. 1.1. The log2 ratios for 2161 probed DNA segments from 22 chromosomes is
plotted. As is usual in cancer cells, there are losses and gains of parts of the genome.
For example, there is evidence that one copy of chromosome 4 is lost entirely in part
of the sample.

Hereafter, we will for simplicity refer to probed DNA segments as genes.
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Figure 1.1.: Example of a copy number profile from one bladder cancer tumor
with grade 3. Gains and losses of 2161 probed DNA segments are represented by
deviations of the log2 ratio from zero.

Statistical Challenges

In the construction of a classification method for copy number data, there are two
caveats. Firstly, copy number data is usually high dimensional data: thousands to
tens of thousands measured genes per sample are not infrequent. Secondly, copy
number data often has spatial correlation. Particularly important in the analysis
of the DNA from cancer cells is that the copy number alterations in cancer cells
often involve regions, as large as gains and losses of chromosome arms and entire
chromosomes (Stratton et al., 2009; Beroukhim et al., 2010). This phenomenon can
also be seen in Fig. 1.1. When regional copy number alterations are present, the
copy number data will have spatial correlation.
How do we implement a method that can classify high dimensional copy number
data with spatial correlation?
We need a method that:

• can classify;
• can be used on high dimensional data;
• can take spatial correlation into account.

Classification. A conventional method to classify samples in two distinct categories
on basis of other information is logistic regression. In our case, logistic regression
could be used to split the copy number profiles into two groups. Examples of the
kind of groups have been previously mentioned, as groups that have a different
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Chapter 1 Introduction

prognosis, benefit from a different treatment, tumors that progress to a lethal state,
etc. In logistic regression, the probabilities of group membership are modeled. Lo-
gistic regression as a basic model permits additions and modifications to fit more
complicated models.
High Dimensional Data. As regression coefficients can not be estimated when there
are more variables measured than there are samples, in this case more genes mea-
sured than there are patients, a logistic regression can not be fitted on high dimen-
sional data. This problem can be solved by a modification to the ordinary logistic
regression, for example by penalized regression. Penalized regression shrinks the re-
gression coefficients towards zero by putting a constraint on their size, thereby trad-
ing variance for bias. This constraint is most frequently an absolute value penalty,
which constrains the L1 norm of the regression coefficients as in lasso regression
(Tibshirani, 1996), or a quadratic penalty, which constrains the L2 norm of the re-
gression coefficients as in ridge regression (Hoerl & Kennard, 1970). A combination
of both, where both an L1 and an L2 penalty are imposed, is known as the elastic
net (Zou & Hastie, 2005).
Spatial Correlation. Instead of, or in addition to, a penalty to solve the high di-
mensional data problem, a penalty that takes spatial correlation into account can
be imposed on a regression. This is a so called difference, or fused penalty. The dif-
ference penalty minimizes the differences between adjacent regression coefficients,
in our case the regression coefficients corresponding to neighboring genes. Most
common are the absolute value difference penalty, that shrinks neighboring coeffi-
cients to exactly the same size; or the quadratic difference penalty, which shrinks
the coefficients to one another in a curvature pattern. Both types of minimizing the
differences between adjacent regression coefficients are known as smoothing, since
they result in smooth coefficient patterns.

Popular Solution: L1 Fused Lasso

In summary, to classify cancer matters by copy number data, a logistic regression
model with a difference penalty can be used. A popular choice in copy number
analysis is the lasso with an additional absolute value difference penalty: the fused
lasso (Tibshirani et al., 2005). To avoid confusion about the type of difference
penalty that is applied, we will from here on refer to the lasso with an absolute
value difference penalty as the L1 fused lasso. The L1 fused lasso has recently been
implemented for regression into the R package genlasso (Tibshirani & Taylor, 2011)
and for i.a. logistic regression into the R package penalized (Chatuverdi et al., 2013;
Goeman, 2010).
The L1 fused lasso as a classifier for copy number data matches not only with the
regional copy number alterations, but also with the tendency that the neighboring
genes often hold the exact same number of copies, when for example a whole chro-
mosome arm is deleted. The sparsity in coefficients generated by the lasso penalty,
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Introduction

and the sparsity in coefficient change by the absolute value difference penalty is
expected to fit copy number profiles.

Our Solution: Quadratic Difference Penalty

In contrast to the absolute value difference penalty from the L1 fused lasso, a differ-
ence penalty of a quadratic nature could also be imposed on a lasso: the L2 fused
lasso. The addition of a quadratic penalty to a lasso to incorporate the spatial
structure of genetic data is most known for the implementation of prior biological
knowledge on individual genes and gene functional groups (Li & Li, 2008; Slawski
et al., 2010; Sun & Wang, 2012).
Using an L2 fused lasso in copy number data analysis is not a conventional procedure.
However, its wavy coefficient pattern and easier divergence from neighboring values
could be advantageous in predicting clinically relevant outcomes, we expect that
these characteristics make the L2 fused lasso successful in selecting key genes and
regions that are influential in the cancer process. We therefore chose to impose a
quadratic difference penalty on logistic regression when classifying cancer matters
by copy number data.
To explore the logistic regression with a quadratic difference penalty in greater
depth, we not only applied the quadratic difference penalty to a logistic lasso but
also to an ordinary logistic regression. We chose to explore the following L2–type
fused methods:

• Smoothed Logistic Regression, a logistic regression with only an L2–type dif-
ference penalty. The smoothing as a penalized regression method has both the
sparsity and simplicity of a one penalty problem, and the practical advantage
of the inclusion of adjacent gene difference. It is a basic fused model with fast
optimization properties.

• L2 fused lasso, or structured elastic net (Li & Li, 2008; Slawski et al., 2010),
which we applied as a logistic lasso with an additional L2–type difference
penalty. This method extends the most popular penalization method lasso
with an L2 fused penalty.

Structure of this Thesis

As the aim of this thesis is to explore a lasso and a logistic regression with a quadratic
difference penalty, i.e. the L2 fused lasso and smoothed logistic regression, both in
its model design and as a practical classifier on copy number data, the following
topics are discussed:
Model Design. Two of the chapters in this thesis are dedicated to model design,
chapter 2 the smoothed logistic regression, and chapter 3 to the L2 fused lasso. The
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Chapter 1 Introduction

main focus in both chapters is the construction of algorithms that can fit our logistic
regressions with a quadratic difference penalty, while also exploring the underlying
theory of these models.
Data Analysis. To test the capacities of the L2 fused lasso and smoothed logistic
regression as a practical classifier, we applied both methods on a copy number data
classification problem. As an interest is the comparison of our methods to the L1
fused lasso, we followed Chatuverdi et al. (2013) in classifying the grade of bladder
tumors by copy number data from the tumor cells. The tumor grade is a measure
of the aggressiveness of the cancer, and is usually classified by visual criteria. A
microscopic image of bladder tumor samples can be seen in Fig. 1.2. We repeated
the grade classification with an L2 fused lasso and a smoothed logistic regression
and, for completeness, with the basic penalized regression methods ridge and lasso
(chapter 4).
Discussion. This thesis is concluded with a discussion about the proposed lasso
and logistic regression with a quadratic difference penalty, its applications on the
bladder cancer dataset, and directions for future research.

(a) Grade 1 (b) Grade 3

Figure 1.2.: Transitional cell tumor preparations, with a lower (left) and higher
(right) grade. Transitional cell tumors typically occur in the urinary system, in-
cluding the bladder. Reprinted from Histological typing of urinary bladder tumors,
by F. K. Mostofi, L. H. Sobin and H. Torloni, 1973, Geneva: World Health Orga-
nization.
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2. Model Design: Smoothed Logistic
Regression

This chapter explores the model design of the logistic regression with a quadratic
difference penalty, smoothed logistic regression. The main focus while going through
this model design is the construction of an algorithm to fit a smoothed logistic
regression.

In this chapter, we will first outline the connection between smoothing via splines
and penalized regression. Then, in pursuit of an efficient smoothed logistic regression
algorithm, the form of a logistic regression is shown and the principle of maximum
likelihood estimation to obtain regression coefficients is presented. The penaliza-
tion of regression coefficients by a quadratic penalty is explained by ridge logistic
regression, as well as an effective optimization by the Newton–Raphson method.
The Newton–Raphson optimization is extended to maximum likelihood estimation
in smoothed logistic regression. A failed attempt to speed up the smoothed logistic
regression optimization is presented.

Then a successful attempt at an efficient smoothed logistic regression algorithm
is described. The connection between smoothed regression and ridge regression is
exploited; as a ridge algorithm is used as a smoothed logistic regression algorithm
by algebraically rewriting the input and output submitted to an ordinary ridge
algorithm. To extend the possibilities of quadratic penalized regressions, a small
intermezzo about ridge regression with a quadratic difference penalty is presented.
This chapter is concluded with a short summary.

2.1. The Basis of Smoothed Regression

To capture the underlying trend in data better than a regression model, a smooth
curve can be fitted to the data, notably via splines. Regression splines are an
extension of regression, but with a different basis. The basis of a straight line
univariate regression, yi = β0 + β1xi + ε, are the functions 1 and x. The n × 2
dimensional data matrix X that is used in the straight line univariate regression is
of the form

X = [1 | (x1, ..., xn)T],
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Chapter 2 Model Design: Smoothed Logistic Regression

where n is the number of data points and 1 is a vector of length n of all 1’s. This
basis of the functions 1 and x can be adapted to improve the data fit, e.g. improve
the local fit by constructing a regression line with a different slope per segment. The
curve from a segmental spline can be (further) smoothed by a roughness penalty that
constrains the influence of the knots at which the line segments connect. Popular
choices for the roughness penalty of these penalized splines are a penalty based on
the second derivative or a discrete difference penalty. More on penalized splines can
be found in Ruppert et al. (2003).
Land & Friedman (1996) proposed fusion regression methods. Essentially, these
fusion regression methods are penalized splines on a zero–order truncated power
basis constructed in a way it corresponds to the first differences between regression
coefficients of adjacent entries (in our case, of neighboring genes). How this basis is
constructed will become clear in sec. 2.3. Land & Friedman (1996) note that their
first–order variable fusion, a regression with a constraint on the L1 norm of the
first differences between adjacent regression coefficients, is a lasso on these same
variables. Corresponding to that, our smoothed regression is ridge regression on
these variables. Sec. 2.3 will demonstrate this.
When the basis is adapted, smoothed regression can be fitted as ridge regression.
When the ordinary regression basis is used however, the first differences should be
incorporated in the form of the penalty. The first difference penalty we use for
smoothed regression is most well known from Eilers & Marx (1996) who add differ-
ence penalties to a regression on a B–spline basis. The form of the first difference
penalty is shown in sec. 2.2.

2.2. Fitting with a Quadratic Difference Penalty

Now that the relationship between ridge regression and smoothed regression is for-
mulated, it is illustrative to look at the form and fit of both methods. Since the
focus of this thesis is logistic regression, we will start with ordinary logistic regres-
sion and expand to ridge and smoothed logistic regression. Finally, an algorithm to
fit smoothed logistic regression on an ordinary regression basis is presented, and a
failed trick to speed up this algorithm.

2.2.1. Logistic Regression

Logistic regression is a method to model a binary outcome variable. The logis-
tic transformation of the vector of probability estimates p is modeled by a linear
function of the n× p predictor matrix X as

log p
1− p

= XTβ,
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2.2 Fitting with a Quadratic Difference Penalty

where n is the number of samples, p is the number of predictors, and β = (β1, β2, ...βp)T

is the vector of regression coefficients. Solving for p gives

p = exp(XTβ)
{1 + exp(XTβ)} .

Logistic regression models are usually fitted by maximum likelihood estimation,
where given the data the set of coefficients β is found for which the probability of
the observed data is greatest. The function to maximize is the log likelihood:

`(β) = yT log p + (1− y)T log(1− p),

where y is the binary output vector. Maximizing the log likelihood of logistic regres-
sion yields the maximum likelihood estimates β̂ of the logistic regression coefficients
β.

2.2.2. Ridge Logistic Regression

Hoerl & Kennard (1970) proposed the quadratic regularization method ridge re-
gression, and le Cessie & van Houwelingen (1992) applied logistic ridge regression
on a biomedical problem. Ridge regression shrinks the regression coefficients, by
constraining the sums of squares of the coefficients. The ridge log likelihood is thus
defined as

`ridge(β) = `(β)− 1
2λ

p∑
i=1

(βi)2,

where `(β) is the unpenalized likelihood, and λ determines the size of the ridge
penalty. Despite the fact that the ridge log likelihood is not actually a likelihood,
there will be referred to the penalized likelihoods of the regressions presented in this
thesis as likelihoods. With coefficients β = (β1, ...βp)T, the ridge log likelihood can
be reformulated as

`ridge(β) = `(β)− 1
2λ ‖β‖

2
2 ,

where ||.||2 is the L2 norm. The ridge estimates β̂ridge of the regression coefficients
β follow from the constrained likelihood optimization:

β̂ridge = argmax `ridge(β). (2.1)

11



Chapter 2 Model Design: Smoothed Logistic Regression

The Newton–Raphson method. The Newton–Raphson method is the usual rou-
tine for maximum likelihood optimization. Newton–Raphson approximates the tar-
get function by a second order Taylor series, and optimizes that approximation.
A Newton–Raphson step is repeated until convergence at the optimum, resulting
in an iteratively reweighed least squares (IRLS) algorithm. Because of the second
order Taylor approximations, Newton–Raphson requires the target function to be
twice differentiable. The matrix of second derivatives is called the hessian. Also,
this hessian is required to be negative definite for maximum likelihood estimation
by the Newton–Raphson method. If the hessian is positive definite, the IRLS algo-
rithm converge to a minimum; If the hessian is indefinite, both positive and negative
eigenvalues, the second order Taylor approximations converge to a saddle point.

IRLS Ridge Algorithm. Now assume that the hessian of the ridge log likelihood
is indeed negative definite, and an IRLS algorithm can be used to solve Eq. 2.1. A
Newton–Raphson step updates the regression coefficients as

βnew = βold +
(
−∂

2`ridge(β)
∂β∂βT

)−1
∂`ridge(β)

∂β
, (2.2)

where the vector of first derivatives of the ridge log likelihood is

∂`ridge(β)
∂β

= XT(y−p)− λβ, (2.3)

and the hessian is

H = ∂2`ridge(β)
∂β∂βT = −XTWX− λI, (2.4)

where W is a diagonal matrix with entries pi(1 − pi) for i = 1, . . . , n and I is the
p × p identity matrix. As can be seen, this hessian matrix is twice differentiable.
The constraint that is subtracted from the diagonal of the XTWX matrix gives this
matrix full rank. It is a positive definite matrix. The negative of this matrix, the
hessian, is therefore negative definite. Hence an IRLS algorithm can be used to solve
Eq. 2.1.

Filling in the vector of first derivatives (Eq. 2.3) and the hessian matrix (Eq. 2.4)
in the Newton–Raphson updates (Eq. 2.2) gives

12



2.2 Fitting with a Quadratic Difference Penalty

βnew = βold + (XTWX + λI)−1(XT(y−p)− λβold) (2.5)
= {(XTWX + λI)−1(XTWX + λI)}βold+
{(XTWX + λI)−1(XTWX + λI)}(XTWX + λI)−1(XT(y−p)− λβold)
= {(XTWX + λI)−1XTW}Xβold+(XTWX + λI)−1λβold+
{(XTWX + λI)−1XTW}W−1(y−p)−(XTWX + λI)−1λβold

= (XTWX + λI)−1XTW{Xβold + W−1(y−p)}. (2.6)

By convention, the equation is algebraically rewritten from Eq. 2.5 to Eq. 2.6.
One of the input vectors βold is eliminated, the identity matrix I = {(XTWX +
λI)−1(XTWX + λI)} is added and the plus and minus (XTWX + λI)−1λβold cross
out. With this easy implementable equation of a Newton–Raphson step for the
optimization of ridge regression (Eq. 2.6) an IRLS algorithm can be built that
produces estimates of the regression coefficients βridge.

2.2.3. Smoothed Logistic Regression

Now that the basic idea of optimizing a quadratic penalized regression is clear, we
progress to the form of main interest: smoothed logistic regression.
The smoothed regression log likelihood is defined as

`smooth(β) = `(β)− 1
2λf

p−1∑
i=1

(βi+1 − βi)2, (2.7)

where `(β) is the unpenalized likelihood, and λf determines the size of the quadratic
difference penalty. Tab. 2.1 presents an overview of the coefficient sums that are
constrained in the penalized regressions. With coefficients β = (β1, ...βp)T, the
smoothed regression log likelihood can be reformulated as

`smooth(β) = `(β)− 1
2λf ‖Dβ‖2

2 . (2.8)

The Matrix D. In Eq. 2.8, the matrix D is incorporated in the quadratic difference
penalty. The simplest form of matrix D is a p × p first order difference penalty
matrix, so that Eq. 2.7 and Eq. 2.8 exactly correspond:

D =



−1 1 0 0 · · ·
0 −1 1 0 · · ·
0 0 −1 1 · · ·
0 0 0 −1 · · ·
... ... ... ... . . .

.

13



Chapter 2 Model Design: Smoothed Logistic Regression

q = 1 q = 2
lasso ridge

−λ
p∑

i=1
|βi|q −1

2λ
p∑

i=1
|βi|q

smoothing

−1
2λf

p−1∑
i=1
|βi+1 − βi|q

Table 2.1.: In the penalized regressions, the penalty consists of the respective coef-
ficient sums.

This matrix D penalizes the differences between all adjacent regression coefficients.
By adding the matrix D, the penalty incorporates the differences between adjacent
coefficients while the smoothed logistic regression is still regression on an ordinary
basis.
There can be a desire to model more structure than is incorporated in the matrix D.
In copy number data for example, there is no interest in minimizing the difference
between the end of one chromosome and the beginning of another. In that case,
matrix D can be adapted to Dchr, a matrix that consists of diagonal blocks of first
order penalty matrices Ci for i = 1, . . .m, where m is the number of chromosomes
present in the data. And an unpenalized intercept can be added, represented by the
empty first row and column of matrix Dchr so that:

Dchr =



0 0 0 0 · · ·
0 C1 0 0 · · ·
0 0 C2 0 · · ·
0 0 0 C3 · · ·
... ... ... ... . . .

, with C1 =



−1 1 0 0 · · ·
0 −1 1 0 · · ·
0 0 −1 1 · · ·
0 0 0 −1 · · ·
... ... ... ... . . .

 .

When this algorithm is applied on other spatial data than genetic data, or when
there is a desire to model another structure than the chromosomes, matrix D can
be constructed out of other sized first order penalty matrices. Furthermore, relation-
ships between not adjacent regression coefficients can be incorporated in the matrix
D, for example by a Laplacian matrix as the D matrix. A Laplacian matrix is a
matrix representation of a graph, and thereby incorporates a structure of pathways.

IRLS Smoothed Algorithm. The smoothed logistic regression coefficients β̂smooth

are estimated by optimizing the smoothed regression log likelihood

β̂smooth = argmax `smooth(β).

14



2.2 Fitting with a Quadratic Difference Penalty

Since the hessian is negative definite, which follows from its similarities to ridge
regression, Newton–Raphson iterations can be used for optimization. Analogous to
ridge regression (Eq. 2.5–2.6), the Newton–Raphson iterations become:

βnew = βold + (XTWX + λfD)−1(XT(y−p)− λfDβold)
= (XTWX + λfD)−1XTW{Xβold + W−1(y−p)}.

2.2.4. Failed Attempt to Speed up the Newton–Raphson
Smoothed Logistic Regression Algorithm

In the Newton–Raphson iterations in the IRLS logistic, ridge and smoothed logistic
algorithm, a p × p matrix needs to be inverted. This is an expensive procedure,
as large matrix inversions are very computational intensive. The computation time
of the Newton–Raphson iterations can be substantially improved, if the problem is
rewritten so than only an n× n matrix needs to be inverted. Indeed, the nature of
high dimensional data is that p � n. This is straightforward in logistic and ridge
regression, however not so in smoothed regression. We will present the reason by
explaining a method to speed up a ridge regression IRLS algorithm.
Singular Value Decomposition (SVD) can be used to avoid the costly inversion of the
hessian matrix in the Newton–Raphson iterations and instead invert an n×n matrix
in ridge logistic regression. The singular value decomposition presented here is based
on the work of Shen & Tan (2005) in high dimensional logistic ridge regression, but
in simplified notation.
Singular values of matrix X are:

X ≈ UΣVT. (2.9)

Let R = UΣ so that the SVD of X (Eq. 2.9) becomes X ≈ RVT. The matrix R
is an n × n dimensional matrix. Substitute RVT for X in the Newton–Raphson
formula (Eq. 2.6 on page 13) so that

βnew = (VRTWRVT + λI)−1VRTW{Xβold + W−1(y− p)}. (2.10)

Then assume β = VΘ. This is without unpenalized intercept. Multiply Eq. 2.10
by VT so that Θnew is computed instead of βnew:

Θnew = (RTWR + λI)−1RTW{Xβold + W−1(y− p)}. (2.11)
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Chapter 2 Model Design: Smoothed Logistic Regression

After an IRLS algorithm of Eq. 2.11 converged, write as a final step the obtained
coefficient estimates of Θ back to β:

β = VΘ.

And this is how an IRLS algorithm can be used to solve the ordinary ridge problem,
with the inversion of an n×n matrix instead of the costly inversion of a p×p matrix.

Often, an (unpenalized) intercept is implemented in a ridge model. To solve this
problem, remove the vector of 1’s that is present in the first column of an X matrix
that has an intercept and perform SVD on it:

X = [1 |Xint]

Xint = UΣVT

Let R∗ = [1 |UΣ], with 1 as a vector of length n of all 1’s. Use R∗ instead of
R in equation 2.11 to retrieve the Θnew when there is an intercept present. The
(n + 1) × (n + 1) identity matrix I has an empty first entry when the intercept is
not penalized. Then construct β out of the obtained Θ as described below:

β =
(
Θ1,V(Θ2, ...Θp)T

)
.

And a fast IRLS algorithm for ordinary ridge regression with intercept can be im-
plemented.
Now, why can SVD not be so straightforwardly used for the smoothed logistic re-
gression? Note how the λI matrix in Eq. 2.10 is an n× n matrix. Adjacent entries
do no longer correspond to e.g. neighboring genes but to "neighboring patients".
Off–diagonal constrains as implemented by the D matrix can thus not be applied in
this form. Therefore, SVD can not be so easily implemented in a fused regression
optimization like smoothed logistic regression.

2.3. A Ridge Algorithm as a Smoothed Logistic
Regression Algorithm

In the previous section, we used a non–adapted X matrix to fit a smoothed logistic
regression. The differences between neighboring genes were incorporated in the
penalty.
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2.3 A Ridge Algorithm as a Smoothed Logistic Regression Algorithm

In this section, we adapt the basis of the regression, so that a ridge optimization can
be used to perform smoothed regression. Big advantage is that a ridge algorithm
can easily be fitted faster, as on the preceding page, since the inversion of an n× n
matrix is a lot less computational intensive than the inversion of a p× p matrix in
high dimensional data.

The ridge regression is fitted on a basis constructed in a way it corresponds to the
first differences between regression coefficients of neighboring genes, by algebraically
rewriting the input and output submitted to an ordinary ridge regression method.
To change the ridge logistic regression to a smoothed logistic regression method,
define

∆ = Aβ,

where A is a p× p matrix:

A =



1 0 0 0 · · ·
−1 1 0 0 · · ·
0 −1 1 0 · · ·
0 0 −1 1 · · ·
... ... ... ... . . .

 .

Analogous to the matrix D, as explained on page 13, the matrix A can also incor-
porate various structures. If the desire is to incorporate the chromosome structure,
the matrix A can be adapted to Achr, a matrix that consists of diagonal matrices
Ki for i = 1, . . .m, where m is the number chromosomes so that

Achr =



K1 0 0 0 · · ·
0 K2 0 0 · · ·
0 0 K3 0 · · ·
0 0 0 K4 · · ·
... ... ... ... . . .

, with K1 =



1 0 0 0 · · ·
−1 1 0 0 · · ·
0 −1 1 0 · · ·
0 0 −1 1 · · ·
... ... ... ... . . .

 .

When the ordinary matrix A is used, the coefficients ∆ now correspond to the
first entry of the dataset and then to the differences between adjacent entries. In
accordance with that, the λf is submitted to the ridge algorithm as a vector of length
p with a zero at the first entry, so that it penalizes the adjacent entry differences.
When another structure is incorporated in the matrix A, the vector λf is adapted
accordingly. For example, when Achr is used, the vector λf has a zero at each entry
corresponding to the start of a chromosome. The smoothed regression has thus one
or more unpenalized entries.

Ordinary regression is of the form
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Chapter 2 Model Design: Smoothed Logistic Regression

η = Xβ,

where η is the vector of predicted values, X is a n × p predictor matrix, and β is
the vector of regression coefficients.

Then since β = A−1∆,

η = XA−1∆.

So instead of submitting X and retrieving β, X̃ = XA−1 is submitted and ∆ is
retrieved from the model. However, in case an unpenalized intercept is added to the
model by the ridge algorithm,

(A−1)∗ =



1 0 0 0 · · ·
0 1 0 0 · · ·
0 1 1 0 · · ·
0 1 1 1 · · ·
... ... ... ... . . .


is used to retrieve the coefficients β from the coefficients ∆; where an extra first
row and column are added to A−1 that are empty except for the [1, 1] entry which
represents the intercept. When no unpenalized intercept is added to the model, the
matrix A−1 can be used to write the coefficients ∆ back to the coefficients β.

By using X̃ in the regression instead of X, the basis of the regression is adapted. This
adaption permits the use of an ordinary ridge algorithm for a smoothed regression,
as a ridge regression on the X̃ matrix is equivalent to a smoothed regression.

Intermezzo: Fused Ridge

Now that we have come across the quadratic penalty in ridge logistic regression and
the quadratic difference penalty in smoothed logistic regression, we will mention a
logistic regression that combines the two penalties: the L2 fused ridge. L2 fused
ridge regression has as an advantage over ordinary ridge regression in that is takes
the neighboring gene effect into account, and the advantage over only the L2 fused
lasso that is is a model rich in coefficients which might suit specific data. The L2
fused ridge likelihood is defined as

`ridgef
(β) = `(β)− 1

2λ ‖β‖
2
2 −

1
2λf ‖Dβ‖2

2 .
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2.4 Smoothed Logistic Regression Summary

Analogous to ridge regression (Eq. 2.5–2.6), the Newton–Raphson iterations in an
IRLS algorithm become:

βnew = βold + (XTWX + λI + λfD)−1(XT(y−p)− λfDβold)
= (XTWX + λI + λfD)−1XTW{Xβold + W−1(y−p)}.

The L2 fused ridge is beyond the scope of this thesis, and we therefore do not
explore it any more in depth. Nevertheless, it is an interesting possibility; a logistic
regression subject to both a quadratic and a quadratic difference penalty.

2.4. Smoothed Logistic Regression Summary

Several topics were addressed in this chapter regarding the model design of smoothed
logistic regression and the construction of an algorithm to fit smoothed logistic re-
gression. First of all, smoothed logistic regression and ridge regression are closely
related as it is the same regression on a different basis. Smoothed logistic regres-
sion can be fitted on an ordinary basis by maximum likelihood estimation through
Newton–Raphson iterations, similar to logistic and ridge logistic regression but with
the matrix D to incorporate structure in the penalty.
Then we adapted the basis of the regression, so that the smoothed logistic regres-
sion became a ridge logistic regression problem. Hence, an ordinary ridge logistic
regression algorithm could be used for smoothed logistic regression, by rewriting the
input and output. This also permits Newton–Raphson iterations with the inversion
of the smaller n× n matrix, for example through the SVD trick.
The analysis of copy number data with a smoothed logistic regression will be pre-
sented in chapter 4.
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3. Model Design: L2 Fused Lasso

This chapter explores the model design of the lasso logistic regression with a quadratic
difference penalty, L2 fused lasso. The main focus while going through this model
design is the construction of an algorithm to fit an L2 fused lasso.
In this chapter, we attempt to fit an L2 fused lasso. Therefore, we show the L2 fused
lasso log likelihood to be optimized in maximum likelihood estimation. We describe
the optimization challenges that arise when fitting an L2 fused lasso model. Along
the way, properties and theory underlying the lasso and the L2 fused lasso become
clear.
First, it is explaining why a Newton–Raphson IRLS will not succeed in optimizing
the L2 fused lasso likelihood. Then a basic gradient ascent algorithm is proposed. It
is explained why this also fails. Some adaptions to the gradient ascent are proposed,
that solve this convergence problem. We chose to implement the solution proposed
by Goeman (2010) in R package penalized. Therefore, the lasso algorithm in package
penalized is extended to fit an L2 fused lasso. This chapter is concluded with a short
summary.

3.1. Fitting an L2 Fused Lasso

An extension of the commonly applied lasso (Tibshirani, 1996) is the fused lasso
(Tibshirani et al., 2005), where an extra penalty is added that constrains the differ-
ence between the regression coefficients of adjacent covariates. In the introduction
of this thesis, we outlined the choice for a lasso logistic regression with an extra
quadratic difference penalty: the L2 fused lasso or structured elastic net (Li & Li,
2008; Slawski et al., 2010). In this chapter, an algorithm is developed for an L2
fused lasso logistic regression.

3.1.1. Form of the L2 Fused Lasso Log Likelihood

The L2 fused lasso log likelihood is defined as

`lassof
(β) = `(β)− λ

p∑
i=1
|βi| −

1
2λf

p−1∑
i=1

(βi+1 − βi)2, (3.1)
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Figure 3.1.: Lasso likelihood for one standardized coefficient with a λ of 10 (left) and
50 (right). Dotted line indicates the value of the unpenalized coefficient estimate.
Solid line indicates the lasso coefficient estimate. The influence of the smaller
lasso penalty (left) on the coefficient estimate is limited, while the large lasso
penalty (right) pushes the coefficient estimate to zero.

where `(β) is the unpenalized likelihood, λ determines the size of the lasso penalty,
and λf determines the size of the quadratic difference penalty. With coefficients
β = (β1, ...βp)T, the L2–fused lasso log likelihood can be reformulated as

`lassof
(β) = `(β)− λ ‖β‖1 −

1
2λf ‖Dβ‖2

2 , (3.2)

where ||.||1 is the L1 norm, and ||.||2 is the L2 norm. Recall from the paragraph on
the matrix D on page 13 in chapter 2 that the simplest form of D is a p× p matrix
so that Eq. 3.1 and Eq. 3.2 exactly correspond:

D =



−1 1 0 0 · · ·
0 −1 1 0 · · ·
0 0 −1 1 · · ·
0 0 0 −1 · · ·
... ... ... ... . . .

 .

Recall also, that more structure can be implemented in the matrix D.
The fused penalized regression coefficients β̂ are estimated by optimizing the fused
penalized likelihood

β̂lassof
= argmax `lassof

(β). (3.3)
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3.1 Fitting an L2 Fused Lasso

3.1.2. Why the Newton–Raphson Method Fails

Some challenges arise in solving Eq. 3.3. The shape of the lasso likelihood function
is the sum of the parabola from the ordinary likelihood and the quadratic difference
penalty, and the upturned V–shape from the absolute value function from the lasso
penalty. How the lasso likelihood function changes by the effect of the penalty can
be seen in Fig. 3.1.
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Figure 3.2.: Newton–Raphson iterations on the lasso likelihood for one standardized
coefficient at a lasso λ of 10 (left) and 30 (right). At the smaller lasso penalty
(left), the algorithm converges. At the bigger lasso penalty (right), the algorithm
fails to converge, even though the optimum is just outside zero.

Although Newton–Raphson is a preferred optimization method in regression analy-
sis, this method can not be used to solve Eq. 3.3. First of all, the function is not
twice differentiable when the coefficient equals zero. Also, the Taylor series do not
approximate the penalized likelihood function correctly around the sharp bend. This
is because the second–order Taylor expansion approximates the function around a
chosen point as if it is a quadratic function. As can be seen in Fig. 3.1, the likelihood
function consists of different shapes: below and above zero. When the penalty is
relatively small (left of Fig. 3.1), the kink at zero of the likelihood function will not
be sharp. A quadratic approximation of the function on the side of the bend that
has not the actual optimum will be near the actual optimum, and (one of) the next
Newton–Raphson steps that start at the side of the optimum can correctly approxi-
mate the top. This is demonstrated at the left of Fig. 3.2. The problem is that when
the penalty gets bigger, and with that the kink in the likelihood sharper (right of
Fig. 3.2), approximating the top by quadratic approximations at either side of the
bend will not work. Therefore, a Newton–Raphson optimization algorithm will fail
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Chapter 3 Model Design: L2 Fused Lasso

to converge when any of the estimates have an optimal penalized likelihood at zero.

3.1.3. Why a Basic Gradient Ascent Fails

A very robust optimization procedure is gradient ascent. A gradient ascent algorithm
for the optimization of one coefficient just calculates the derivative at that point and
takes a step in that direction. When the derivative is zero, it is the top. In this
section, first a basic gradient ascent algorithm will be presented. After that, we will
explain why it fails in a lasso maximum likelihood estimation.

Basic Gradient Ascent Algorithm

Even though the gradient ascent is robust in its simplicity, when a basic gradient
ascent algorithm is applied on the lasso problem, it is not successful. This is not
only because the lasso log likelihood is not everywhere differentiable since the lasso
penalty function is not differentiable when βi = 0 for all i. To solve that, Goeman
(2010) defines a directional derivative

`
′

lassof
(β; v) = lim

t→0

1
t
{`lassof

(β + tv)− `lassof
(β)},

for every point β in every direction v ∈ Rp with ||v|| = 1. The gradient can then
be defined as the direction of steepest ascent. The algorithm follows the gradient in
the direction vopt which optimizes `′

lassof
(β; v). The gradient is defined as

gi(β) =
`

′(β; v) · vopt if `′
lassof

(β; v) ≥ 0
0 otherwise

.

Take the vector of unpenalized directional derivatives h as

h(β) = ∂`(β)
∂β

= XT(y− p),

where X is a n× p predictor matrix, y is a binary output vector, and p is a vector
of probability estimates constructed as

p = exp(XTβ)
{1 + exp(XTβ)} .
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3.1 Fitting an L2 Fused Lasso

The gradient vector g is calculated:

gi =


hi − λ sign(βi)− λfDTDβ if βi 6= 0
hi − λ sign(hi)− λfDTDβ if βi = 0 and

∣∣∣hi − λfDTDβ
∣∣∣ > λ

0 otherwise,
(3.4)

where

sign(x) =


1 if x > 0
0 if x = 0
−1 if x < 0.

Then we construct a gradient ascent algorithm is constructed that updates the
coefficients β with step size t until convergence:

βnew = βold + tg.

Unadapted Gradient Ascent Fails

Above, a basic gradient ascent algorithm to fit an L2 fused lasso is constructed. Now
when it is applied on an L2 fused lasso problem, it fails. That is unexpected. With
taking steps in the direction of the top, should one not eventually get there? Below
we will explain why not.
Lets first discuss the factor of dimensionality. In regression analysis on high di-
mensional data, there are a lot of predictors. All these predictors get a regression
coefficient. Therefore, the space where we are optimizing in has a lot of dimensions.
Fig. 3.3 presents the shape of the log likelihood in the directions of a coefficient β1
and coefficient β2. Consider a function with all kinds of ridges and edges in a p
dimensional space.
That feels as a difficult optimization problem, but still the L2 fused lasso log likeli-
hood has only one top. Now, one of the steps sets the coefficients β1 and β2 almost
at the optimum, at the blue arrows. In both the direction of β1 and the direction
of β2, the distance to the optimum is small. The blue lines represent the derivatives
at the point of the blue arrow. The direction of the next step is clear. So let’s take
a step. In order not to overshoot the top at the right, the step size can only be very
small. Recall:

βnew = βold + tg,
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Figure 3.3.: Example of the lasso log likelihood in the direction of a coefficient β1
(left), and coefficient β2 (right). The gradient near the top for β1 is small, while
the gradient for β2 is large.

where t is the stepsize. The stepsize t is the same for all dimensions. But the step
that is actually taken is t times the gradient. The gradient is very small for the
direction of β1, while big for the direction of β2 in Fig. 3.3. The t is thus going to be
extremely little, or the step will overshoot the optimum for β2. This t is little, and
then the gradient is also very small at coefficient β1. Nothing is left for a step. This
will go on for eternity with very small steps, the optimum is never reached, and the
algorithm will not converge. The chances of the coefficient in the dimension in the
right of Fig. 3.3 to hit exactly zero are too small.
Of course, there is no guarantee that the gradient ascent will fail. When the coeffi-
cient at the right hits zero, the stepsize increases and the model will converge. The
changes are just not that high.
As a result, we propose some adaptions to a basic gradient ascent:

• Using the sign of the gradient instead of the gradient itself. Promising re-
sults. The algorithm got a lot more robust, and the step size was a lot better
controlled. The difference between the actual size of the steps in the various
dimensions is eliminated since the size of the gradient is no longer a factor.
Nevertheless, this approach was not implemented in the final algorithm, since
too much information about the direction of the optimum was thrown away.

• Setting the coefficient artificially to zero every time a step overshoots zero.
This is not a very elegant solution, and the step is not in the optimal direction.
It does solve the problem, as hitting exactly zero is the challenge.

• Taking the step size never bigger than the coefficient closest to zero. This is
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3.2 Extending the R Package Penalized

what is done in R package penalized (Goeman, 2010). This solves the problem,
but it doesn’t compromise that much on the efficiency of the algorithm since
it is still a step in the direction of the steepest ascent. Therefore, we chose to
implement this adaption.

Since the gradient ascent algorithm in R package penalized was the most efficient
adaption that we investigated, we chose to extend the package penalized to fit L2
fused lasso problems.

3.2. Extending the R Package Penalized

The R package penalized not only uses the adapted version of gradient ascent. It
uses both gradient ascent and Newton–Raphson, thereby using the robustness of
gradient ascent and the fast and precise Newton–Raphson near the optimum. Below,
the Goeman (2010) algorithm from package penalized with the extension to fit the
L2 fused lasso is explained.
The gradient is used as described in the previous section. The penalized algorithm
updates the coefficients β with step size t until convergence:

βnew = βold + tg, where t ≤ |βi| ∀ i,

so that a jump is never made further than a zero, to solve the convergence problem
indicated before.
The gradient ascent algorithm from R package penalized also includes Newton–
Raphson steps, to include the fast optimization properties of the Newton–Raphson
when near the optimum. Let topt be the optimum and tedge the borders of the sub
domain, where a sub domain is a space that does not include any zero. Then

βi+1 =
β

i+1
NR if sign(βNR) = sign(βi

+)
βi+1

G otherwise

where β+ indicates the set of active variables, βG is a gradient ascent step, and βNR

is a Newton–Raphson step for L2 fused lasso regression:

βnew = βold −
(
∂2`lassof

(β)
∂β∂βT

)−1
∂`lassof

(β)
∂β

, with

∂`lassof
(β)

∂β
= XT(y−p)− λ sign(β)− λfDβ, and
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Chapter 3 Model Design: L2 Fused Lasso

∂2`lassof
(β)

∂β∂βT = −XTWX− λfD if βi 6= 0 ∀ i.

Why the Newton–Raphson Iterations Remain Slower

Our L2 fused algorithm is slower than the ordinary lasso algorithm. One step that is
very expensive, is the large p×p matrix that is inverted in a Newton–Raphson step.
There is a lot to gain by inverting the smaller n × n matrix, for example through
singular value decomposition. This can be done for ordinary lasso regression, but
is not possible for the L2 fused lasso. In a Newton–Raphson step for the L2 fused
lasso, an off–diagonal penalty is added on neighboring genes. In the smaller n × n
matrix however, the off–diagonal entries do not correspond to neighboring genes,
and therefore a bigger matrix needs to be inverted in a Newton–Raphson step. It is
the same reason that holds for the smoothed logistic regression, explained in more
detail in chapter 3 on page 15.

3.3. L2 Fused Lasso Summary

The L2 fused lasso is not a simple model to fit, as a lasso is not a simple model to
fit. Newton–Raphson is not successful in optimizing the penalized log likelihood,
because the shape of the L2 fused lasso log likelihood can not be approximated by
quadratic functions.
Surprisingly, a basic gradient ascent algorithm also fails in fitting an L2 fused lasso.
This is because of the shape of the lasso log likelihood around zero and the dimen-
sionality of the problem. Some adaptions to gradient ascent were investigated, and
the adaption of Goeman (2010) was chosen to implement. Therefore, the algorithm
in R package penalized which uses a combination of an adapted gradient ascent and
Newton–Raphson, was extended to fit the L2 fused lasso.
The analysis of copy number data with an L2 fused lasso will be presented in
chapter 4.
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4. Data Analysis

In the previous chapters, we have explored the model design of smoothed logistic
regression and the L2 fused lasso. We have constructed algorithms that can fit these
models. Here, we are interested in how these models perform as classifiers on copy
number data.
In this chapter, the smoothed logistic regression and the L2 fused lasso algorithms
as constructed and discussed in chapter 2 and chapter 3 are fitted on genetic copy
number data. Both models are fitted to classify the tumor grade in bladder cancer.
To compare classification accuracy, the L1 fused lasso, main focus, and the ordinary
lasso and ridge are also fitted on the bladder cancer dataset.

4.1. Bladder Cancer Data

The bladder cancer data on which the penalized logistic regression models (i.e. ridge,
lasso, L2 fused lasso, L1 fused lasso, and smoothed logistic regression) are fitted is
a publicly available dataset with array CGH profiles of 57 bladder tumor samples
from 53 affected patients (Stransky et al., 2006). Each profile gives the relative
quantity of DNA for 2385 probes. Following Chatuverdi et al. (2013), we removed
the probes corresponding to sex chromosomes, giving us a list of 2308 probes. We
considered tumor classification with grade as the outcome (33 tumors of grade 3,
13 tumors of grade 1 and 11 tumors of grade 2). The probes with more than 20
per cent missing values were also removed and the remaining missing values were
imputed using K nearest neighbors leaving us with 2161 probes and 57 samples. To
remove any systematic trends from the microarray technology, the data is median
normalized by subtracting the median of all genes on the array and then adding the
median across all arrays.
Recall from the introduction, that the array CGH copy number profile consists of
log2 ratios. The accompanying plot at that section (Fig. 1.1 on page 5), is copy
number data from a grade 3 tumor in this dataset.
The tumors in this dataset were graded according to the 1973 WHO classification
criteria (Mostofi et al., 1973). In this analysis, we classified between a grade 3 group
and a lower grade group, that is the grades 1 and 2. To get a broad overview of the
data, a graphical representation of the log2 of the mean signal ratio per chromosome
for the two grade groups is visible in Fig. 4.1. Recall from the introduction of this

29
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thesis, how the signal ratio reflects the number of copies of genes present in the DNA
sample, and how copy number data usually contains the log2 signal ratios.
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Figure 4.1.: The log2 of the mean signal ratio per chromosome per grade. The solid
line represents grade 3, the dotted line represents the lower grades. The disparities
between the two lines indicate mean differences between the grade groups.

4.2. The Optimal Models

In the previous chapters of this thesis, we have specified theoretical optimizations
for the L2 fused lasso and smoothed logistic regression. In fitting these models, and
the ridge, lasso and L1 fused lasso, some practical choices have to be made. First,
all models are fitted by maximum likelihood optimization, which means that we are
looking for an optimum in the penalized likelihood. How do we know that we are
at such an optimum, and that our model has in fact converged? We answer that
question in sec. 4.2.1. Then, we have to choose the size of the penalties. How we
choose penalties so that our models describe the data best is explained in sec. 4.2.2.

4.2.1. Error of Convergence

As discussed in previous chapters, the coefficients from the regression models are
found by maximum likelihood optimization. But how do we know that we are at
an optimum? To satisfy convergence criteria, the algorithm has to either satisfy all
these three conditions:

30



4.2 The Optimal Models

• The Likelihood Condition. 2·|`(β)−`(βold)|
2·|`(β)−penalty|+.1 < ε, where `(β) is the log likeli-

hood of the coefficients in that iteration; `(βold) is the log likelihood of the
coefficients in the previous iteration; penalty is the λ value as discusses before
times the respective coefficient sums depending on the type of penalization,
and in a double penalization the sum of both λ values times the respective
coefficient sums (see Tab. 2.1); and ε is a prespecified convergence error.

• The Penalty Condition. 2·|penalty−penaltyold|
2·|`(β)−penalty|+.1 < ε, where penaltyold is the penalty

of the previous iteration.

• The Active Set Condition. As the active set we specify the coefficients that
are not zero. To meet convergence criteria, the active set in this iteration has
to equal the active set in the previous iteration.

Or the algorithm has to satisfy this one condition:

• The Direction Condition. All values of the gradient vector are equal to zero,
since this indicates it is the optimum.

As a result, a convergence error ε must be specified. We chose to accept a conver-
gence error of 10−7 for all our models.

4.2.2. Optimal Penalties

To fit the models, optimal penalties need to be chosen. And as the size of the penalty
is determined by the value of λ, optimal λ’s need to be specified. All optimal λ’s
are found by maximizing the cross–validated likelihood at a range of values for the
penalty or penalties. To compute the cross–validated likelihood, the predictions
of all observations are computed by leaving out an observation and computing the
class probability of that observation by a model on the rest of the observations
(leave–one–out cross–validation). The log likelihoods for the individual predictions
given their true value are computed, and then summed to retrieve the cross–validated
likelihood. The cross–validated likelihood is therefore a measure of predictive ability
of the model.

For ridge and lasso regression, this method is applied via a function in R package
penalized. For the smoothed regression however, there is a small chance that a
likelihood can not be calculated, and therefore the cross–validated likelihood can not
be estimated. This is solved by taking the approximated cross–validated likelihood
(Meijer & Goeman, 2013). The optimal penalties for the L1 fused lasso are taken
from Chatuverdi et al. (2013), from a cross–validation on models that stop after 100
iterations. The optimal penalties for the L2 fused lasso are estimated via an own
cross–validated likelihood algorithm, and estimated by a model with a convergence
error of 10−3 due to time constrains in the cross–validation process.
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4.3. Regression Coefficient Plots

The ridge, lasso, L2 fused lasso, L1 fused lasso, and smoothed logistic regression
are fitted on the bladder cancer copy number data with the optimal λ’s as found
by cross–validation as described above. An unpenalized intercept is included in all
models. For the models subject to a difference penalty, the L2 fused lasso, L1 fused
lasso, and smoothed logistic regression, the difference penalty is applied so that it
penalizes the difference between neighboring genes per chromosome. All models are
fitted to classify the data as the class grade 3 or as the class that contains the lower
grades.
As expected, the difference in regression coefficients obtained from the different
models is quite spectacular. As can be seen in Fig. 4.2a–e on the next page, the
characteristics of the method are visible in the results, so all coefficients small in
ridge, sparsity in coefficients for the lasso, regions as (in this case, small) curves in
the L2 fused lasso, regions as same value segments for the L1 fused lasso and smooth
curves for the smoothed regression.

4.4. Cross–validated Predictions

The predicted class probabilities that are used to compute the cross-validated like-
lihood, that are the predictions obtained by leave–one–out cross–validation, are
also used to obtain information about the classification accuracy of the models.
The cross–validated predicted class probabilities per tumor sample are presented in
Appendix A for all models discussed here.
The cross–validated predicted class probabilities are rounded to their nearest class,
and the predicted classes contrasted by the true class are presented in Tab. 4.1a–
e on page 34. Between brackets are the not cross–validated classifications on the
whole dataset. An overview of the total and cross–validated 0/1 loss per model is
presented in Tab. 4.2, along with the cross–validated likelihood (CVL).
Pearsons’ Chi–square test statistics are also presented in Tab. 4.2. The relation-
ship between the original grade classification and the classification of the smoothed
logistic regression model is significant, χ2

(1, N=50) = 6.203, p < .05.
Unfortunately, the smoothed logistic regression cross–validated predictions could
only be computed for 50 out of the 57 tumor samples because the model would not
converge for the other 7 cases. We will explain the reason in the Discussion of this
thesis. We treat the obtained classification error equal to the classification errors of
the other models.
The receiver operating characteristic (ROC curve) for all models discussed here
based on the cross–validated predictions can be seen in Fig. 4.2f on the facing page.
As can be seen, all models appear similar in terms of classification accuracy.
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Figure 4.2.: Plots of the regression coefficients (a–e).
ROC curves to compare prediction accuracy (f).

33



Chapter 4 Data Analysis

(a) Ridge
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Lower Grades Grade 3

Lower Grades 10 (17) 6 (1)
Grade 3 14 (7) 27 (32)

(b) Lasso
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Lower Grades 7 (10) 4 (1)
Grade 3 17 (14) 29 (32)

(c) L2 Fused Lasso
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True Class

Lower Grades Grade 3

Lower Grades 7 (12) 7 (0)
Grade 3 17 (12) 26 (33)

(d) L1 Fused Lasso
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True Class

Lower Grades Grade 3

Lower Grades 16 (21) 15 (2)
Grade 3 8 (3) 18 (31)

(e) Smoothing
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True Class

Lower Grades Grade 3

Lower Grades 14 (23) 9 (2)
Grade 3 6 (1) 21 (31)

Table 4.1.: True class contrasted by predicted class at optimal λ’s. Predicted prob-
abilities are rounded to nearest class. Between brackets are the not cross–validated
predictions on the whole dataset. Only 50 values for the smoothed logistic regres-
sion method.

Technique 0/1 Loss χ2 test statistics
Total Cross–validated CVL χ2 df p

Ridge .14 .35 -38.30436 2.7215 1 0.10
Lasso .26 .37 -38.41869 n/a

L2 Fused Lasso .21 .42 -38.18261 0.1423 1 0.71
L1 Fused Lasso .09 .40 n/a 1.7377 1 0.19
Smoothing .05 .30 n/a 6.203 1 0.01

Table 4.2.: Total and cross–validated 0/1 loss, cross–validated likelihood (CVL),
and Pearsons’ chi–squared (χ2) test statistics with Yates’ continuity correction;
all at optimal λ’s. Cross–validated 0/1 loss and χ2 test statistics of the smoothed
logistic regression is based on only 50 predictions. CVL’s not available (n/a) for
the L1 fused lasso and smoothed logistic regression. Chi–square approximation is
not available for the lasso, as it may be incorrect due to small cell values.
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5. Discussion

In this thesis, we discussed two models that can make classification based on genetic
copy number data, since copy number data is very relevant i.a. in cancer research.
We settled the problem that the data is high dimensional, which made traditional
statistical techniques invalid methods, by imposing a penalty on logistic regression.
Then we used the information that the copy number data is likely to have spatial
correlation by using a penalty that minimizes the difference between adjacent co-
efficients. In comparison with the L1 fused lasso, we chose a quadratic difference
penalty. This led us to explore two logistic regressions with a quadratic difference
penalty, namely:
- L2 fused lasso. A logistic regression with two penalties, the lasso with an extra
quadratic difference penalty.
- Smoothed logistic regression. A logistic regression with only a quadratic difference
penalty.
Both models were fitted to classify the tumor grade in bladder cancer based on
genetic copy number data. Their performance was compared to other penalized
regression models, that is the L1 fused lasso, ridge, and lasso. Based on leave–
one–out cross–validated predictions, all models have a similar prediction accuracy
with correct classifications between 58 and 70 per cent; smoothed logistic regression
performed best with 70 per cent correctly classified. The relationship between the
original grade classification and the classification of the smoothed logistic regression
model is significant, χ2

(1, N=50) = 6.203, p < .05.
In this section, we will first highlight some limitations of this thesis specifically and
in general. This thesis is concluded with ideas and recommendations on the lasso
and logistic regression with a quadratic difference penalty.

Limitations

L2 Fused Lasso: Large convergence error. The L2 fused lasso algorithm as de-
scribed in this thesis is slow. To speed up the cross–validation process when we
searched for the optimal penalty values, we chose to compute the cross–validated
likelihoods of the L2 fused lasso models with a larger error than preferred. We used
a convergence error of 10−3 compared to the convergence error of 10−7 which was
used for the other models. Increasing the convergence error does not improve the
classification accuracy of the model. What the algorithm with a larger convergence

35



Chapter 5 Discussion

0.
0

0.
1

0.
2

0.
3

 λ1 = 1.5,  λf2
 = 1

Chromosomes

C
oe

ffi
ci

en
ts

 β

1 2 3 4 5 6 7 8 9 10 11 12 14 17 20

(a) Convergence error equals 10−3

0.
0

0.
1

0.
2

0.
3

 λ1 = 1.5,  λf2
 = 1

Chromosomes

C
oe

ffi
ci

en
ts

 β

1 2 3 4 5 6 7 8 9 10 11 12 14 17 20

(b) Convergence error equals 10−7

Figure 5.1.: Coefficient plots for the L2 fused lasso on the bladder cancer dataset
for a smaller (left) and larger (right) convergence error, at optimal penalty values
computed for the model subject to the larger convergence error of 10−3.

error does is stopping earlier, further from the actual optimum of the penalized log
likelihood. The coefficients obtained from a model with a larger convergence error
might therefore not exactly correspond to the coefficients obtained by an algorithm
with a smaller convergence error.
The original assumption was that we could search for optimal penalties with an L2
fused lasso algorithm subject to a bigger convergence error, and search around the so
found optimum again with an L2 fused lasso algorithm with a smaller convergence
error. It was assumed that the optimal penalty values from the model with a larger
convergence error would roughly correspond to the optimal penalty values for a
model with a smaller convergence error.

(a) Convergence error equals 10−3
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Lower Grades 7 7
Grade 3 17 26

(b) Convergence error equals 10−7
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Lower Grades 7 7
Grade 3 17 26

Table 5.1.: L2 fused lasso classification on the bladder cancer dataset compared for
smaller (left) and bigger (right) convergence error at optimal penalty values.
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For the L2 fused lasso model with optimal penalty values, this appears to be the
case. As can be seen in Fig. 5.1, the coefficient plots look very alike. Also, as can
be seen in Tab. 5.1, both models make the same classifications.
However, this similarity between the model returned by the L2 fused lasso algorithm
subject to a larger and smaller convergence error, does not hold for all penalty
values. For example, for the λ values in Fig. 5.2 considerable different coefficients
are returned when the algorithm is terminated at a convergence error of 10−3, or
subsequently run till convergence at an error of 10−7. Therefore, the optimal penalty
values found by cross–validation might not be the theoretical optimal penalty values
of the L2 fused lasso.
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(b) Convergence error equals 10−7

Figure 5.2.: Coefficient plots for the L2 fused lasso on the bladder cancer dataset
for a smaller (left) and larger (right) convergence error, at non–optimal penalty
values.

L1 Fused Lasso: Maximum Number of Iterations. The L1 fused lasso algorithm
is computationally intensive, with the double absolute value penalty. The grid cross–
validation based on the prediction accuracy of the L1 fused lasso is therefore an
expensive procedure. As it was noticed by Nimisha Chatuverdi, first author of
Chatuverdi et al. (2013), that the coefficients of the L1 fused algorithm with a
maximum of iterations of 100 gave similar prediction accuracy as the fully converged
L1 fused lasso, Chatuverdi et al. (2013) used 100 iterations whether the model
had converged or not to compute the optimal penalty values and to compute the
classification accuracy.
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(a) Coefficients after 100 iterations
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(b) Coefficients at convergence

Figure 5.3.: Coefficient plots for L1 fused lasso on the bladder cancer dataset, at a
maximum of 100 iterations (left), and at convergence (right). The model with a
convergence error of 10−7 converged at 998 iterations.

As can be seen in Fig. 5.3, the L1 fused lasso after 100 iterations is less rigid in
having all coefficients the same size. It is therefore a smoother method than a
converged L1 fused lasso with a convergence error of 10−7, and might predict as
well (or even better than) a converged L1 fused lasso. As it was stated that the
prediction accuracy was similar to the fully converged model, it is suggested that
the model is close to convergence even though no value can be given to how close
that is. In this thesis, we have used the optimal penalty values from Chatuverdi
et al. (2013) which turned out to be based on the model with a maximum of 100
iterations as if they would be the optimal penalties of the converged L1 fused lasso
model. The L2 fused lasso method suggested that that is not preferable.
Taking 100 iterations is in practice similar to our solution of increasing the conver-
gence error of the L2 fused lasso. In theory, especially in a failing algorithm, the
coefficient point after 100 iterations can be anywhere in the predictor space. The dis-
tance to the optimum is unknown. Therefore, we chose to increase the convergence
error in the L2 fused lasso optimizations.

Smoothed Logistic Regression: Not Fully Cross–Validated. Cross–validated
class predictions by the smoothed logistic regression method were not available for all
tumor samples. For 7 out of the 57 models that left one observation out, maximum
likelihood estimation was not possible. Influenced by the sparsity in the predictor
space, the cases were perfectly linearly separable by a hyperplane. The smoothed
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logistic regression is more prone to this, because it has one free parameter per
chromosome and then also the unpenalized intercept.

Grade Classification in Bladder Cancer. In tumorgenesis, it is a far from standard
procedure to use copy number data in clinical practice. There is more focus on
identifying key genes. The copy number profile is sometimes perceived as too rough,
as copy number data can not detect mutations, inversions, infections, or relocation
of segments of DNA. It solely counts the copies. In our dataset, there are some grade
3 copy number profiles without any visible alterations to the DNA, which confirms
the statement that copy number data is missing important information. There are
on the other hand also some grade 1 classifications with a very altered copy number
profile in our dataset.

It is questionable if the grade classification in bladder cancer as by the 1973 WHO
classification criteria (Mostofi et al., 1973) should be completely replicated. The
classification has since been updated, a notable adaption is that the 2004 classifica-
tion criteria also regards genetic instability as a factor (Montironi & Lopez-Beltran,
2005).

Concluding

We first propose some solutions to the limitations presented above. First of all, it is
advised to increase the number of tumor samples in the bladder cancer dataset. This
would not only solve the maximum likelihood estimation problem in the smoothed
logistic regression, it would also permit cross–validation through training and test
sets. This in its turn would have limited the amount of models to be fitted compared
to leave–one–out cross–validation, thereby decreasing computation time.

Furthermore, a suggestion for future research is to improve the speed of the L2 fused
algorithm so that its optimal penalty values as indicated by the cross–validated
likelihood can be retrieved for an L2 fused model with a smaller convergence error,
so that the L2 fused lasso can be compared to other classification methods at optimal
penalty values. The same holds for the L1 fused lasso.

For the fused lasso models, we suggest to explore the possibility of increasing the
fused lambda by not taking the value which maximizes the cross–validated like-
lihood, but instead take a larger value within one standard deviation to capture
a cleaner trend by denoising, as suggested by an L1 fused lasso in the R package
genlasso (Tibshirani & Taylor, 2011).

The proposed models could be extended to other types of regression, for example
survival analysis. Also the models could be extended to other high dimensional data
that is ordered, as the quadratic difference penalty is not the most obvious choice
in copy number data. After all, the L1 fused lasso is theoretically a more promising

39



Chapter 5 Discussion

model in the analysis of copy number data, since a copy number profile generally
has equal gains and losses over large regions.
Finally we would suggest to make the smoothing regions smaller, per chromosome
arm or per known cancer related region. As a remaining remark on fitting specific
patterns: constraining a regression with a structured matrix opens doors to a whole
variety of models than can capture trends in data, which leads to a wide amount of
interesting possibilities to further explore.
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A. All Predicted Class Probabilities

№ True Class Ridge Lasso L2 Fused Lasso L1 Fused Lasso Smoothing

1 1 .57 .57 .55 .83 1
2 1 .59 .58 .58 .95 1
3 0 .49 .46 .44 .46 1
4 0 .80 .79 .77 .97 n/a
5 1 .46 .52 .50 .17 .07
6 0 .43 .46 .45 .21 0
7 1 .70 .69 .71 .43 .99
8 0 .52 .53 .51 .30 .57
9 0 .51 .51 .50 .26 .01

10 1 .67 .53 .59 .96 1
11 1 .55 .52 .51 .70 1
12 0 .50 .53 .53 .27 .13
13 0 .52 .53 .53 .31 .03
14 1 .52 .56 .54 .45 .84
15 1 .62 .52 .52 .62 1
16 1 .44 .55 .54 0 0
17 1 .53 .48 .50 .45 1
18 1 .51 .52 .49 .12 .21
19 1 .63 .83 .84 .92 1
20 1 .59 .80 .81 .59 0
21 1 .54 .72 .69 .54 .85
22 1 .56 .55 .48 .47 .92
23 0 .49 .53 .52 .31 .16
24 0 .47 .47 .46 .08 0
25 0 .53 .58 .56 .49 1
26 1 .44 .36 .40 .06 .96
27 1 .80 .87 .90 1 1
28 1 .55 .60 .59 .45 n/a
29 1 .57 .54 .53 .08 n/a
30 1 .68 .58 .66 .75 1
31 1 .45 .53 .51 .24 .96
32 0 .51 .55 .54 .37 .61
33 0 .44 .48 .47 .06 0
34 1 .48 .49 .49 .34 .01
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Appendix A All Predicted Class Probabilities

№ True Class Ridge Lasso L2 Fused Lasso L1 Fused Lasso Smoothing

35 0 .66 .56 .56 1 1
36 1 .53 .54 .54 .13 0
37 1 .75 .53 .52 1 1
38 0 .56 .52 .52 .71 .01
39 0 .53 .54 .54 .40 n/a
40 0 .49 .49 .49 .30 .31
41 1 .57 .60 .63 .62 n/a
42 0 .81 .59 .63 1 n/a
43 1 .62 .60 .59 .84 1
44 1 .60 .59 .60 .85 1
45 0 .49 .48 .48 .02 0
46 0 .52 .50 .51 .60 .43
47 0 .49 .50 .50 .13 0
48 0 .51 .48 .46 .58 n/a
49 1 .56 .51 .49 .03 0
50 0 .70 .88 .87 .98 .05
51 0 .48 .54 .53 .24 .24
52 1 .67 .63 .62 .97 0
53 1 .48 .49 .49 .30 .04
54 0 .70 .59 .60 .99 .97
55 1 .61 .55 .55 .94 1
56 1 .60 .55 .55 .85 1
57 1 .67 .60 .59 .94 1

Table A.1: True class versus predicted class probabilities. True class value 1 corre-
sponds to grade 3, true class value 0 corresponds to the lower grades. Seven probabil-
ities could not be predicted for the smoothing method, and are therefore not available
(n/a).
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