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Abstract

In this thesis we use mathematical models to dimension clouds. We focus
on loss models from the theory of queueing. We use the blocking probabil-
ity in these models as performance measure of a cloud. We consider both
infinite and finite source models as well as single-rate and multi-rate models
for cloud dimensioning based on request blocking probability. These mod-
els enable providers to dimension both public and private clouds as well as
clouds with one customer type and clouds with different customer types. In
addition to surveying existing formulas, we also derive new formulas that
can be used in practice. We also compare the different models and give
recommendations about which model should be used in different cloud sit-
uations. Finally, we give a first quantification of the possible benefits of
intercloud, the cooperation between cloud providers.
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1 Introduction

In this thesis we look from a mathematical point of view to cloud computing.
Which models can we use to describe a cloud and how can these models help
us to make a good trade-off between the quality and the cost? This is not
only interesting for companies who want to host a cloud for the general pub-
lic, but also for companies who want to build their own private cloud. How
many resources do they need to keep the quality that they have without a
cloud?

In this chapter we introduce the upcoming technology cloud computing and
point out the structure of this thesis. We start with a general introduction
about cloud computing and its benefits in Section 1.1. In Section 1.2 we give
an outline of this thesis and explain the perspective from which it is written.
In Section 1.3 we briefly discuss recent literature on cloud computing and
point out the differences with our approach.

1.1 Cloud computing

Cloud computing refers to the model of computing as a utility, just like water
and electricity, where users can have access to vast computational resources
based on their needs [1]. Users – individuals or companies – do not have to
buy their own hardware, but use the resources of a cloud provider. They
only need a screen and an Internet connection to login and get access to their
files or computational power. Without knowing it, many people already use
the cloud, by using Gmail or Dropbox for example.

1.1.1 Definition

In this thesis we use the definition of cloud computing that the National
Institute of Standards and Technology gives [2]:

“Cloud computing is a model for enabling ubiquitous, convenient,
on-demand network access to a shared pool of configurable computing

resources (e.g., networks, servers, storage, applications, and services) that
can be rapidly provisioned and released with minimal management effort or
service provider interaction. This cloud model is composed of five essential

characteristics, three service models, and four deployment models.”

These five essential characteristics, three service models and four deploy-
ment models will be explained below. For more detailed information we
refer to the NIST article.
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Essential characteristics:
To be attractive for users (see Section 1.1.2) the following characteristics are
important.

• On-demand self-service: users can scale resources (increase or de-
crease the amount) without human interaction with the service provider.

• Broad network access: accessible through e.g. mobile phones,
tablets, laptops and workstations.

• Resource pooling: different physical and virtual resources are dy-
namically assigned to different consumers.

• Rapid elasticity: to consumers resources appear to be unlimited and
can be appropriated in any quantity at any time.

• Measured service: resource usage can be monitored, controlled and
reported, providing transparency for both the provider and consumer.

Service models:
There are different levels of service in a cloud. They mainly differ in the
degree to which consumers can adjust the used settings. Depending on the
demands of a user he will choose for one of the three service models.

• Software as a Service (SaaS): consumers can use applications run-
ning on the provider’s cloud infrastructure. Users can access the ap-
plications through a web browser or program interface. They do not
manage or control the underlying cloud infrastructure, operating sys-
tems, storage or deployed applications.

Examples of SaaS are web-based email like Hotmail and Gmail, where
users only have to login to read, send and manage their e-mails in the
cloud.

• Platform as a Service (PaaS): consumers can create, run and host
applications within the framework of the provider. Users still do not
manage or control the underlying cloud infrastructure, operating sys-
tems and storage, but can manage and control the deployed applica-
tions.

Best known example of PaaS is the App Engine [3] from Google which
makes it possible to build and host applications.
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• Infrastructure as a Service (IaaS): consumers can run arbitrary
software (including operating systems and applications) on the cloud
infrastructure of the provider. Users still do not manage or control
the underlying cloud infrastructure but can manage and control the
operating systems, storage and deployed applications.

Examples of IaaS are Simple Storage Service (S3) [4] and Elastic Com-
pute Cloud (EC2) [5] from Amazon, that respectively offer storage and
computational power in the cloud.

Another example that we mentioned in the introduction of this section is
Dropbox. This application makes it possible to store files in the cloud using
a simple web login. Dropbox ia a SaaS provider but in fact makes use of
Amazons S3 and thus is at the same time a IaaS user [6].

Deployment models:
Clouds can also be distinguished by the users they are designed for. Can in
principle everyone get access to a cloud or only a select group? There are
four variants.

• Private cloud: exclusive use by a single organization.

• Community cloud: exclusive use by a specific community of con-
sumers from organizations that have shared concerns.

• Public cloud: open use by the general public.

• Hybrid cloud: composition of two or more distinct cloud infrastruc-
tures (private, community or public).

In this thesis we focus on the two most common deployment models: the
public and the private cloud. The most important difference that we consider
is that public clouds have many more users than private clouds.

1.1.2 Benefits for public cloud users

Using a public cloud can have many benefits. In this section we point out
the most important ones [7].

Scalability
The idea of cloud computing is that you can use what you need at any mo-
ment. The amount of resources that you use can vary easily over time. When
more resources than expected are needed, you easily scale up without wait-
ing for the installation of new hardware. So you don’t have to worry about
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underprovisioning and missing potential customers because your service is
not available. On the other side you can also scale down your resources
when you need less than expected, so overprovisioning (and thereby wasting
money) won’t happen either.

Pay per use
In most cloud computing services a customer only pays for the used re-
sources, so you never pay for resources you don’t need. An additional benefit
of this model is that it doesn’t matter if you use one unit for 20 hours or 20
units for one hour. So your task can be done much quicker for the same cost.

No investments
Another cost-related benefit is that you do not have to invest in advance.
You don’t have to buy lots of hardware (from which you don’t even know
whether you are going to use it) before you even made money from your
business. Especially for small (upcoming) businesses this is a great benefit.

Expertise
Users of cloud computing do not have to hire staff to install and maintain
their hardware. This saves money and all the staff can focus on the core-
business of the company.

1.1.3 Incentives of a public cloud provider

How can a public cloud provider offer all these benefits mentioned in the
previous section to its users, and still make profit himself? One of the rea-
sons has to do with statistical multiplexing, which we will explain here. At
the end of this section we also point out some additional benefits for a cloud
provider.

Statistical multiplexing
In the situations where all consumers have their own datacenters, the av-
erage utilization lies between 5% and 20%. This seems shockingly low, but
is consistent with the observation that for many services the peak workload
exceeds the average by factors of 2 to 10 [7]. Most users choose to provision
on this peak load to prevent underprovisioning on busy times, which leads
to the very low utilization level.

When many consumers share the same resources, as in a cloud environment,
the chance that everyone has his peak at the same moment is negligible. Es-
pecially when users from different continents share resources, peaks due to
day/night-rhythm extinguish. So a cloud provider needs much less resources
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than all the individual peak loads together. The greater the number of users
in a cloud is, the greater this advantage will be. We illustrate this in Figure
1.1-1.3. In Figure 1.1 we show a possible traffic flow from a single consumer
during a day. This consumer would need 2 resource units to handle his traf-
fic. In Figure 1.2 we show the same traffic flow and the traffic flow from a
similar consumer in a different time zone. In the figure can be seen that the
total traffic can be handled with less than 3,5 resource units instead of both
2 resource units.

Figure 1.1: Traffic from one consumer during 24 hours

Figure 1.2: Traffic from two consumers and the total traffic during 24 hours
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In Figure 1.3 we show the results for 10 consumers where the sum of the
peak loads is equal to 28,4. We see that to handle the total traffic only
16 resource units would be enough. The effect of statistical multiplexing is
indeed bigger for this number of consumers and will be even bigger for the
number of consumers in a real cloud.

Figure 1.3: Traffic from ten consumers and the total traffic during 24 hours

Besides the benefits from statistical multiplexing, cloud providers can also
make profit due to the following aspects:

Price advantage
Since a cloud provider operates on a very large scale, he can purchase hard-
ware, network bandwith and power much cheaper than a small, medium or
even big business. People estimate that the price advantage is a factor of 3
to 7 [7].

Geographical location
Cloud computing datacenters can be build at places on the world where
things as labor, electricity, cooling, taxes and property are much cheaper
than where their clients operate.

1.1.4 Benefits of private clouds

The benefits from Section 1.1.2 are not directly applicable to private clouds.
For private clouds the benefit mainly comes from statistical multiplexing.
By performing multiple tasks in one cloud instead of on different servers,
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the required amount of resources can be decreased. Consider this very sim-
ple example: in a company employees work on computers at daytime and
other computers are used for the surveillance of the building at night. If
these tasks are combined in one private cloud the total amount of required
resources will be smaller.

Whether a private cloud is cost-effective depends on the characteristics of
a company and the requirements on their datacenter. The models we will
introduce in this thesis will help to decide which option is the best choice
for a specific company.

1.1.5 Security and privacy

When one reads or talks about cloud computing, a topic that is always
brought up for discussion is the security and privacy of the data in a cloud.
Research shows that this topic is also one of the biggest reasons why chief
information officers (CIOs) are reticent against implementing cloud comput-
ing in their companies [8]. Although this is a very interesting and important
discussion, it’s out of the scope of this thesis.

1.2 Problem description and outline of this thesis

Imagine that you are a cloud provider. First of all you want to deliver a
good service to your users. If their requests are blocked too often, they miss
the feeling of infinitely many resources and go to another provider. But
of course you can not really have infinite many resources. Even a finite
but large amount of resources costs a lot of money. So as a cloud provider
you have to balance between the service you can deliver and the cost you
make on your resources. In this thesis we substantiate this consideration
with mathematical models and hence make a good trade-off possible. While
solving dimensioning issues we will always look from the providers point of
view.

1.2.1 Terminology

To keep this thesis comprehensible we will use consistent terminology. Here
a few nuances are pointed out.

VMs: in this thesis we will always use VMs (virtual machines) as our
resource unit, but this is just one of the possible choices. Other units that
can be used are for example: servers, bytes, CPUs or IFLs. As long as you
are consequent, you can use any quantity as resource unit.
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Customers: in all models we will use the term customers. In private clouds
these customers can represent users from the company itself or applications
that use the cloud.

Blocking: in this thesis an important aspect will be the blocking proba-
bility. In some clouds, especially in private clouds, requests will not really
be blocked if the system is too busy. In these situations a request will be
accepted, which results in an overload of the system. As a consequence
the performance quality decreases or tasks will be finished too late, both of
which are of course undesirable situations. So strictly, the blocking proba-
bility includes not only real blocking, but also other undesirable situations,
which may not occur too often.

1.2.2 Problem description

In general the queueing models that we will use, look as follows: customers
arrive to the cloud and ask for a VM. If a VM is available, the customer will
be accepted, if no VM is available, we assume that the customer is blocked
and will leave: this customer is lost. This kind of models are called loss
models and imply that there is no room for waiting customers. Interesting for
both the provider and the users is the probability that an arriving customer is
blocked. We will calculate this blocking probability for the different models.
But we can also look at it from the other side: if a cloud provider guarantees
a maximum blocking probability, how many VMs does he need? Answering
this last question we call cloud dimensioning.

1.2.3 Outline

Infinite versus finite customer source
In Chapter 2 we introduce some preliminaries about queueing theory and
look at two basic queueing models. We start with a very famous loss model,
where the number of customers is assumed to be infinite. This assumption
is not always realistic, especially in a private cloud where the number of
customers can be small. Therefore we also consider the variant with a fi-
nite number of customers. For both models we will derive a formula for
the blocking probability and calculate the number of required VMs given a
maximum blocking probability.

In Chapter 3 we compare the infinite and finite models from Chapter 2. Is
there a good motivation for the fact that the infinite source model is used
so often? And is this also possible for private clouds? In Chapter 4 we
consider some approximations for the finite source model and their quality.
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Can these approximations make our calculations easier and still give accu-
rate answers? We will conclude with a recommendation on how to calculate
the number of required VMs in a private cloud.

Single- versus multi-rate models
In the models from Chapter 2 we assume that there is only one type of
customers. We call these models single-rate models. In Chapter 5 and 6
we will consider multi-rate models, where different customer types can be
implemented. The main difference between different customer types is the
number of VMs that customers request. The possibility to implement this
is very relevant since one of the benefits mentioned in Section 1.1.2 was the
fact that cloud users can simultaneous make use of multiple resources.

In Chapter 5 we discuss the infinite source variant of the multi-rate model
and in Chapter 6 the finite source variant. In Chapter 7 we will compare
these two models and also compare the multi-rate models with the single-
rate versions. Again we focus on the blocking probabilities and the number
of required VMs to guarantee a certain blocking probability.

Figure 1.4: The four models that we will discuss in this theses

Intercloud
In Chapter 8 we will introduce the term intercloud : the cooperation be-
tween cloud providers. We describe models that enables us to make a first
quantification of the possible benefits of such cooperations.
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1.3 Literature

Queueing models have been used before to model cloud computing environ-
ments. In [9], Xiong and Perros present an approach for studying computer
service performance in cloud computing. Their paper is concerned with a
percentile of the response time that characterizes the statistical response
time. In [10], Khazaei, Misić and Misić describe how the M |G|m model
can be used for performance evaluation of cloud server farms. The model
proves to be a quite accurate computation of the mean number of tasks
in the system, mean response time and higher moments of the response
time distribution. In [11], Khazaei, Misić and Misić use the M |G|m|m + r
model to obtain performance indicators such as mean number of tasks in
the system, blocking probability, probability of immediate service and the
probability distribution of the request response time. Papers [9], [10], [11]
consider models with waiting queues and focus on response times as impor-
tant performance measure. In this thesis we consider loss models without
waiting time and focus on the blocking probability. Another difference with
most literature is the fact that we also consider models for private clouds
and clouds with different customer types.
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2 Mathematical basis for cloud dimensioning

In Chapter 1 we asked ourselves two questions.

• Given the number of VMs and the total load of the cloud, what is the
probability that an arriving customer is blocked?

• Given the total load of the cloud and the maximum blocking proba-
bility that the cloud provider guarantees, what is the minimal number
of VMs that the cloud provider needs?

To be able to answer these questions we will use mathematical models from
the theory of queueing. In this chapter we explain some basic queueing
properties and discuss two well-known models. As explained in Chapter 1
we focus on public and private clouds, which require different models. In
Section 2.1 we summarize soms basic queueing properties. In Section 2.2
we dimension public clouds using the infinite source model. We explain this
model and how it can be used to dimension public clouds. In Section 2.3 we
do the same for private clouds with help of the finite source model.

2.1 Preliminaries

In this section we summarize some basic queueing properties and notation
used in the remaining of this chapter. More detailed information on these
topics can be found in [12].

2.1.1 Kendall’s notation

A commonly used way to describe a queueing model is Kendall’s notation.
This notation has the following form:

A|B|C|K|N

with
A : the arrival process
B : the service time distribution
C : the number of VMs
K : the total number of places in the system
N : the number of customers in the population

Sometimes a shorter notation A|B|C|K or even A|B|C is used. ThenN =∞
or L = N =∞ respectively.
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In particular, the letters A and B specify the classes of the interarrival time
distribution and service time distribution of customers respectively. Com-
monly used are G for general distributions, M for memoryless distributions
and D for deterministic times. For most models memoryless distributions
are assumed. We will explain more about this in Section 2.1.2.

As mentioned in Chapter 1 we assume that customers that find all VMs busy
will leave the system, there is no room for waiting customers. These loss
models can be recognized from the fact that C = K in Kendall’s notation.

2.1.2 Exponential distribution

Interarrival and service times of customers are often assumed to be exponen-
tially distributed. The density and distribution function for an exponential
distribution with parameter α are given by (this distribution is sometimes
also called the negative exponential distribution):

f(t) = P (X = t) = αe−αt, t > 0.

F (t) = P (X ≤ t) = 1− e−αt, t ≥ 0.

Theorem 2.1 The exponential distribution satisfies the memoryless or Marko-
vian property:

P (X > x+ t|X > t) = P (X > x).

Proof

P (X > x+ t|X > t) =
P (X > x+ t)

P (X > t)
=

1− F (x+ t)

1− F (t)

=
e−α(x+t)

e−αt
= e−αx = P (X > x).

�

This property means that the remaining lifetime of X, given that X is still
alive at time t, is again exponentially distributed with the same parameter α.
In fact the exponential distribution is the only continuous distribution with
the memoryless property [13] and therefore often used in queueing models.
From the distribution function we can also derive the expected value of the
exponential distribution. We prove that this value is equal to 1/α in Lemma
2.1.
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Lemma 2.1

E(X) =
1

α
.

Proof

E(X) :=

∫ ∞
0

tf(t)dt =

∫ ∞
0

tαe−αtdt

=
[
−te−αt

]∞
0
−
∫ ∞
0
−e−αtdt

= 0−
[

1

α
e−αt

]∞
0

=
1

α
.

�

If the interarrival times of customers in a queue are exponentially dis-
tributed, we call the arrivals Markov and write an M for the first entry
in Kendall’s notation. It is customary to use parameter λ for the arrival
process: this means that the expected interarrival of customers is 1/λ and
that the expected number of arrivals in a time interval ∆t equals λ∆t. λ is
called the arrival rate of the queue.

If the service times of customers in a queue are exponentially distributed we
write an M for the second entry in Kendall’s notation. It is customary to
use parameter µ for the service times: this means that the expected service
time is 1/µ and that the expected number of customers that can be served
by one VM in a time interval ∆t equals µ∆t. µ is called the service rate of
the queue.

2.1.3 Balance principles

For the models we will use in this thesis, the number of customers in service
will converge to a certain stationary distribution. No matter in which state
the system begins, on the long run it will be in this distribution, which we
will call the equilibrium distribution. To answer the questions from Section
1.2 we need to find this equilibrium distribution for our models. To prove
whether a distribution is indeed the equilibrium distribution we will use bal-
ance equations.

19



Global balance
If a distribution satisfies the following global balance property for each state,
it is the equilibrium distribution [14]:

the probability flow out of a state is equal to
the probability flow into that state.

This property holds for all models, but is sometimes not the easiest way to
prove that a distribution is the equilibrium distribution. For the kind of
models that we will use, also a refined kind of balance holds, which is easier
to use.

Detailed balance
If a distribution satisfies the following detailed balance property for each pair
of states, it is the equilibrium distribution [14]:

the probability flow from state i to state j is equal to
the probability flow from state j to state i.

In Section 2.2.1 we will show that indeed detailed balance is enough to prove
equilibrium and also show how we can use it.

2.1.4 PASTA property

If for a process the following two properties hold, this process is called a
Poisson process.

• The time between two consecutive events is exponentially distributed
with the same parameter.

• All these time intervals are independent.

If the arrival process of a queue is a Poisson process, the PASTA (Poisson
Arrivals See Time Averages) property holds[15]:

the fraction of arriving customers finding the system in some state S is
exactly the same as the fraction of time the system is in state S.

In other words, the distribution observed by arriving customers is equal to
the equilibrium distribution. This property is very useful when we want
to calculate the blocking probability in a model with Poisson arrivals, cf.
Section 2.2. For models with non-Poisson arrivals we use other methods to
derive the blocking probability, cf. Section 2.3.
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2.2 Dimensioning public clouds

In this section we consinder a model for dimensioning public clouds. Since
the number of customers in public clouds like Amazons are very large, we
will use an infinite source model for these clouds. This model is used for
many other applications and also known as the Erlang B model. In this
section we show how it can be used for public cloud dimensioning.

As mentioned in the introduction of this chapter we assume there is only
one customer type and customers who find all VMs busy are lost. Fur-
thermore we assume the interarrival and service times to be exponentially
distributed with parameters λ and µ respectively. This model is called the
infinite source single-rate loss model and is denoted by M |M |C|C. C is the
number of VMs and also the total size of the system.

Figure 2.1: Schematic representation of a public cloud with C VMs

2.2.1 Equilibrium distribution

To find the equilibrium distribution of this model we draw the state diagram
of the queue, which is given in Figure 2.2. Each state is represented by the
number of customers in the system. Since we study a loss model with C
VMs, the possible states of our system are 0, 1, . . . , C.
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Figure 2.2: State diagram for a M |M |C|C queue

We will denote the transition rate from state i to state j by q(i, j). In our
model there are two types of transitions.

• Arrivals
The arrival rate of our system is λ and is independent of the state of
the system. If we are in state n and an arrival occurs we move to state
n+ 1, so the transition rate q(n, n+ 1) is equal to λ.

• Departures
If we are in state n and a customer has finished his service we move to
state n− 1. Since the service rate of each VM is equal to µ and there
are n VMs active in state n, the transition rate q(n, n− 1) is equal to
nµ. In state 0 there are no departures.

Now that we know the transition rates of our model, we can calculate the
equilibrium distribution of our system. Therefore we will use the detailed
balance property from Section 2.1.3, which is stated more mathematically
in Theorem 2.2.

Theorem 2.2 (Detailed balance)

If a distribution p satisfies the following property for all combinations i and
j, then is p the equilibrium distribution:

p(j)q(j, i) = p(i)q(i, j).

Proof
Assume that the property holds for all combinations i and j. Now fix i and
sum over all j: ∑

j 6=i
p(j)q(j, i) =

∑
j 6=i

p(i)q(i, j).

This equality is the global balance property and implies that the total prob-
ability flow into state i is equal to the total probability flow out of state i.
This means that the system is indeed in equilibrium.

�
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The ratio λ/µ we call the load ρ of the system, which we will use in the
equilibrium distribution. It is a measure for the total amount of work that
is arriving in the system per time unit: λ is the mean number of customers
that arrive per time unit and all these customers stay on average 1/µ time
units in the system. The equilibrium distribution of the infinite source model
appears to be dependent on λ and µ only through their ratio ρ = λ/µ. We
will prove this in Theorem 2.3.

Remark 2.1
Often another definition for ρ is used:

ρ =
λ

Cµ
,

this definition gives a better measure for the occupation rate. For our pur-
poses the definition ρ = λ/µ is more useful.

Notation
With p(n;C, ρ) we denote the probability that the system with C VMs and
load ρ is in state n. We will use similar notation for other models.

Theorem 2.3 The equilibrium distribution of a M |M |C|C queue is:

p(n;C, ρ) =
ρn/n!∑C
i=0 ρ

i/i!
.

Proof
To prove that this distribution is the equilibrium distribution, we use de-
tailed balance. For pairs with q(i, j) = q(j, i) = 0 the property is satisfied
since both sides of the detailed balance equation equal 0. In Figure 2.2 we
see that the only transitions rates that are not equal to zero, are transition
rates of the form q(n, n + 1) and q(n + 1, n). So we only have to check the
detailed balance property for pairs n and n+ 1.
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p(n)q(n, n+ 1) =
ρn/n!∑C
i=0 ρ

i/i!
λ

=
ρn/n!∑C
i=0 ρ

i/i!

λ

(n+ 1)µ
(n+ 1)µ

=
ρn/n!∑C
i=0 ρ

i/i!

ρ

(n+ 1)
(n+ 1)µ

=
ρn+1/(n+ 1)!∑C

i=0 ρ
i/i!

(n+ 1)µ

= p(n+ 1)q(n+ 1, n).

�

2.2.2 Blocking probability

In loss systems like the M |M |C|C queue we are often interested in the block-
ing probability : the probability that an arriving customer finds all VMs busy
and leaves. This blocking probability is a measure for the quality that cus-
tomers experience.

In this model the arrivals are Poisson: the interarrival times are independent
and all exponentially distributed with the same parameter λ. This means
that we can use the PASTA property from Section 2.1.4, telling us that
the distribution observed by arriving customers is equal to the equilibrium
distribution. So the blocking probability in this system is equal to the
equilibrium probability that the system is in state C:

B(C, ρ) = p(C;C, ρ) =
ρC/C!∑C
i=0 ρ

i/i!
.

This formula is called the Erlang loss formula or Erlang B formula. In The-
orem 2.4 we prove a recursive formula to calculate this blocking probability
[12]. This formula can be used for large values for ρ or C, when the di-
rect formula above requires too much computational effort. It is also very
quick when we want to calculate the number of required VMs. This will be
illustrated in Section 2.2.3.
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Theorem 2.4

B(C, ρ) =
ρB(C − 1, ρ)

C + ρB(C − 1, ρ)
.

Proof

ρB(C − 1, ρ)

C + ρB(C − 1, ρ)
=

ρ · ρC−1

(C−1)!/
∑C−1

i=0
ρi

i!

C + ρ · ρC−1

(C−1)!/
∑C−1

i=0
ρi

i!

=

ρ
C ·

ρC−1

(C−1)!∑C−1
i=0

ρi

i! + ρ
C ·

ρC−1

(C−1)!

=
ρC

C!∑C−1
i=0

ρi

i! + ρC

C!

=
ρC

C!∑C
i=0

ρi

i!

= B(C, ρ).

�

In Figure 2.3 we show the blocking probability as a function of ρ for dif-
ferent values of C. We see that if ρ increases or C decreases the blocking
probability increases. In Section 2.4 we will prove that these observations
hold in general in Section 2.4.

Figure 2.3: Blocking probability as a function of ρ for different values of C
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2.2.3 Number of required VMs

Now that we know how to calculate the blocking probability for a pub-
lic cloud with C VMs, we can also determine how many VMs we need to
guarantee a certain blocking probability. We can do this as follows.

• Begin with the blocking probability for C = 0: B(0, ρ) = 1.

• Increase the number of VMs by 1 and calculate the new blocking prob-
ability.

• Repeat this until the blocking probability is equal to or lower than the
desired maximum blocking probability.

Since we have to calculate the blocking probability for increasing C to de-
termine the required number of VMs, the recursive formula from Theorem
2.4 is very useful here. In Figure 2.4 we show the number of required VMs
calculated with this approach as a function of the desired maximum blocking
probability for different values of ρ. We see that if the maximum blocking
probability increases, the number of required VMs decreases. We also see
that if the load is lower, we need less VMs to guarantee the same blocking
probability.

Figure 2.4: Number of required VMs as a function of the maximum blocking

probability for different values of ρ
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2.3 Dimensioning private clouds

In this section we consider a model we can use to dimension private clouds.
This model differs from the model described in Section 2.2 with respect
to the number of customers: in this model we assume that the number of
customers is finite. Since the number of customers in a private cloud is in
general much smaller than in a public cloud, this is a logical choice. In
Chapter 3 we will elaborate on the differences between these models.

This finite source single-rate loss model is also known as the Engset model
and is less famous than the Erlang model from Section 2.2. This model is
denoted by M |M |C|C|N , where N is the total number of customers.

Figure 2.5: Schematic representation of a private cloud with C VMs

A consequence of the assumption that the customer source is finite, is that
the arrival rate in the queue becomes dependent on the state of the system.
If there are no customers in the system there are N customers that can
arrive. But if there are already n customers in the system there are only
N−n customers that can arrive. Therefore there is no constant arrival rate,
but we can define the arrival rate per customer λ. Again we assume that
the service rate is equal to µ. Figure 2.6 contains the state diagram of this
model.
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Figure 2.6: State diagram for the M |M |C|C|N queue

• Arrivals:
The transition rate q(n, n+1) for n = 0, . . . , C−1 is equal to (N−n)λ.

• Departures:
The transition rate q(n, n− 1) for n = 1, . . . , C is again equal to nµ.

Note that the meaning of ρ = λ/µ also changes as a result of a different
definition of λ. ρ is not the total amount of arriving work per time unit
anymore, but the amount of work arriving per free customer.

2.3.1 Equilibrium distribution

To prove the equilibrium distribution of the finite source model and other
theorems, we now state a useful lemma.

Lemma 2.2 For N ≥ i respectively N > i the following equalities hold:

a. (
N

i

)
=

(
N

i− 1

)
N − i+ 1

i
,

b. (
N

i

)
=

(
N − 1

i

)
N

N − i
.

Proof

a. (
N

i

)
=

N !

i!(N − i)!
=

N !

(i− 1)!(N − (i− 1))!

N − i+ 1

i
=

(
N

i− 1

)
N − i+ 1

i
.

b. (
N

i

)
=

N !

i!(N − i)!
=

(N − 1)!

i!(N − 1− i)!
N

N − i
=

(
N − 1

i

)
N

N − i
.

�
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Theorem 2.5 The equilibrium distribution of a M |M |C|C|N queue is:

p(n;N,C, ρ) =

(
N
n

)
ρn∑C

i=0

(
N
i

)
ρi
.

Proof
Again we use detailed balance to prove that this distribution is the equilib-
rium distribution. For pairs with q(i, j) = q(j, i) = 0 the property is satisfied
since both sides are 0. In Figure 2.6 we see that the only transitions rates
that are not equal to zero, are transition rates of the form q(n, n + 1) and
q(n+ 1, n). So we only have to check the detailed balance property for pairs
n and n+ 1.

p(n)q(n, n+ 1) =

(
N
n

)
ρn∑C

i=0

(
N
i

)
ρi

(N − n)λ

(∗)
=

(
N
n+1

)
ρn+1∑C

i=0

(
N
i

)
ρi

(n+ 1)λ

ρ

=

(
N
n+1

)
ρn+1∑C

i=0

(
N
i

)
ρi

(n+ 1)µ

= p(n+ 1)q(n+ 1, n).

for the equality with (∗) we use Lemma 2.2 a.

�

2.3.2 Distribution observed by arriving customers

Since the parameter of the interarrival times is not constant but dependent
on the state of the system, the arrival process in this model is not Poisson.
This means that we can not use PASTA and that the distribution that arriv-
ing customers observe could be different than the equilibrium distribution.
In this section we derive the distribution observed by arriving customers in
another way. With this distribution we can calculate the blocking probabil-
ity in the next section.

Notation
With pa(n;N,C, ρ) we denote the probability that an arriving customer
observes n customers in the system.
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Theorem 2.6
pa(n;N,C, ρ) = p(n;N − 1, C, ρ).

Proof
To calculate the probability that an arriving customer observes n customers
in the system we calculate the fraction between the probabilities of two
events. This approach is often used in queueing theory when the arrivals
are not Poisson and therefore PASTA can not be used.

Event 1: a customer arrives in ∆t and observe n customers in the system.
Event 2: a customer arrives in ∆t.

P(event 1) = p(n;N,C, ρ)λ(N − n)∆t

=

(
N
n

)
ρn∑C

j=0

(
N
j

)
ρj
λ(N − n)∆t

(∗)
=

λN∆t∑C
j=0

(
N
j

)
ρj

(
N − 1

n

)
ρn,

P(event 2) =
C∑
i=0

p(i;N,C, ρ)λ(N − i)∆t

=
C∑
i=0

(
N
i

)
ρi∑C

j=0

(
N
j

)
ρj
λ(N − i)∆t

(∗)
=

λN∆t∑C
j=0

(
N
j

)
ρj

C∑
i=1

(
N − 1

i

)
ρi,

for the equalities with (∗) we use Lemma 2.2 b.

Calculating the fraction of these two probabilities gives:

pa(n;N,C, ρ) =
λN∆t/

∑C
j=0

(
N
j

)
ρj ·

(
N−1
n

)
ρn

λN∆t/
∑C

j=0

(
N
j

)
ρj ·

∑C
i=1

(
N−1
i

)
ρi

=

(
N−1
n

)
ρn∑C

i=0

(
N−1
i

)
ρi

= p(n;N − 1, C, ρ).

�

Theorem 2.6 tells us that the distribution that arriving customers observe
is equal to the equilibrium distribution of a system with one customer less.
Intuitively this means that this customers sees the system as if it was a finite
capacity system with one customer less (without himself).
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2.3.3 Blocking probability

Realizing that the blocking probability is the probability that an arriving
customer observes C customers in the system, we can directly derive the
blocking probability from the distribution given in Theorem 2.6:

B(N,C, ρ) = pa(C;N,C, ρ) = p(C;N − 1, C, ρ) =

(
N−1
C

)
ρC∑C

i=0

(
N−1
i

)
ρi
.

Also for the finite source model we have a recursive formula to calculate the
blocking probability [16].

Theorem 2.7

B(N,C, ρ) =
ρ(N − C)B(N,C − 1, ρ)

C + ρ(N − C)B(N,C − 1, ρ)
.

Proof

ρ(N − C)B(N,C − 1, ρ)

C + ρ(N − C)B(N,C − 1, ρ)
=

ρ(N − C) ·
(
N−1
C−1

)
ρC−1/

∑C−1
i=0

(
N−1
i

)
ρi

C + ρ(N − C) ·
(
N−1
C−1

)
ρC−1/

∑C−1
i=0

(
N−1
i

)
ρi

=
ρ(N − C) ·

(
N−1
C−1

)
ρC−1

C ·
∑C−1

i=0

(
N−1
i

)
ρi + ρ(N − C) ·

(
N−1
C−1

)
ρC−1

=
N−C
C ·

(
N−1
C−1

)
ρC∑C−1

i=0

(
N−1
i

)
ρi + N−C

C ·
(
N−1
C−1

)
ρC

(∗)
=

(
N−1
C

)
ρC∑C−1

i=0

(
N−1
i

)
ρi +

(
N−1
C

)
ρC

=

(
N−1
C

)
ρC∑C

i=0

(
N−1
i

)
ρi

= B(N,C, ρ),

for the equality with (∗) we use Lemma 2.2 a.

�

In Figure 2.7 we plot the blocking probability as a function of ρ for differ-
ent combinations of N and C. We see again that if the load increases, the
blocking probability increases. We also see that the blocking probability is
higher for bigger N and/or smaller C.
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Figure 2.7: Blocking probability as a function of ρ for different combinations of

N and C

Figure 2.8: Number of required VMs as a function of the maximum blocking prob-

ability for different combinations of N and ρ
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2.3.4 Number of required VMs

To calculate the number of required VMs in the finite source model, we can
use the same approach as described in Section 2.2.3 for the infinite source
model. In Figure 2.8 we show the results as a function of the maximum
blocking probability for different combinations of N and ρ.

We see again that the number of required VMs decreases when the maxi-
mum blocking probability increases. We also see that we need less VMs to
guarantee the same blocking probability for smaller N or ρ.

2.4 Monotonicity blocking probability

The observations we did for the examples in Figure 2.3 and 2.7 were very
intuitive: if there is more work in the system (bigger ρ or N) or there are
less VMs (smaller C) the blocking probability is higher. In this section we
prove that these properties hold in general. These properties are called the
monotonicity of the blocking probability.

2.4.1 Infinite source model

For the infinite source model we will prove that the blocking probability is
increasing as a function of ρ (Theorem 2.8) and decreasing as a function of
C (Theorem 2.9).

Theorem 2.8 For ρ∗ > ρ the following holds:

B(C, ρ∗) > B(C, ρ).

Proof
Since ρ∗ > ρ we can write ρ∗ = αρ with α > 1.

B(C, ρ∗) = B(C,αρ) =
(αρ)C/C!∑C
i=0(αρ)i/i!

=
αCρC/C!∑C
i=0 α

iρi/i!

>
αCρC/C!

αC
∑C

i=0 ρ
i/i!

=
ρC/C!∑C
i=0 ρ

i/i!
= B(C, ρ),

where the inequality holds because αi < αC for i < C, αi = αC for i = C.

�
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Theorem 2.9
B(C + 1, ρ) > B(C, ρ).

Proof

B(C + 1, ρ) =
ρC+1/(C + 1)!∑C+1

i=0 ρi/i!
=

ρ
C+1 · ρ

C/C!

1 +
∑C+1

i=1
ρ
i · ρi−1/(i− 1)!

=

ρ
C+1 · ρ

C/C!

1 +
∑C

i=0
ρ
i+1 · ρi/i!

<

ρ
C+1 · ρ

C/C!

1 + ρ
C+1

∑C
i=0 ρ

i/i!

<

ρ
C+1 · ρ

C/C!
ρ

C+1

∑C
i=0 ρ

i/i!
=

ρC/C!∑C
i=0 ρ

i/i!
= B(C, ρ),

where the first inequality holds because ρ
i+1 >

ρ
C+1 for i < C, ρ

i+1 = ρ
C+1

for i = C.

�

2.4.2 Finite source model

For the finite source model we will also prove that the blocking probability
is increasing as a function of ρ (Theorem 2.10) and decreasing as a function
of C (Theorem 2.11). We will also prove that the blocking probability is
increasing as a function of N (Theorem 2.12).

Theorem 2.10 For ρ∗ > ρ the following holds:

B(N,C, ρ∗) > B(N,C, ρ).

Proof
This proof is similar to the proof of Theorem 2.8. Again we write ρ∗ = αρ
with α > 1.

B(N,C, ρ∗) = B(N,C, αρ) =

(
N
C

)
(αρ)C∑C

i=0

(
N
i

)
(αρ)i

=
αC
(
N
C

)
ρC∑C

i=0 α
i
(
N
i

)
ρi

>
αC
(
N
C

)
ρC

αC
∑C

i=0

(
N
i

)
ρi

=

(
N
C

)
ρC∑C

i=0

(
N
i

)
ρi

= B(C, ρ),

where the inequality holds because αi < αC for i < C, αi = αC for i = C.

�
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Theorem 2.11
B(N,C + 1, ρ) > B(N,C, ρ).

Proof

B(N,C + 1, ρ) =

(
N
C+1

)
ρC+1∑C+1

i=0

(
N
i

)
ρi

(∗)
=

N−C
C+1 · ρ ·

(
N
C

)
ρC

1 +
∑C+1

i=1
N−i+1

i ρ ·
(
N
i−1
)
ρi−1

=
N−C
C+1 · ρ ·

(
N
C

)
ρC

1 +
∑C

i=0
N−i
i+1 ρ ·

(
N
i

)
ρi

(∗∗)
<

N−C
C+1 · ρ ·

(
N
C

)
ρC

1 + N−C
C+1 ρ

∑C
i=0 ·

(
N
i

)
ρi

<
N−C
C+1 · ρ ·

(
N
C

)
ρC

N−C
C+1 ρ

∑C
i=0 ·

(
N
i

)
ρi

=

(
N
C

)
ρC∑C

i=0

(
N
i

)
ρi

= B(N,C, ρ),

for the equality with (∗) we use Lemma 2.2 a. The inequality with (∗∗)
holds because N−i

i+1 > N−C
C+1 for i < C, N−i

i+1 = N−C
C+1 for i = C.

�

Theorem 2.12
B(N + 1, C, ρ) > B(N,C, ρ).

Proof

B(N + 1, C, ρ) =

(
N+1
C

)
ρC∑C

i=0

(
N+1
i

)
ρi

=
N+1

N+1−C
(
N
C

)
ρC∑C

i=0
N+1
N+1−i

(
N
i

)
ρi

>
N+1

N+1−C
(
N
C

)
ρC

N+1
N+1−C

∑C
i=0

(
N
i

)
ρi

=

(
N
C

)
ρC∑C

i=0

(
N
i

)
ρi

= B(N,C, ρ),

where the inequality holds because N+1
N+1−i <

N+1
N+1−C for i < C, N+1

N+1−i =
N+1

N+1−C for i = C.

�
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2.5 General service times

In our models we assumed both the interarrival and service times to be
exponentially distributed. This assumptions made it possible to calculate
the equilibrium distributions and blocking probabilities. These results are
also correct for general distributions of the service times (where 1/µ is the
mean of the service times) [17]. This property is called the insensitivity for
the service times distribution and means that our results also hold for the
M |G|C|C and M |G|C|C|N queues respectively.

Note that this generalization is not true for the distribution of the interar-
rival times!
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3 Dimensioning private clouds with the infinite
source model

In Chapter 2 we introduced two queueing models: the infinite source loss
model in Section 2.2 and the finite source loss model in Section 2.3. We
stated that the infinite source model can be used to dimension public clouds
and the finite source model for private clouds. In other domains we see
these models as well. Remarkably, often the infinite Erlang model is used
in situations with finite sources, where one would expect the finite Engset
model to be used. Probably this is caused by the fact that the Erlang model
is much more famous.

In this chapter we analyze how much the solutions of the two models differ
for private clouds. Is it indeed possible to use the infinite source model
while we have a finite source? We study how these differences depend on
the parameters of the models. Section 3.1 starts with discussing how the
parameter ρ in the infinite source model should be chosen, if the parameters
N and ρ for the finite source model are known. In Section 3.2 we will check
existing guidelines about when one should use the infinite source model
instead of the finite source model.

3.1 How to choose ρ

In the infinite source model the parameter ρ stands for the total amount of
work that arrives per time unit (see Section 2.2). In the finite source model
the parameter ρ stands for the amount of work each free customer delivers
per time unit (see Section 2.3). To avoid confusion we will denote these
two parameters by ρt (total) and ρu (unit) in this chapter. How should we
choose ρt given a certain ρu and N if we want to compare the two models?
We will discuss two possibilities to which we will refer with ‘standard choice’
and ‘alternative choice’ respectively.

3.1.1 Standard choice for ρt

A logical and commonly used relation is ρt = N · ρu: the total amount of
work is N times the amount of work that one customer generates. Equiv-
alently of course ρu = ρt/N . Using this relationship between ρt and ρu we
can compare the two models.
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Infinite source model

p(n;C, ρt) =
ρnt /n!∑C
i=0 ρ

i
t/i!

.

Finite source model

p(n;N,C, ρu) =

(
N
n

)
ρnu∑C

i=0

(
N
i

)
ρiu
.

To get an idea of the results we draw the probability density functions of the
two models in one figure. We take C = 50, ρt = 30 and for the finite source
model we take different values of N . In Figure 3.1 we see that the bigger
we take N the closer the graph of the finite source model is to the graph of
the infinite source model. We will prove this observation in Theorem 3.1.

Figure 3.1: Probability density functions for the infinite and finite (different val-

ues of N) model with C = 50, ρt = 30, using ρu = ρt/N

Theorem 3.1 For ρu = ρt/N :

lim
N→∞

p(n;N,C, ρu) = p(n;C, ρt).
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Proof

lim
N→∞

p(n;N,C, ρu) = lim
N→∞

(
N
n

)
ρnu∑C

i=0

(
N
i

)
ρiu

= lim
N→∞

N !
n!(N−n)!

(ρt
N

)n∑C
i=0

N !
i!(N−i)!

(ρt
N

)i
= lim

N→∞

N !
(N−n)!Nn ρ

n
t /n!∑C

i=0
N !

(N−i)!N i ρ
i
t/i!

=
ρnt /n!∑C
i=0 ρ

i
t/i!

= p(n;C, ρt).

Where the second last equation holds since:

lim
N→∞

N !

(N − i)!N i
= 1 for i = 1, . . . , C.

�

In Section 3.2 we will see results for other parameters N, ρu and C. First
we consider another possibility to choose ρt.

3.1.2 Alternative choice for ρt

In the finite source model the arriving work per time unit depends on the
number of customers in service (see Figure 2.6) and varies between N · ρu
and (N −C+1)ρu. So our choice ρt = N ·ρu is an overestimate. That is the
reason that in Figure 3.1 the graph of the infinite source model is more to
the right than the graphs of the finite source model. Maybe we can improve
our choice for ρt by taking the average of the arriving work per time unit:

ρt =
N · ρu + (N − C + 1) · ρu

2
= (N − 1

2
(C − 1))ρu,

or equivalent:

ρu =
ρt

N − 1
2(C − 1)

.

Note that this is just the arithmetic mean and not the weighted mean. To
calculate the weighted mean we should know the probability on each state,
which we do not have. So this ρt is still an approximation, but maybe a
better one.

In Figure 3.2 we plot the same probability density functions as in Figure 3.1,
but using the alternative relationship between ρt and ρu now. We see that
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the graphs of the finite source model are now closer to the graph of the infi-
nite source model. So this choice for ρt is indeed a better (less overestimate).

Figure 3.2: Probability density function for the infinite and finite (different values

of N) model with C = 50, ρt = 30, using ρu = ρt/(N − 1
2 (C − 1))

The problem is that to calculate the alternative ρt we need to know C.
When we are calculating the number of required VMs, our goal is to find C
so on forehand we can not calculate the alternative ρt. That is the reason
why we will use the standard choice for ρt in the remaining of this chapter.
If one wants to calculate the blocking probability given a certain C, it is
possible to use the alternative choice for ρt and it will give better results.

3.2 Guidelines from the literature and results

In this section we consider commonly used guidelines about when it is rea-
sonable to use the infinite source model to approximate the finite source
model. The guidelines can be divided in two categories.

• Guidelines that give a bound on the number of customers (N), from
which the infinite source model can be used.

• Guidelines that give a bound on the ratio between the number of
customers and the number of VMs (NC ), from which the infinite source
model can be used.
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Guidelines of the first category mention something like [18]:

“Sources are considered finite if they number less than 100, and infinite if
greater than 100.”

But even when we have more than 100 customers, the differences between
the finite source model and the infinite source model still can be large, espe-
cially for large values of C. To illustrate this we take N = 150 and plot the
blocking probabilities for both models as a function of C in Figure 3.3. For
some values of C the two models show a really significant difference. For
example look at C = 66 where the infinite source model gives a blocking
probability of 36% while the finite source model gives a blocking probability
of only 4%.

Figure 3.3: Blocking probability as a function of the number of VMs for the finite

and infinite source model with N = 150 and ρt = 100

What are the consequences of these differences for the number of required
VMs that the different models give? In Figure 3.4 we show the results for
N = 150 and ρt = 100. For these parameters the differences between the
finite and the infinite model vary between 56% and 65%. This means that
one buys more than 50% too many VMs if one uses the infinite source model
instead of the finite source model. Even if we take the bound for N higher,
there are examples where the two models differ a lot.
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Figure 3.4: Number of required VMs as a function of the maximum blocking prob-

ability for the finite and infinite source model with N = 150 and ρt = 100

The second category of guidelines looks like [19]:

“It [the Engset model ] is used in place of the Erlang B traffic model in
cases where the ratio of the number of sources [customers] to the number

of circuits [VMs] is less than 10.”

Another ratio that is often mentioned is 1 to 8 [18]. In our calculations we
will use the most conservative one: 1 to 10. These guidelines work much
better than the guidelines from the first category. Figure 3.5 shows the
blocking probability for both models. We see that the differences in block-
ing probability still can be relatively high. Figure 3.6 shows the number of
required VMs for both models. We see that for the number of required VMs
the results are much better: the maximum difference is 12% while we used
the same parameters as in Figure 3.5.

Unfortunately a problem with this category of guidelines arises: when we
want to calculate the number of required VMs, we lose grip on the ratio
N : C. On forehand we do not know what our C will be, so we can not
check if the ratio is satisfied or not.
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Figure 3.5: Blocking probability as a function of ρt for the finite and infinite source

model with N = 250 and C = 25

Figure 3.6: Number of required VMs as a function of the maximum blocking prob-

ability for the finite and infinite source model with N = 250 and ρt = 25
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We see that the existing guidelines are not suited for dimensioning private
clouds. Since we saw that the quality of the approximation also depends on
the values of ρu and the maximum blocking probability we would be inter-
ested in a guideline containing N, ρu and our maximum blocking probability
that tells us whether we can use the infinite source model to calculate the
number of required VMs in a private cloud. To get an idea about how this
guideline should look like, we consider the differences between the results
from the finite source model and the infinite source model for different pa-
rameters.

We start with studying the blocking probability for different values of C,N
and ρu in Table 3.1. In each cell there are three values: the blocking prob-
ability calculated with the finite source model, the blocking probability cal-
culated with the infinite source model and the difference between them as a
percentage of the first value.

C = 1

ρu = 0.005 0.01 0.05 0.1 0.5

N = 10 0.043, 0.048 0.083, 0.091 0.310, 0.333 0.474, 0.500 0.818, 0.833

+11% +10% +7% +6% +2%

50 0.197, 0.200 0.329, 0.333 0.710, 0.714 0.831, 0.833 0.961, 0.962

+2% +1% +1% 0% 0%

100 0.331, 0.333 0.497, 0.500 0.832, 0.833 0.908, 0.909 0.980, 0.980

+1% +1% 0% 0% 0%

500 0.714, 0.714 0.833, 0.833 0.961, 0.962 0.980, 0.980 0.996, 0.996

0% 0% 0% 0% 0%

1000 0.833, 0.833 0.909, 0.909 0.980, 0.980 0.990, 0.990 0.998, 0.998

0% 0% 0% 0% 0%

Table 3.1a: Differences between the blocking probability calculated by the finite

source model and the infinite source model for 1 VM
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C = 5

ρu = 0.005 0.01 0.05 0.1 0.5

N = 10 0.000, 0.000 0.000, 0.000 0.000, 0.000 0.001, 0.003 0.107, 0.285

+558% +555% +522% +474% +166%

50 0.000, 0.000 0.000, 0.000 0.056, 0.070 0.250, 0.285 0.790, 0.809

+36% +35% +24% +14% +2%

100 0.000, 0.000 0.003, 0.003 0.267, 0.285 0.547, 0.564 0.897, 0.902

+16% +15% +7% +3% +1%

500 0.068, 0.070 0.281, 0.28 5 0.807, 0.809 0.901, 0.902 0.980, 0.980

+2% +1% 0% 0% 0%

1000 0.283, 0.285 0.562, 0.564 0.902, 0.902 0.950, 0.951 0.990, 0.990

+1% 0% 0% 0% 0%

Table 3.1b: Differences between the blocking probability calculated by the finite

source model and the infinite source model for 5 VMs

C = 10

ρu = 0.005 0.01 0.05 0.1 0.5

N = 10 0.000, 0.000 0.000, 0.000 0.000, 0.000 0.000, 0.000 0.000, 0.018

- - - - -

50 0.000, 0.000 0.000, 0.000 0.000, 0.000 0.008, 0.018 0.544, 0.622

+226% +223% +194% +138% +14%

100 0.000, 0.000 0.000, 0.000 0.012, 0.018 0.175, 0.215 0.784, 0.805

+76% +74% +50% +23% +3%

500 0.000, 0.000 0.017, 0.018 0.616, 0.622 0.801, 0.805 0.959, 0.960

+10% +8% +1% +0% +0%

1000 0.018, 0.018 0.211, 0.215 0.803, 0.805 0.900, 0.901 0.980, 0.980

+4% +2% 0% 0% 0%

Table 3.1c: Differences between the blocking probability calculated by the finite

source model and the infinite source model for 10 VMs
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C = 15

ρu = 0.005 0.01 0.05 0.1 0.5

N = 10 0.000, 0.000 0.000, 0.000 0.000, 0.000 0.000, 0.000 0.000, 0.000

- - - - -

50 0.000, 0.000 0.000, 0.000 0.000, 0.000 0.000, 0.000 0.278, 0.444

+1373% +1363% +1228% +965% +60%

100 0.000, 0.000 0.000, 0.000 0.000, 0.000 0.017, 0.036 0.660, 0.708

+253% +250% +200% +109% +7%

500 0.000, 0.000 0.000, 0.000 0.430, 0.444 0.699, 0.708 0.938, 0.940

+26% +23% +3% +1% 0%

1000 0.000, 0.000 0.034, 0.036 0.704, 0.708 0.850, 0.852 0.970, 0.970

+11% +7% +1% 0% 0%

Table 3.1d: Differences between the blocking probability calculated by the finite

source model and the infinite source model for 15 VMs

Observations:

• For all parameters the infinite source model is overestimating the
blocking probability or the two values of the blocking probability are
equal. This is caused by the fact that the ρt that we put into the
infinite source model, is an overestimate of the total amount of traffic
that is arriving in the finite source model.

• As we expected the differences are smaller for larger values of N .

• As we expected the differences are smaller for smaller values of C,
since the ratio N : C is bigger.

• The fact that the differences are smaller for bigger values of ρu can
probably mainly be explained by the fact that for bigger ρu the block-
ing probability is bigger, so differences will be relatively smaller.

Now we consider the results for calculating the number of required VMs in
Table 3.2. Again there are three values in each cell: the number of required
VMs calculated by the finite source model, the number of required VMs
calculated by the infinite source model and the difference between these as
a percentage of the first number.
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blocking probability = 0.0001

ρu = 0.005 0.01 0.05 0.1 0.5

N = 10 3, 3 3, 4 5, 6 6, 7 9, 16

0% +33% +20% +17% + 78%

50 5, 5 6, 6 10, 11 14, 16 30, 45

0% 0% +10% +14% +50%

100 6, 6 7, 7 15, 16 22, 24 51, 77

0% 0% +7% +9% +51%

500 11, 11 16, 16 43, 45 70, 77 204, 304

0% 0% +5% +10% +49%

1000 16, 16 24, 24 74, 77 124, 137 384, 574

0% 0% +4% +10% +49%

Table 3.2a: Differences between the number of required VMs calculated by the

finite source model and the infinite source model for a blocking probability of 0,01%

blocking probability = 0.001

ρu = 0.005 0.01 0.05 0.1 0.5

N = 10 2, 3 3, 3 4, 5 5, 6 8, 14

+50% 0% +25% +20% +75%

50 4, 4 5, 5 9 , 9 12, 14 27, 41

0% 0% 0% +17% +52%

100 5, 5 6, 6 13, 14 19, 21 48, 71

0% 0% +8% +11% +48%

500 9, 9 14, 14 39, 41 65, 71 195, 291

0% 0% +5% +9% +49%

1000 14, 14 21, 21 68, 71 117, 128 372, 555

0% 0% +4% +9% +49%

Table 3.2b: Differences between the number of required VMs calculated by the

finite source model and the infinite source model for a blocking probability of 0,1%
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blocking probability = 0.01

ρu = 0.005 0.01 0.05 0.1 0.5

N = 10 2, 2 2, 2 3, 4 4, 5 7, 11

0% 0% +33% +25% +57%

50 3, 3 4, 4 7, 7 10, 11 24, 36

0% 0% 0% +10% +50%

100 4, 4 5, 5 11, 11 16, 18 43, 64

0% 0% 0% +13% +49%

500 7, 7 11, 11 34, 36 58, 64 184, 273

0% 0% +6% +10% +48%

1000 11, 11 18, 18 61, 64 107, 117 355, 527

0% 0% +5% +9% +48%

Table 3.2c: Differences between the number of required VMs calculated by the

finite source model and the infinite source model for a blocking probability of 1%

blocking probability = 0.1

ρu = 0.005 0.01 0.05 0.1 0.5

N = 10 1, 1 1, 1 2, 2 3, 3 6, 8

0% 0% 0% 0% +33%

50 2, 2 2, 2 5, 5 7, 8 20, 28

0% 0% 0% +14% +40%

100 2,2 3, 3 8, 8 12, 13 36, 51

0% 0% 0% +8% +42%

500 5, 5 8, 8 26, 28 47, 51 162, 233

0% 0% +8% +9% +44%

1000 8, 8 13, 13 49, 51 89, 97 318, 458

0% 0% +4% +9% +44%

Table 3.2d: Differences between the number of required VMs calculated by the

finite source model and the infinite source model for a blocking probability of 10%
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Observations:

• The number of required VMs calculated by the infinite source model
is always bigger than or equal to the number calculated by the finite
source model. This is not surprising since the blocking probability
is always overestimated by the infinite source model. A benefit of
this guarantee is that you are always ‘on the safe side’: if you use
the infinite source model you will always have enough VMs. A big
disadvantage is that the cost are higher than necessary.

• The influence of N is much less than in Table 3.1. This is due to the
fact that C is not fixed anymore, so the ratio N : C is not by definition
bigger for bigger N .

• The differences are a little bit smaller for a bigger blocking probability.

• The most important influence comes from ρu. For big values of ρu
the differences between the two models are much bigger. This can be
explained by the fact that for a bigger value of ρu the same number
of customers need more VMs to reach a certain blocking probability.
This means that for bigger values of ρu the ratio N : C will be smaller
and thereby the infinite source model is a worse approximation.

3.3 Conclusions

We saw that the infinite source model always overestimates the finite source
model. If your most important goal is satisfying the desired blocking prob-
ability and the cost are less important, the use of the infinite source model
gives the assurance that you are on ‘the safe side’. But in most situations
the cost will also be important, and will be higher than necessary if one uses
the infinite source model.

We showed that the commonly used guidelines give no guarantees. The
guidelines containing both N and C are better than the guidelines contain-
ing only N , but not applicable when we want to determine the number of
required VMs. In that case the value of ρu is the most important factor in
the quality of the approximation: for small values of ρu the infinite source
model deviates less from the finite source model.

We strongly recommend to use the finite source model to dimension private
clouds, especially since the calculations in the finite source model are not
significantly harder than the calculations in the infinite source model. We
think that the fact that the infinite source model is often used to dimension
finite sources is mainly due to the unfamiliarity with the finite source model.
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4 Approximations and recommendations for pri-
vate clouds

In Chapter 3 we saw that for most private clouds the infinite source model
does not give very good results. In this chapter we study other approxima-
tions for the finite source model that are used in other domains. We analyze
the quality of these approximations, how much they reduce the complexity
of our calculations and whether they can be implemented to dimension pri-
vate clouds.

To approximate the finite source model we use the binomial distribution in
Section 4.1 and the normal distribution in Section 4.2. In fact we will find
an exact solution in Section 4.1.2, which is in practice much easier than the
formula from Section 2.3.

To get a good overview of the results, we apply all approximations (including
the infinite source model from Chapter 3) to a real-life example in Section
4.3. We conclude this chapter with a recommendation in Section 4.4 about
how one should calculate the number of required VMs in a private cloud,
using both an approximation and the exact formula from Section 4.1.2.

4.1 Using the binomial distribution

In this section we use the binomial distribution to calculate the blocking
probability in the finite source model. Therefore we interpret the finite
source model in the following way: we have N customers and every cus-
tomer is a certain fraction of time in service, we call this fraction p. This
interpretation leads us to the simple binomial model with N trials and suc-
cess probability p. We call this the simple binomial model because we will
also see another version later in this section.

Finite source model

p(n;N,C, ρu) =

(
N
n

)
ρnu∑C

i=0

(
N
i

)
ρiu
.

Simple binomial model

b(n;N, p) =

(
N

n

)
pn(1− p)N−n.
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We see that in the finite source model the probabilities depend on ρu and
in the simple binomial model the probabilities depend on p. Before we can
compare the models, we have to find a relationship between these two pa-
rameters.

In the binomial model, each customer is a fraction p of time in service. In
the finite source model, a service takes on average 1/µ time units and after
finishing his service a customer is on average 1/λu time units not in service.
So the fraction of time that a customer is in service is equal to:

1/µ

1/µ+ 1/λu
=

λu/µ

λu/µ+ 1
=

ρu
ρu + 1

.

So to compare the two models we must use the following relationship:

p =
ρu

ρu + 1
⇔ ρu =

p

1− p
.

4.1.1 N = C

The biggest difference between the two models is that in the simple binomial
model there is no blocking. In the simple binomial model there can be more
than C customers in the system, something that will never happen in the
finite source model we described in Section 2.3. For this reason we start the
comparison between the two models for the case N = C, in that way we
avoid the influence of blocking in the finite source model.

Theorem 4.1 For N = C and p = ρu
ρu+1 ⇔ ρu = p

1−p the probability
distributions of the finite source model and simple binomial model are equal.

Proof

b(n;N, p) =

(
N

n

)
pn(1− p)N−n =

(
N

n

)(
p

1− p

)n
(1− p)N

=

(
N

n

)
ρnu

(
1

ρu + 1

)N
=

(
N

n

)
ρnu

1

(ρu + 1)N

=

(
N

n

)
ρnu

1∑N
i=0

(
N
i

)
ρiu · 1N−i

=

(
N
n

)
ρnu∑N

i=0

(
N
i

)
ρiu

= p(n;N,C, ρu).

�
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So when the number of VMs is equal to the number of customers, the two
distributions are equal. This means that we can calculate the blocking prob-
ability of the finite source model using the formula for the simple binomial
model. Minor detail is that there is no blocking at all in this situation,
there is a VM for every customer. In practice the number of customers is
typically bigger than the number of available VMs. In the next section we
will investigate this more interesting situation.

4.1.2 N > C

As we discussed at the beginning of this section the biggest difference be-
tween the finite source model and the simple binomial model is the (lack
of) blocking. We can obviate this difference by using the truncated bino-
mial model instead of the simple binomial model. In the truncated binomial
model we eliminate all the states above a certain boundary and take the sum
over all the probabilities up to that boundary as the normalization constant.

Truncated binomial model

b(n;N,C, p) =


b(n;N,p)∑C
i=0 b(i;N,p)

for n ≤ C,

0 for n > C.

Theorem 4.2 For N > C and p = ρu
ρu+1 ⇔ ρu = p

1−p the probability
distributions of the finite source model and the truncated binomial model are
equal.

Proof

b(n;N,C, p) =
b(n;N, p)∑C
i=0 b(i;N, p)

=

(
N
n

)
pn(1− p)N−n∑C

i=0

(
N
i

)
pi(1− p)N−i

=

(
N
n

) ( p
1−p

)n
(1− p)N∑C

i=0

(
N
i

) ( p
1−p

)i
(1− p)N

=

(
N
n

)
ρnu∑C

i=0

(
N
i

)
ρiu

= p(n;N,C, ρu).

�
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The part of the formula of the truncated binomial model that looks difficult
is the denominator, but this is an often used function, namely the cumu-
lative distribution function of the binomial distribution. This function is
implemented in mathematical programs like Excel, Matlab or even simple
high school calculators. With this function (mostly denoted by binomcdf or
something comparable) and the probability density function of the binomial
distribution (mostly denoted by binompdf or something comparable) we can
now easily calculate probabilities in the finite source model.

The probability we are interested in most is of course the blocking proba-
bility. While calculating this probability we have to think of Theorem 2.6
which tells us that the blocking probability in the finite source model is
equal to p(C;N − 1, C, ρu). Combining this with Theorem 4.2 gives us a
very easy and exact formula for the blocking probability in the finite source
model, given in Corollary 4.1.

Corollary 4.1 The blocking probability in the finite source model is:

B(N,C, ρu) =
binompdf(C,N − 1, ρu

1+ρu
)

binomcdf(C,N − 1, ρu
1+ρu

)
.

Using this formula instead of the formulas from Section 2.3 is much easier
since we do not have to calculate the normalization constant from Theorem
2.5 (C + 1 calculations) or perform the recursion from Theorem 2.7 (C + 1
iterations). Excel can execute the binomial functions for values of N up to
2.147.483.646, which is certainly sufficient for private clouds.

4.1.3 Simple versus truncated

Since the simple binomial model is much better known than the truncated
binomial model, sometimes just the simple version is used to approximate
the finite source model. In this section we consider the divergence that arises
due to this choice. The blocking probability in the simple binomial model
is calculated in the following way: the probability that there are more than
C customers in the system given N customers and an ‘in service fraction’ p.

B(N,C, p) =
N∑

n=C+1

b(n;N, p) = 1−
C∑
n=0

b(n;N, p).

with b(n;N, p) the simple binomial distribution as stated at the beginning
of Section 4.1.
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An obvious error occurs for C = 0 and p < 1: of course the blocking proba-
bility in the finite source model is equal to 1 in this case. But in the simple
binomial model the blocking probability is smaller than 1, since there is also
a positive probability that there are 0 customers in the system.

Since the case C = 0 is not very interesting, we now consider the results for
other parameters. To be able to compare the results with the results of the
other models, we use the same parameters N and ρu. Therefore we use the
relationship derived before:

ρu =
p

1− p
,

ρt = N · ρu =
Np

1− p
.

Figure 4.1: Blocking probability as a function of ρt for the finite source model

and the simple binomial model with N = 250 and C = 25

In Figure 4.1 we see that for some values of ρt the simple binomial model
gives a much bigger blocking probability than the finite source model. In
Table 4.1 we show results for different parameters. The three values in
each cell are the blocking probability calculated by the finite source model,
the blocking probability calculated by the simple binomial model and the
difference between these as a percentage of the first value.
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C = 1

ρu = 0.005 0.01 0.05 0.1 0.5

N = 10 0.043, 0.001 0.083, 0.004 0.310, 0.079 0.474, 0.229 0.818, 0.896

−97% −95% −75% −52% +10%

50 0.197, 0.026 0.329, 0.088 0.710, 0.695 0.831, 0.949 0.961, 1.000

−87% −73% −2% +14% +4%

100 0.331, 0.089 0.497, 0.261 0.832, 0.954 0.908, 0.999 0.980, 1.000

−73% −48% +15% +10% +2%

500 0.714, 0.711 0.833, 0.959 0.961, 1.000 0.980, 1.000 0.996, 1.000

0% +15% +4% +2% 0%

1000 0.833, 0.959 0.909, 0.999 0.980, 1.000 0.990, 1.000 0.998, 1.000

+15% +10% +2% +1% 0%

Table 4.1a: Differences between the blocking probability calculated by the finite

source model and the simple binomial model for 1 VM

C = 5

ρu = 0.005 0.01 0.05 0.1 0.5

N = 10 0.000, 0.000 0.000, 0.000 0.000, 0.000 0.001, 0.000 0.107, 0.077

−99% −98% −92% −84% −28%

50 0.000, 0.000 0.000, 0.000 0.056, 0.031 0.250, 0.301 0.790, 1.000

−96% −91% −45% +20% +27%

100 0.000, 0.000 0.003, 0.001 0.267, 0.341 0.547, 0.901 0.897, 1.000

−91% −81% +28% +65% +11%

500 0.068, 0.041 0.281, 0.375 0.807, 1.000 0.901, 1.000 0.980, 1.000

−40% +33% +24% +11% +2%

1000 0.283, 0.380 0.562, 0.930 0.902, 1.000 0.950, 1.000 0.990, 1.000

+34% +65% +11% +5% +1%

Table 4.1b: Differences between the blocking probability calculated by the finite

source model and the simple binomial model for 5 VMs
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C = 10

ρu = 0.005 0.01 0.05 0.1 0.5

N = 10 0.000, 0.000 0.000, 0.000 0.000, 0.000 0.000, 0.000 0.000, 0.000

- - - - -

50 0.000, 0.000 0.000, 0.000 0.000, 0.000 0.008, 0.005 0.544, 0.972

−100% −95% −74% −40% +79%

100 0.000, 0.000 0.000, 0.000 0.012, 0.008 0.175, 0.299 0.784, 1.000

−95% −90% −33% +71% +28%

500 0.000, 0.000 0.017, 0.012 0.616, 0.999 0.801, 1.000 0.959, 1.000

−72% −27% +62% +25% +4%

1000 0.018, 0.013 0.211, 0.405 0.803, 1.000 0.900, 1.000 0.980, 1.000

−26% +92% +25% +11% +2%

Table 4.1c: Differences between the blocking probability calculated by the finite

source model and the simple binomial model for 10 VMs

C = 15

ρu = 0.005 0.01 0.05 0.1 0.5

N = 10 0.000, 0.000 0.000, 0.000 0.000, 0.000 0.000, 0.000 0.000, 0.000

- - - - -

50 0.000, 0.000 0.000, 0.000 0.000, 0.000 0.000, 0.000 0.278, 0.631

−100% −100% −83% −65% +127%

100 0.000, 0.000 0.000, 0.000 0.000, 0.000 0.017, 0.018 0.660, 1.000

−100% −94% −61% +5% +51%

500 0.000, 0.000 0.000, 0.000 0.430, 0.966 0.699, 1.000 0.938, 1.000

−82% −57% +125% +43% +7%

1000 0.000, 0.000 0.034, 0.045 0.704, 1.000 0.850, 1.000 0.970, 1.000

−57% +30% +42% +18% +3%

Table 4.1d: Differences between the blocking probability calculated by the finite

source model and the simple binomial model for 15 VMs
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Observations:

• For some parameters the simple binomial model underestimates the
blocking probability of the finite source model and for other parameters
it overestimates it. This uncertainty makes this approximation not
very reliable.

• For small values of N the simple binomial model tends to underes-
timate the blocking probability and for large values of N it tends to
overestimate it.

• For small values of ρu the simple binomial model tends to underes-
timate the blocking probability and for large values ρu it tends to
overestimate it.

• For larger values of C the blocking probability is more often underes-
timated and the overestimates are larger.

In general we can say that blocking probabilities that are smaller than 10%
in the finite source model are underestimated by the simple binomial model.
There are a few exceptions, for example look at C = 15, N = 100 and
ρu = 0.1 where a blocking probability of 0.017 is overestimated by the sim-
ple binomial model. We must be aware that the small blocking probabilities
that we are interested in are likely to be underestimated by the simple bi-
nomial model. Now consider the consequences for the number of required
VMs in Figure 4.2 and Table 4.2.

Figure 4.2: Number of required VMs as a function of ρt for the finite source model

and the simple binomial model with N = 250 and blocking probability 1%
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blocking probability = 0.0001

ρu = 0.005 0.01 0.05 0.1 0.5

N = 10 3, 2 3, 3 5, 4 6, 6 9, 10

−33% 0% −20% 0% +11%

50 5, 4 6, 5 10, 10 14, 14 30, 38

−20% −17% 0% 0% +27%

100 6, 5 7, 6 15, 15 22, 23 51, 68

−17% −14% 0% +5% +33%

500 11, 10 16, 15 43, 45 70, 77 204, 291

−9% −6% +5% +10% +43%

1000 16, 15 24, 24 74, 77 124, 137 384, 559

−6% 0% +4% +10% +46%

Table 4.2a: Differences between the number of required VMs calculated by the fi-

nite source model and the simple binomial model for a blocking probability of 0,01%

blocking probability = 0.001

ρu = 0.005 0.01 0.05 0.1 0.5

N = 10 2, 2 3, 2 4, 4 5, 5 8, 9

0% −33% 0% 0% +13%

50 4, 3 5, 4 9, 8 12, 13 27, 36

−25% −20% −11% +8% +33%

100 5, 4 6, 5 13, 13 19, 20 48, 65

−20% −17% 0% +5% +35%

500 9, 9 14, 13 39, 41 65, 72 195, 285

0% −7% +5% +11% +46%

1000 14, 13 21, 21 68, 73 117, 131 372, 549

−7% 0% +7% +12% +48%

Table 4.2b: Differences between the number of required VMs calculated by the

finite source model and the simple binomial model for a blocking probability of 0,1%
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blocking probability = 0.01

ρu = 0.005 0.01 0.05 0.1 0.5

N = 10 2, 1 2, 1 3, 3 4, 4 7, 9

−50% −50% 0% 0% +29%

50 3, 2 4, 3 7, 7 10, 10 24, 33

−33% −25% 0% 0% +38%

100 4, 3 5, 4 11, 11 16, 18 43, 62

−25% −20% 0% +13% +44%

500 7, 7 11, 11 34, 37 58, 66 184, 276

0% 0% +9% +14% +50%

1000 11, 11 18, 18 61, 67 107, 123 355, 537

0% 0% +10% +15% +51%

Table 4.2c: Differences between the number of required VMs calculated by the

finite source model and the simple binomial model for a blocking probability of 1%

blocking probability = 0.1

ρu = 0.005 0.01 0.05 0.1 0.5

N = 10 1, 0 1, 0 2, 1 3, 2 6, 7

−100% −100% −50% −33% +17%

50 2, 1 2, 1 5, 5 7, 8 20, 30

−50% −50% 0% +14% +50%

100 2, 1 3, 2 8, 8 12, 14 36, 56

−50% −33% 0% +17% +56%

500 5, 5 8, 8 26, 31 47, 59 162, 264

0% 0% +19% +26% +63%

1000 8, 8 13, 14 49, 59 89, 112 318, 520

0% +8% +20% +26% +64%

Table 4.2d: Differences between the number of required VMs calculated by the

finite source model and the simple binomial model for a blocking probability of 10%
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Observations:

• Again we see both under- and overestimates. As seen before an over-
estimate is save but expensive. An underestimate gives lower cost but
results in a higher blocking probability than desired. The fact that
you do not know on which side you will be with the simple binomial
model, is a very big drawback of this approximation.

• We see more underestimates for small values of N and small values of
ρu and we see more overestimates for large values of N and ρu.

• The maximum blocking probability is not very important in predicting
whether the simple binomial model is going to under- or overestimate
the number of required VMs. We do see that for a higher blocking
probability the absolute value of the percentages are bigger. Probably
this is mainly due to the fact that for a higher blocking probability less
VMs are required, so the same deviation gives a bigger percentage.

We conclude that it is difficult to predict whether the simple binomial model
gives a higher or lower number of VMs than required, it really depends on the
combination of N and ρu and is also a little bit influenced by the maximum
blocking probability.

4.2 Using the normal distribution

In Figures 3.1 and 3.2 we saw that the shape of the finite source model look
likes the shape of a normal distribution. Indeed this distribution is some-
times proposed to approximate the finite source model. For example the
normal distribution is used in [20] to determine a so called ‘wortelformule’.
With this formula one can directly calculate the number of required VMs
given a maximum blocking probability.

It is a very easy and quick way to approximate the number of VMs that
is required in a private cloud, but how good is this approximation? In this
section we derive the formula and check the quality of the approximation for
parameters of a private cloud. A disadvantage of these approximations is
that it uses the simple binomial model as a starting point. In Section 4.2.3
we will see what this means for the quality of these approximations.
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4.2.1 Derivation µ and σ

To determine the µ and σ for our approximations, we use the formulas of
the simple binomial model (which is already an approximation of the finite
source model):

µ = E[X] =
N∑
k=0

k
N !

k!(N − k)!
pk(1− p)N−k

= Np
N ′∑
k′=0

(N ′)!

(k′)!(N ′ − k′)!
pk
′
(1− p)N ′−k′ = Np,

where k′ = k − 1 and N ′ = N − 1.

σ2 = E[X2]− (E[X])2 = E[X(X − 1)] + E[X]− (E[X])2

= N(N − 1)p2 +Np− (Np)2 = Np(1− p),
where E[X(X − 1)] is obtained in the same way as E[X].

σ =
√
Np(1− p).

4.2.2 The ‘wortelformule’

To derive the ‘wortelformule’ we first consider the standard normal distri-
bution (µ = 0, σ = 1) with probability density function:

f(x) =
1√
2π
e−x

2/2.

The formula for the blocking probability for a certain bound x is:

P(X > x) =

∫ ∞
x

1√
2π
e−t

2/2 dt.

Unfortunately we can not solve this integral exactly, but since t ∈ [x,∞)
we know that t

x ≥ 1 and we can approximate the blocking probability as
follows:

P(X > x) ≤
∫ ∞
x

t

x

1√
2π
e−t

2/2 dt =

[
− 1

x
√

2π
e−t

2/2

]∞
t=x

=
1

x
√

2π
e−x

2/2 ≤ 1√
2π
e−x

2/2.

The last inequality is only true if we assume that x ≥ 1. This is equivalent to
assuming that the maximum blocking probability that we desire is smaller
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or equal to 1/(1 ∗
√

2π)e−1
2/2 ≈ 0, 242 ≈ 24%. Since we are in general in-

terested in small blocking probabilities when we dimension a cloud, this is
a very reasonable assumption.

If we want the blocking probability to be smaller or equal to a certain value
ε, we need to find an x for which the following inequality holds:

P (X > x) ≤ 1√
2π
e−x

2/2 ≤ ε.

If we solve the equality ε = 1√
2π
e−x

2/2 we get:

ln(ε) = ln(1/
√

2π)− x2

2
⇒ x =

√
−2 ln(ε)− ln(2π).

So if we take the number of VMs at least
√

(−2 ln(ε)− ln(2π)) the blocking
probability is always smaller or equal to ε. Note that the result of this for-
mula can be a non-integer, to ensure enough VMs, round this value to the
first integer above.

Now we only need to adjust our formula from the standard normal dis-
tribution to our normal distribution with µ = Np and σ =

√
Np(1− p).

Therefore we use the following relationship:

if Z ∼ N(0, 1) then X = µ+ σZ ∼ N(µ, σ2).

This allows to conclude that to guarantee a maximum blocking probabil-
ity that is smaller or equal to ε the minimum number of required VMs is
approximated by the following formula:

x = µ+ σ
√
−2 ln(ε)− ln(2π)

= Np+
√
Np(1− p)

√
−2 ln(ε)− ln(2π).

Remark 4.1
Note that all the approximations of the normal distribution, blocking prob-
ability or number of required VMs made in this section are overestimates.
Unfortunately we do not know whether the normal approximation of the bi-
nomial model is an under- or overestimate and we do not know whether the
simple binomial model where we started with is an under- or overestimate
of the finite source model. So the ‘wortelformule’ is not guaranteed to be an
overestimate. In the following section we will consider some results to see
this.
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4.2.3 Results

Which results give these approximations in comparison with the results of
the finite source model? First we consider the blocking probability calculated
with the finite source model and calculated with the normal distribution,
given a number of customers and a number of VMs . Figure 4.3 shows the
results for N = 100 and C = 10.

Figure 4.3: Blocking probability as a function of p for N = 100 and C = 10

In Figure 4.3 we see that for some values of p the normal distribution gives a
smaller blocking probability and for some values of p it gives a much larger
blocking probability than the finite source model. This graph shows the
results for just one combination of N and C, to get a more general idea
we show the results for different parameters in Table 4.3. The three values
in each cell are: the blocking probability calculated by the finite source
model, the blocking probability calculated by the normal distribution and
the difference between them as a percentage of the first value. To be able to
compare the results with the results of the other models, we use the same
values of ρu. With these values of ρu we calculated the values of p that we
need with the formula from Section 4.1: p = ρu/(ρu + 1).
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C = 1

ρu = 0.005 0.01 0.05 0.1 0.5

N = 10 0.043, 0.000 0.083, 0.000 0.310, 0.064 0.474, 0.258 0.818, 0.891

−100% −100% −79% −46% +9%

50 0.197, 0.006 0.329, 0.076 0.710, 0.721 0.831, 0.933 0.961, 1.000

−97% −77% +1% +12% +4%

100 0.331, 0.077 0.497, 0.303 0.832, 0.937 0.908, 0.996 0.980, 1.000

−77% −39% +13% +10% +2%

500 0.714, 0.735 0.833, 0.940 0.961, 1.000 0.980, 1.000 0.996, 1.000

+3% +13% +4% +2% 0%

1000 0.833, 0.941 0.909, 0.996 0.980, 1.000 0.990, 1.000 0.998, 1.000

+13% +10% +2% +1% 0%

Table 4.3a: Differences between the blocking probability calculated by the finite

source model and the normal distribution for 1 VM

C = 5

ρu = 0.005 0.01 0.05 0.1 0.5

N = 10 0.000, 0.000 0.000, 0.000 0.000, 0.000 0.001, 0.000 0.107 0.073

−100% −100% −100% −100% −32%

50 0.000, 0.000 0.000, 0.000 0.056, 0.019 0.250, 0.319 0.790, 1.000

−100% −100% −66% +28% +27%

100 0.000, 0.000 0.003, 0.000 0.267, 0.364 0.547, 0.894 0.897, 1.000

−100% −100% +36% +64% +11%

500 0.068, 0.028 0.281, 0.402 0.807, 1.000 0.901, 1.000 0.980, 1.000

−59% +43% +24% +11% +2%

1000 0.283, 0.407 0.562, 0.92 0 0.902, 1.000 0.950, 1.000 0.990, 1.000

+44% +64% +11% +5% +1%

Table 4.3b: Differences between the blocking probability calculated by the finite

source model and the normal distribution for 5 VMs
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C = 10

ρu = 0.005 0.01 0.05 0.1 0.5

N = 10 0.000, 0.000 0.000, 0.000 0.000, 0.000 0.000, 0.000 0.000, 0.000

- - - - -

50 0.000, 0.000 0.000, 0.000 0.000, 0.000 0.008, 0.002 0.544, 0.968

−100% −100% −100% −78% +78%

100 0.000, 0.000 0.000, 0.000 0.012, 0.004 0.175, 0.312 0.784, 1.000

−100% −100% −71% +79% +28%

500 0.000, 0.000 0.017, 0.006 0.616, 0.997 0.801, 1.000 0.959, 1.000

−100% −64% +62% +25% +4%

1000 0.018, 0.007 0.211, 0.424 0.803, 1.000 0.900, 1.000 0.980, 1.000

−63% +101% +25% +11% +2%

Table 4.3c: Differences between the blocking probability calculated by the finite

source model and the normal distribution for 10 VMs

C = 15

ρu = 0.005 0.01 0.05 0.1 0.5

N = 10 0.000, 0.000 0.000, 0.000 0.000, 0.000 0.000, 0.000 0.000, 0.000

- - - - -

50 0.000, 0.000 0.000, 0.000 0.000, 0.000 0.000, 0.000 0.278, 0.637

−100% −100% −100% −100% +129%

100 0.000, 0.000 0.000, 0.000 0.000, 0.000 0.017, 0.013 0.660, 1.000

−100% −100% −100% −26% +51%

500 0.000, 0.000 0.000, 0.000 0.430, 0.960 0.699, 1.000 0.938, 1.000

−100% −99% +123% +43% +7%

1000 0.000, 0.000 0.034, 0.037 0.704, 1.000 0.850, 1.000 0.970, 1.000

−99% +8% +42% +18% +3%

Table 4.3d: Differences between the blocking probability calculated by the finite

source model and the normal distribution for 15 VMs
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Observations:

• For small values of ρu the normal distribution tends to underestimate
the blocking probability and for large values of ρu it tends to overes-
timate the blocking probability.

• For small values of N the normal distribution tends to underestimate
the blocking probability and for large values of N it tends to overesti-
mate the blocking probability.

• If the number of VMs is bigger, the normal distribution is more likely
to underestimate the blocking probability.

In general we can say that the blocking probabilities that are smaller than
10% in the finite source model are underestimated by the normal distribu-
tion. There are again a few exceptions, for example look at C = 15, N =
1000 and ρu = 0.01 where a blocking probability of 0.034 is overestimated
by the normal distribution. Since we are mainly interested in small blocking
probabilities, we must be aware that it is likely that the normal distribution
is underestimating this probability.

What does this mean for the number of required VMs that the different
models give? In Figure 4.4 we show the results for the parameters we used
for Figure 4.3.

Figure 4.4: Number of required VMs as a function of p for N = 100 and blocking

probability 1%
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We see that for these parameters the ‘wortelformule’ gives values close to
the results from the finite source model. In Table 4.4 we present results for
different parameters. In each cell there are again three numbers: the num-
ber of required VMs calculated by the finite source model, the number of
required VMs calculated by the ‘wortelformule’ and the difference between
them as a percentage of the first number.

blocking probability = 0.0001

ρu = 0.005 0.01 0.05 0.1 0.5

N = 10 3, 1 3, 2 5, 4 6, 5 9, 10

−67% −33% −20% −17% +11%

50 5, 3 6, 4 10, 9 14, 13 30, 31

−40% −33% −10% −7% +3%

100 6, 4 7, 6 15, 14 22, 21 51, 53

−33% −14% −7% −5% +4%

500 11, 9 16, 14 43, 44 70, 72 204, 210

−18% −13% +2% +3% +3%

1000 16, 15 24, 23 74, 76 124, 128 384, 395

−6% −4% +3% +3% +3%

Table 4.4a: Differences between the number of required VMs calculated by the

finite source model and the ‘wortelformule’ for a blocking probability of 0,01%
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blocking probability = 0.001

ρu = 0.005 0.01 0.05 0.1 0.5

N = 10 2, 1 3, 2 4, 3 5, 5 8, 9

−50% −33% −25% 0% +13%

50 4, 2 5, 3 9, 8 12, 12 27, 29

−50% −40% −11% 0% +7%

100 5, 3 6, 5 13, 13 19, 20 48, 50

−40% −17% 0% +5% +4%

500 9, 8 14, 13 39, 41 65, 68 195, 204

−11% −7% +5% +5% +5%

1000 14, 13 21, 21 68, 71 117, 123 372, 385

−7% 0% +4% +5% +3%

Table 4.4b: Differences between the number of required VMs calculated by the

finite source model and the ‘wortelformule’ for a blocking probability of 0,1%

blocking probability = 0.01

ρu = 0.005 0.01 0.05 0.1 0.5

N = 10 2, 1 2, 1 3, 3 4, 4 7, 8

−50% −50% 0% 0% +14%

50 3, 2 4, 3 7, 7 10, 11 24, 26

−33% −25% 0% +10% +8%

100 4, 3 5, 4 11, 11 16, 17 43, 47

−25% −20% 0% +6% +9%

500 7, 7 11, 11 34, 37 58, 63 184, 196

0% 0% +9% +9% +7%

1000 11, 12 18, 19 61, 66 107, 116 355, 374

+9% +6% +8% +8% +5%

Table 4.4c: Differences between the number of required VMs calculated by the

finite source model and the ‘wortelformule’ for a blocking probability of 1%
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blocking probability = 0.1

ρu = 0.005 0.01 0.05 0.1 0.5

N = 10 1, 1 1, 1 2, 2 3, 3 6, 6

0% 0% 0% 0% 0%

50 2, 2 2, 2 5, 5 7, 8 20, 23

0% 0% 0% +14% +15%

100 2, 2 3, 3 8, 9 12, 14 36, 42

0% 0% +13% +17% +17%

500 5, 6 8, 9 26, 32 47, 57 162, 185

+20% +13% +23% +21% +14%

1000 8, 9 13, 16 49, 59 89, 107 318, 359

+13% +23% +20% +20% +13%

Table 4.4d: Differences between the number of required VMs calculated by the

finite source model and the ‘wortelformule’ for a blocking probability of 10%

Observations:

• For small values of ρu the ‘wortelformule’ tends to underestimate the
number of required VMs and for large values of ρu it tends to overes-
timate the number of required VMs.

• For small values of N the ‘wortelformule’ tends to underestimate the
number of required VMs and for large values of N it tends to overes-
timate the number of required VMs.

• If the maximum blocking probability is lower, the ‘wortelformule’ is
more likely to underestimate the number of required VMs. So in the
interesting cases where we desire a small blocking probability we must
be aware of the fact that the ‘wortelformule’ is likely to underestimate
the number of required VMs.

Although the normal distribution and especially the ‘wortelformule’ is very
easy and fast if one wants to calculate the number of required VMs, a major
disadvantage is that you do not know whether the solution that it gives is
lower or higher than the actual solution for your private cloud. This makes
the approximations unreliable if we want accurate solutions.
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4.3 Results specific example

In this section we study an example obtained from a test environment in a
real-life private cloud. We consider the solutions that the models/formulae
discussed in this chapter give and compare these with the exact solution
from the finite source model. We also show the solutions of the infinite
source models from Chapter 3.

Models:

• Finite source model (exact solution)

• Infinite source model, standard choice for ρt

• Infinite source model, alternative choice for ρt (only if we know C)

• Simple binomial model

• Normal distribution

• ‘Wortelformule’ (only to calculate the number of required VMs)

Parameters:

• N = 77 applications

• C = 14 VMs

• p = 0.092 = 9.2% of the time in service (estimate from the data)

Parameters other models:

• ρu = p
1−p = 0.1013

• ρt(standard) = N · ρu = 7.8018

• ρt(alternative) = (N − 1
2(C − 1))ρu = 7.1432

• µ = N · p = 7.0840

• σ =
√
Np(1− p) = 2.5362

First we calculate the blocking probability for the different models. In Fig-
ure 4.5 we show the results where we put the parameter p on the x-axis. This
graph gives us not only information on the value of the blocking probability
but also on the effect of (small) changes in this ‘in service fraction’.

70



Figure 4.5: Blocking probability as a function of p

Observations:

• For all models the following holds: when the ‘in-service fraction’ is
higher, the blocking probability is higher.

• As expected the two infinite source models overestimate the blocking
probability. The infinite source model with the alternative choice for
ρt is indeed a better approximation than the infinite source model with
the standard choice for ρt.

• For these parameters the simple binomial model and the normal dis-
tribution underestimate the blocking probability.

Even more interesting is the number of required VMs to guarantee a certain
blocking probability. We show the results for the different models in Figure
4.6 for a maximum blocking probability of 0,1%.
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Figure 4.6: Number of required VMs as a function of p for blocking = 0,1%

Observations:

• For all models the following holds: when the ‘in-service fraction’ is
higher, the number of required VMs is higher.

• The infinite source model overestimates the number of required VMs.
If we use this model to approximate the finite source model, we are
‘on the save side’: we will always have enough VMs . The downside is
that the cost are higher than necessary.

• For these parameters the simple binomial model sometimes and the
normal distribution always underestimates the number of VMs that
we need. If we use one of these models to approximate the finite
source model, we will buy an insufficient number of VMs (except for
the values where the binomial model is right of course).

• For these parameters the ‘wortelformule’ calculates exactly the right
number of VMs!

Does the ‘wortelformule’ always calculate exactly the right number of VMs
or are we just lucky with our example and choice for the maximum blocking
probability (0,1%)? In Figure 4.7 we plot the number of required VMs for
different choices of the maximum blocking probability for p = 0.092.
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Figure 4.7: Number of VMs that we need as a function of the maximum blocking

probability

Observations:

• For all models the following holds: when the maximum blocking prob-
ability is higher, the number of VMs that we need is lower.

• Again the infinite source model overestimates the number of VMs that
we need.

• Again the simple binomial model sometimes and the normal distribu-
tion always underestimates the number of required VMs.

• For these parameters the ‘wortelformule’ does not calculate exactly the
right number of VMs. For some blocking probabilities it overestimates
the number of required VMs, which leads to higher cost than necessary.

In Table 4.5 we give a summary of our results by showing the maximum dif-
ferences between the results of the finite source model and the other models
for both the blocking probability and the number of required VMs. As in
de graphs in this section we took 0,08 ≤ p ≤ 0,10 and 0,1% ≤ blocking
probability ≤ 1%.
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Blocking probability Number of VMs

Infinite source model with
standard choice of ρt

+201,2% +14,3%

Infinite source model with al-
ternative choice of ρt

+53,9% −

Simple binomial model −39,1% −6,7%

Normal distribution −86,6% −12,5%

‘Wortelformule’ − +7,1%

Table 4.5: Maximum differences for each model in comparison with the finite

source model

4.4 Conclusions

In this chapter we considered approximations of the finite source model. We
found the truncated binomial model that turns out to be an exact solution
which is very easy to use. Since the other approximations can lead to higher
cost than needed or higher blocking probabilities than desired, we recom-
mend to use this truncated binomial model to dimension private clouds.

A big benefit of the ‘wortelformule’ that we derived, is that it directly gives
a number of required VMs. We can use this advantage in combination with
the exact solution of the truncated binomial model in the following way.

Recommended approach for dimensioning a private cloud:

I Estimate the number of required VMs by using the ‘wortelformule’.

II Calculate the real blocking probability by putting this number into
the truncated binomial model.

III If this blocking probability is higher than you desired: increase the
number of VMs until the truncated binomial model gives a blocking
probability equal to or lower than the desired value.

If the blocking probability is lower than you desired: decrease the num-
ber of VMs as long as the truncated binomial model gives a blocking
probability equal to or lower than the desired value.

Especially for private clouds that require a big number of VMs this approach
will be much quicker than only using the truncated binomial model or the
recursive formula for the blocking probability.
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5 Dimensioning public clouds with different cus-
tomer types

In the previous chapters we studied models with only one customer type: all
customers had the same arrival-rate, the same service time distribution and
all customers asked for exactly one VM. However in practice it is conceivable
that there are different types of customers in a cloud. It is possible that for
some customers one VM is sufficient, but other customers need more VMs
to execute their jobs, for example to be ready in a short amount of time.
The fact that customers can use more VMs at once was even one of the
important benefits of cloud computing that we mentioned in Chapter 1. In
the conditions of cloud providers this option is often included. Customers
of Amazon’s EC2 for example, can not only ask for one VM, but can do
requests for up to 20 VMs at a time.

Figure 5.1: Schematic representation of the infinite source multi-rate model in a

cloud where some customers need 2 VMs and some customers need 1 VM.

In this chapter we investigate a model in which we can implement the dif-
ferent types of customers. This model is known as the multi-rate model and
mainly developed for modeling ATM networks in which different classes of
requests need different bit rates. In this chapter we study the infinite source
variant, which can be used to dimension public clouds.

This chapter is inspired by Chapter 4 of [21] that focuses on ATM networks.
We will derive and explain the formulas more extensively, which makes them
easier to understand. And we will show how the formulas can be implemented
in the new domain of cloud computing.
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5.1 Assumptions

Each type of customers is characterized by the number of VMs they ask for
and their arrival- and service-rate. Like in the previous chapters we assume
that the interarrival times and the service times of the customers are expo-
nentially distributed.

Notation
C = total number of VMs
T = number of customer types
Vi = number of VMs customers of type i ask for
V = (V1, . . . , VT )
λi = arrival-rate of customers of type i
µi = service-rate of customers of type i
ρi = λi/µi
ρ = (ρ1, . . . , ρT )

We assume that if a customer requests a certain number of VMs, he is not
satisfied with less VMs. So if that number of VMs is not available the cus-
tomer will leave. If there are enough VMs available the customer is always
accepted. After a customer finishes service, he leaves and all the VMs he
used become immediately available.

Another possible model, is a model in which customers will not leave if
there are less VMs available than they asked for, but use the available VMs.
We did not choose for this model due to the consideration that often the
performance quality decreases when one gets less VMs than requested, and
therefore this is not a desirable situation.

We also assume that no VMs are reserved for certain customer types. This
is called a shared resources approach. In our model there are no priorities
between different types of customers: no customers are turned away to make
room for ‘more important’ customers. Extensions of our model that take
reservations or priorities into account could be interesting, see also Chapter
9.

Example 5.1
To illustrate the theory we use a running example with two customer types:
in this example there are 5 VMs (C = 5). Customers of type 1 need one
VMs (V1 = 1) and customers of type 2 need two VMs (V2 = 2). The arrival-
and service-rates are not specified, they are merely denoted by λ1, λ2, µ1 and
µ2.
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5.2 Product form solution

In the product form solution we describe each state with a vector that de-
scribes exactly how many customers of each type there are in the system.
For example n = (3, 1) means there are 3 customers of type 1 and 1 customer
of type 2 in the system. An integer vector n = (n1, n2, . . . , nT ) represents
a feasible state if and only if the total number of used VMs is less than or
equal to C. The collection of feasible states is denoted by S and depends
on C and V :

S(C,V ) =

{
n|

T∑
i=1

niVi ≤ C

}
.

Example 5.1 (continued)
In Figure 5.2 all feasible states for Example 5.1 are drawn: the first number
presents how many customers of type 1 are in the system and the second
number presents how many customers of type 2.
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Figure 5.2: State space for C = 5, V1 = 1, V2 = 2

The transition rates correspond with the transition rates in an M |M |C|C
model and are equal to (j = 1, 2, . . . , T ):

q(n,n+ ej) = λj for n, n+ ej ∈ S(C,V ),

q(n,n− ej) = njµj for n, n− ej ∈ S(C,V ).

Denoting the rate at which a customer of type j arrives and the rate at
which a customer of type j leaves from a state n respectively. We use these
transition rates to prove that the distribution stated in the following theorem
is the equilibrium distribution.
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5.2.1 Equilibrium distribution

Theorem 5.1 (Product-form solution)

An unnormalized equilibrium distribution of the infinite source multi-rate
model is given by:

p̃(n;ρ) =
T∏
i=1

ρni
i

ni!
.

Proof
We will show that this distribution is an unnormalized equilibrium distribu-
tion by showing that it satisfies the detailed balance equations:

p̃(n;ρ)q(n,n′) = p̃(n′;ρ)q(n′,n).

The states n′ for which q(n,n′) 6= 0 are of the form n′ = n+ ej (or
n′ = n− ej , but then we can switch n and n′), so let us check the detailed
balance equation for these pairs:

p̃(n;ρ)q(n,n+ ej) =
∏
i 6=j

ρni
i

ni!
·
ρ
nj

j

nj !
· λj

=
∏
i 6=j

ρni
i

ni!
·
ρ
nj

j

nj !
· λj

(nj + 1)µj
· (nj + 1)µj

=
∏
i 6=j

ρni
i

ni!
·

ρ
nj+1
j

(nj + 1)!
· (nj + 1)µj

= p̃(n+ ej ;ρ)q(n+ ej ,n).

�

Example 5.1 (continued)
In Table 5.1 we show the unnormalized probabilities for Example 5.1.

n p̃(n)

(0, 0) 1

(1, 0) ρ1

(2, 0) ρ21/2!

(3, 0) ρ31/3!

n p̃(n)

(4, 0) ρ41/4!

(5, 0) ρ51/5!

(0, 1) ρ2

(1, 1) ρ1ρ2

n p̃(n)

(2, 1) ρ21/2! · ρ2

(3, 1) ρ31/3! · ρ2

(0, 2) ρ22/2!

(1, 2) ρ1ρ
2
2/2!

Table 5.1: Unnormalized probabilities for Example 5.1
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With the unnormalized probabilities from Theorem 5.1 we can calculate the
normalized probabilities by dividing by the sum over all feasible states:

p(n;C,V ,ρ) =
p̃(n;ρ)∑

m∈S(C,V ) p̃(m;ρ)
=

∏T
i=1 ρ

ni
i /ni!∑

m∈S(C,V )

∏T
i=1 ρ

mi
i /mi!

.

We see that again the equilibrium distribution depends on λi and µi only
through their ratios ρi.

5.2.2 Blocking probability

Before calculating the blocking probability in the multi-rate model, we have
to determine in which states an arriving customer is blocked. The collec-
tion of states in which this happens is dependent on the number of VMs a
customer requests and hence depends on the customer type. The collection
of states in which a type i customer is blocked, is denoted by Si(C,V ) and
is determined by two restrictions:

• since the state must be feasible in the first place, the number of used
VMs is less than or equal to C:

∑T
j=1 njVj ≤ C,

• since a customer of type i is blocked, the number of available VMs is
less than Vi: C −

∑T
j=1 njVj < Vi.

This yields the following definition:

Si(C,V ) =

n|C − Vi <
T∑
j=1

njVj ≤ C

 .

Using the equilibrium distribution from Theorem 5.1 and using PASTA, the
blocking probability of type i customers is given by:

Bi(C,V ,ρ) =
∑

n∈Si(C,V )

p(n;C,V ,ρ).

From the definitions above we can conclude that a customer type that re-
quests less VMs has a lower blocking probability than a customer type that
requests more VMs. This statement is proved in Theorem 5.2.

Theorem 5.2 If Vi ≤ Vj also Bi(C,V ,ρ) ≤ Bj(C,V ,ρ).
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Proof
Assume that Vi ≤ Vj and take an arbitrary n from Si(C,V ):

n ∈ Si(C,V )⇒ C − Vi <
∑T

k=1 nkVk ≤ C,

C−Vj ≤ C−Vi <
∑T

k=1 nkVk ≤ C ⇒ n ∈ Sj(C,V )⇒ Si(C,V ) ⊆ Sj(C,V ).

From this inclusion and the fact that p(n;C,V ,ρ) ≥ 0 for all n it follows
that:

Bj(C,V ,ρ) =
∑

n∈Sj(C,V )

p(n;C,V ,ρ) ≥
∑

n∈Si(C,V )

p(n;C,V ,ρ) = Bi(C,V ,ρ).

�

The blocking probability?
Clearly the blocking probability can be different for each type of customers.
The result is that we can not speak about the blocking probability in the
multi-rate model. While dimensioning a cloudone has to determine which
blocking probability has to take into account. Just some examples:

• The largest blocking probability

• The blocking probability of the most common type of customers

• The (weighted) average of all the blocking probabilities

In Section 5.4 we consider different choices for ‘the’ blocking probability for
Example 5.1. We also consider how our choice influences the number of
required VMs to guarantee a certain blocking probability.

Example 5.1 (continued)
We conclude this section by giving an expression for the blocking probabil-
ities in Example 5.1. Since customers of type 1 request one VM, they are
only blocked when all 5 VMs are occupied. Customers of type 2 request two
VMs and are blocked when there are 4 or 5 VMs in use.

To determine the blocking states for each customer type, we calculate the
total number of used VMs. Figure 5.3 denotes this number for each feasible
state. From this figure we can conclude that the blocking states are as fol-
lows:

S1(5, (1, 2)) = {(5, 0), (3, 1), (1, 2)},
S2(5, (1, 2)) = {(4, 0), (5, 0), (2, 1), (3, 1), (0, 2), (1, 2)}.
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And hence the blocking probabilities are:

B1(5, (1, 2),ρ) = p(5, 0) + p(3, 1) + p(1, 2),
B2(5, (1, 2),ρ) = p(4, 0) + p(5, 0) + p(2, 1) + p(3, 1) + p(0, 2) + p(1, 2).
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Figure 5.3: Number of used VMs for C = 5, V1 = 1, V2 = 2

5.2.3 Summary and complexity of the product form solution

In the previous sections we saw how to calculate the equilibrium distribu-
tion and blocking probabilities in the multi-rate model. In this section we
give a summary of the different steps and consider the complexity of the
calculations.

Calculating the blocking probability:

• Determine collection of feasible states

• Calculate unnormalized probabilities

• Calculate normalization factor

• Calculate normalized probabilities

• Determine collections of blocking states

• Calculate blocking probabilities
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Complexity:

The factor that makes this approach complex is the fact that there can be
a large amount of feasible states. This number of states is of O(CT ), which
can be deduced as follows: a customer of type i uses Vi VMs, so there are
at most bC/Vic customers of type i in the system. This means that in the
ith dimension there are at most bC/Vi + 1c states (0, 1, . . . , bC/Vic). So the
total number of feasible states is at most

∏T
i=1bC/Vi + 1c = O(CT ).

In Table 5.2 the complexity of the different steps is shown. Most calcula-
tions are not very difficult, but they have to be executed for every feasible
state. From this table we can conclude that the overall complexity is equal
to O(TCT+1).

Description Calculation Com-
plexity

Repeats

Checking if a state is feasible
∑T

j=1 njVj ≤ C? O(T ) O(CT )

Calculating unnormalized
probability of a state

∏T
j=1 ρ

nj

j /nj ! O(C) O(CT )

Calculating normalization
factor

∑
n∈S(C,V ) p̃(n;ρ) O(CT ) O(1)

Calculating normalized
probability of a state

p̃(n;ρ)/G̃(S(C,V ),ρ) O(1) O(CT )

Checking if a state is in
Si(C,V )

C −
∑T

j=1 njVj < Vi? O(T ) O(CT )

Calculating the blocking
probability

∑
n∈Si(C,V ) p(n;C,V ,ρ) O(CT ) O(T )

Table 5.2: Complexity of different steps in product form solution

5.3 Recursive solution

Calculating blocking probabilities with the product form solution is not an
easy job. Therefore we now introduce another approach: the recursive so-
lution introduced by Kaufman [22] and Roberts [23]. In this approach we
do not describe a state with the number of customers of each type, but we
specify a state by the total number of used VMs.

In Section 5.3.1 we give a recursive formula to calculate the equilibrium dis-
tribution and in Section 5.3.2 we calculate the blocking probabilities. We
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will see that this state description is much easier to work with than the state
description we used in Section 5.2. Especially because we only have C + 1
states (0, 1, . . . , C) instead of O(CT ) and the structure of the state space is
very simple. In Figure 5.4 we show the state space of the recursive approach
for Example 5.1.

Example 5.1 (continued)
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Figure 5.4: State space for recursive approach for C = 5, V1 = 1, V2 = 2

We see that there are not only arrows between adjacent states (as in the
product form solution), but also arrows that skip exactly one state. This is
due to the fact that an arrival of a customer of type 2 increases the number
of used VMs by two.

We omitted the transition rates since we are not going to use these for the
equilibrium distribution. We even can not use them since this representa-
tion is not Markovian: the future can not be predicted by only knowing the
present. For example look at state 2 in Example 5.1: one does not know
whether this corresponds with (0, 1) or with (2, 0). But these two states
certainly have different transition rates.

Merging states
In comparison with the product form solution, one can say that we merge
several states together to one state. The collection of states in which exactly
m VMs are used is denoted by S(m;C,V ) and is defined as follows:

S(m;C,V ) =

{
n|

T∑
i=1

niVi = m

}
.
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Example 5.1 (continued)
Using Figure 5.3 we can express the collections S(m;C,V ) for Example 5.1:

S(0; 5, (1, 2)) = {(0, 0)}, S(3; 5, (1, 2)) = {(3, 0), (1, 1)},

S(1; 5, (1, 2)) = {(1, 0)}, S(4; 5, (1, 2)) = {(4, 0), (2, 1), (0, 2)},

S(2; 5, (1, 2)) = {(2, 0), (0, 1)}, S(5; 5, (1, 2)) = {(5, 0), (3, 1), (1, 2)}.

This is only an illustration to compare the states in the recursive solution
with the states in the product form solution. One does not need this to
calculate the equilibrium distribution or blocking probabilities.

5.3.1 Equilibrium distribution

Now that we have an alternative state description, we need new formulae for
the equilibrium distribution. In Theorem 5.3 we prove a recursive formula.

Notation
By q̃(m;C,V ,ρ) we denote the unnormalized probability m VMs are used.

Theorem 5.3 For q̃(m;C,V ,ρ) the following recursive relationship holds:

q̃(m;C,V ,ρ) =
1

m

T∑
i=1

Viρiq̃(m− Vi;C,V ,ρ).

Proof
First we take a closer look at nip̃(n;ρ) and

∑
n∈S(m;C,V ) nip̃(n;ρ) respec-

tively:

nip̃(n;ρ) = ni

T∏
j=1

ρ
nj

j

nj !
= ni ·

ρni
i

ni!

∏
j 6=i

ρ
nj

j

nj !
= ρi ·

ρni−1
i

(ni − 1)!

∏
j 6=i

ρ
nj

j

nj !

= ρip̃(n− ei;ρ).

Hence:∑
n∈S(m;C,V )

nip̃(n;ρ) =
∑

n∈S(m;C,V )

ρip̃(n− ei;ρ) = ρi
∑

n∈S(m;C,V )

p̃(n− ei;ρ)

= ρi ·
∑

n∈S(m−Vi;C,V ,ρ)

p̃(n;ρ) = ρiq̃(m− Vi;C,V ,ρ).
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Using these expressions we now rewrite mq̃(m;C,V ,ρ):

mq̃(m;C,V ,ρ) = m ·
∑

n∈S(m;C,V )

p̃(n;ρ)

=
∑

n∈S(m;C,V )

mp̃(n;ρ)

=
∑

n∈S(m;C,V )

(
T∑
i=1

niVi

)
p̃(n;ρ)

=

T∑
i=1

Vi
∑

n∈S(m;C,V )

nip̃(n;ρ)

=
T∑
i=1

Viρiq̃(m− Vi;C,V ,ρ).

Dividing both sides by m gives us the recursive relationship stated in the
theorem.

�

If we start with q̃(0;C,V ,ρ) = 1 and use Theorem 5.3, we find the unnor-
malized equilibrium distribution. Calculating the normalization factor by
summing over the C + 1 states and dividing the unnormalized probabilities
by this expression, gives us the normalized equilibrium distribution. In this
approach we use the fact that q̃(m;C,V ,ρ) = 0 for m < 0 (there can not
be a negative number of VMs in use).

Recursive formula for unnormalized probabilities:

q̃(m;C,V ,ρ) =


0 : m < 0,

1 : m = 0,

1
m

∑T
i=1 Viρiq̃(m− Vi;C,V ,ρ) : 0 < m ≤ C.

Formula for normalized probabilities:

q(m;C,V ,ρ) =
q̃(m;C,V ,ρ)∑C
i=0 q̃(i;C,V ,ρ)

.
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Example 5.1 (continued)
The unnormalized probabilities for Example 5.1 are:

q̃(0) = 1,

q̃(1) = 1
1(q̃(0) · ρ1 · 1 + q̃(−1) · ρ2 · 2) = ρ1,

q̃(2) = 1
2(q̃(1) · ρ1 · 1 + q̃(0) · ρ2 · 2) = 1

2ρ
2
1 + ρ2,

q̃(3) = 1
3(q̃(2) · ρ1 · 1 + q̃(1) · ρ2 · 2) = 1

6ρ
3
1 + ρ1ρ2,

q̃(4) = 1
4(q̃(3) · ρ1 · 1 + q̃(2) · ρ2 · 2) = 1

24ρ
4
1 + 1

2ρ
2
1ρ2 + 1

2ρ
2
2,

q̃(5) = 1
5(q̃(4) · ρ1 · 1 + q̃(3) · ρ2 · 2) = 1

120ρ
5
1 + 1

6ρ
3
1ρ2 + 1

2ρ1ρ
2
2.

In Table 5.3 we compare these results with the unnormalized probabilities
from the product form solution. We see that they indeed match.

m q̃(m) n ∈ S(m) p̃(n)

0 1 (0, 0) 1

1 ρ1 (1, 0) ρ1

2 1
2ρ

2
1 + ρ2 (2, 0) ρ21/2!

(0, 1) ρ2

3 1
6ρ

3
1 + ρ1ρ2 (3, 0) ρ31/3!

(1, 1) ρ1ρ2

4 1
24ρ

4
1 + 1

2ρ
2
1ρ2 + 1

2ρ
2
2 (4, 0) ρ41/4!

(2, 1) ρ21/2! · ρ2

(0, 2) ρ22/2!

5 1
120ρ

5
1 + 1

6ρ
3
1ρ2 + 1

2ρ1ρ
2
2 (5, 0) ρ51/5!

(3, 1) ρ31/3! · ρ2

(1, 2) ρ1ρ
2
2/2!

Table 5.3: Unnormalized probabilities in the recursive approach (q̃(m)) and the

product form approach (p̃(n))

5.3.2 Blocking probability

A customer of type i is only accepted when at least Vi VMs are available. So
this customer is blocked when there are less than Vi VMs free or equivalently
when there are C − Vi + 1 or more VMs in use. To calculate the blocking
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probability we have to sum the probabilities of the corresponding states:

Bi(C,V ,ρ) =
C∑

i=C−Vi+1

q(i;C,V ,ρ).

To calculate these blocking probabilities, one does not have to determine
complex collections of blocking states as in the product form solution.

5.3.3 Complexity

To show that the recursive solution requires indeed less computational power,
we now describe the complexity of it. As we concluded at the beginning of
Section 5.3 the number of feasible states is C + 1 = O(C). Table 5.4 shows
the complexity of the different steps. From this table we can conclude that
the overall complexity is O(TC).

Description Calculation Com-
plexity

Repeats

Calculating unnormalized
probability of a state

1
m

∑T
i=1 Viρiq̃(m−Vi;C,V ,ρ) O(T ) O(C)

Calculating normalization
factor F̃

∑C
i=0 q̃(m;C,V ,ρ) O(C) O(1)

Calculating normalized
probability of a state

q̃(n;ρ)/F̃ O(1) O(C)

Calculating the blocking
probability of a type

∑C
i=C−Vi+1 q(m;C,V ,ρ) O(C) O(T )

Table 5.4: Complexity of different steps in the recursive solution

5.4 Results Example

To visualize Example 5.1 and some results we saw in this chapter, we have
made a plot of the blocking probabilities of this example. To be able to give a
clear two dimensional graph, we take ρ1 = ρ2 and put this on the horizontal
axis. On the vertical axis we put the blocking probability. We draw four
different lines, corresponding to four choices of the blocking probability:

• the blocking probabilities for type 1 and type 2,

• the average of the two blocking probabilities,

• the weighted average two blocking probabilities (weight =ρiVi).
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Figure 5.5 shows that all blocking probabilities become larger if the load
increases. We can also see the result from Theorem 5.2: customer types
with bigger Vi have a bigger blocking probability.

Figure 5.5: Blocking probabilities as a function of ρ1 = ρ2 for C = 5, V1 = 1 and

V2 = 2

In Figure 5.6 we see what our choice for the blocking probability means for
the minimal number of VMs that one needs to guarantee a certain blocking
probability. As expected we see that if we dimension on type 2 customers
we need more VMs to guarantee a certain blocking probability than when
we dimension on type 1 customers. We also see that if we desire a larger
maximum blocking probability we need lees VMs, we already saw this for
the single-rate models in Chapter 2.
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Figure 5.6: Number of required VMs as a function of the maximum blocking prob-

ability for ρ1 = ρ2 = 1, V1 = 1 and V2 = 2

5.5 Conclusions

In this chapter we introduced the multi-rate model, a model in which differ-
ent types of customers can occur. We found two solutions for this model: a
product-form solution in Section 5.2 and a recursive solution in Section 5.3.
The product-form solution corresponds with the solution of the single-rate
model and is really straight forward but unfortunately takes much computa-
tional effort, especially for many different types of customers. The recursive
solution is much easier to use, also for many different customer types.

An important assumption in our model is that customers leave if they can
not get the number of VMs they requested, they are not satisfied with less.
This assumption leads to different blocking probabilities for different types
of customers. We can therefore not speak of the blocking probability in the
multi-rate model. We also proved that customer types requesting a larger
number of VMs experience a larger blocking probability than customer types
requesting less VMs.
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6 Dimensioning private clouds with different cus-
tomer types

In a private cloud environment also different types of customers can occur.
An increasing number of applications is built in a multithreaded way [24].
These applications can run on parallel servers in contrast with singlethreaded
applications that work sequentially on one server at a time. In this chapter
we consider a model for private clouds with different types of customers. In
some private clouds applications fulfill the role of the customers in our model.

As seen before the number of customers is finite in a private cloud, for
that reason we study the finite source version of the multi-rate model intro-
duced in Chapter 5. We make the same assumptions about blocking, shared
resources, reservations and priorities as in the infinite source version (see
Section 5.1).

Further we assume that each customer always requests the same number
of VMs. A variation on this model is that all customers are the same and
each time a customer does a request, the number of requested VMs is drawn
from a given distribution. We do not discuss this variation because most
applications in a private cloud require a fixed number of VMs to be able to
deliver the required performance quality.

Figure 6.1: Schematic representation of the finite source multi-rate model in a

cloud where some customers need 2 VMs and some customers need 1 VM.

This model is relatively unknown, in most publications the authors only
consider the infinite source model. The finite source model is sometimes
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mentioned, but results are rarely given. Even in widely investigated do-
mains as ATM networks this model is not used very often, let alone in the
cloud domain. Because of the differences between the infinite and finite
source model we saw in Chapter 3 for the single-rate version, we think it is
important to investigate finite source models for private clouds.

In this chapter we investigate the same types of solutions as in Chapter 5:
the product form solution in Section 6.1 and recursive solutions in Section
6.2. We will see that the calculations are different and not all methods from
Chapter 5 will work in the finite source version. For that reason we consider
different recursive solutions and explain which solution works in what situ-
ation.

Our goal is to find a relationship between blocking probabilities and total
number of VMs, that allows us to make a good trade-off between cost and
quality. Since we are dealing with a finite source model, we can not use
PASTA to calculate the blocking probabilities. That means that we have
to take an extra step: in Section 6.3 we determine the distribution observed
by arriving customers like we did in Section 2.3 for the single-rate model.
Using that distribution we can give the blocking probabilities in Section 6.4.

Notation (in line with the notation in Chapter 5 )
C = total number of VMs
T = number of customer types
Vi = number of VMs customers of type i request
V = (V1, . . . , VT )
Ni = total number of customers of type i
N = (N1, . . . , NT )
λi = arrival rate per idle customers of type i
µi = service rate for customers of type i
ρi = λi/µi
ρ = (ρ1, . . . , ρT )

6.1 Product form solution

We start with the product form solution. We use the same state description
as in Chapter 4. In the finite source model there is a second restriction
for a state to be feasible: the number of customers of type i in the system
(ni) can not exceed the total number of customers of type i (Ni). Adding
this restriction gives us the following definition for the collection of feasible
states:
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S(N , C,V ) =

{
n|

T∑
i=1

niVi ≤ C, ni ≤ Ni, i = 1, 2, . . . , T

}
.

Example 6.1
In Figure 6.2 we draw the state space for the following example: C = 5, V1 =
1, V2 = 2, N1 = 4, N2 = 3. The state space is almost equal to the state space
of Example 5.1 (see Figure 4.1) only state (5, 0) is missing here since there
are only 4 customers of type 1.
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µ2 µ2 µ2 µ2

2µ2 2µ2

Figure 6.2: State space for C = 5, V1 = 1, V2 = 2, N1 = 4, N2 = 3

The transition rates correspond to the transitions rates in the M |M |C|C|N
model and are equal to (j = 1, 2, . . . , T ):

q(n,n+ ej) = (Nj − nj)λj for n, n+ ej ∈ S(N , C,V ),

q(n,n− ej) = njµj for n, n− ej ∈ S(N , C,V ).

Denoting the rate at which a customer of type j arrives and the rate at
which a customer of type j leaves from a state n respectively. We use these
transition rates to prove that the distribution stated in the following theorem
is a equilibrium distribution.
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Theorem 6.1 (Product form solution)

An unnormalized equilibrium distribution of the finite source multi-rate model
is:

p̃(n;N ,ρ) =
T∏
i=1

(
Ni

ni

)
ρni
i .

Proof
Similarly to the proof of Theorem 5.1 we will show that these probabilities
satisfy the detailed balance equations:

p̃(n;N ,ρ)q(n,n′) = p̃(n′;N ,ρ)q(n′,n).

The states n′ for which q(n,n′) 6= 0 are of the form n′ = n+ ej (or
n′ = n− ej but then we can switch n and n′), so let us check the detailed
balance equation for these pairs:

p̃(n;N ,ρ)q(n,n+ ej) =
∏
i 6=j

(
Ni

ni

)
ρni
i ·
(
Nj

nj

)
ρ
nj

j · (Nj − nj)λj

=
∏
i 6=j

(
Ni

ni

)
ρni
i ·

Nj !

nj !(Nj − nj)!
· ρnj

j · (Nj − nj)λj

=
∏
i 6=j

(
Ni

ni

)
ρni
i ·

Nj !

nj !(Nj − nj − 1)!
· ρnj

j · λj

=
∏
i 6=j

(
Ni

ni

)
ρni
i ·

Nj !

(nj + 1)!(Nj − (nj + 1))!
· (nj + 1)ρ

nj

j · λj

=
∏
i 6=j

(
Ni

ni

)
ρni
i ·
(

Nj

nj + 1

)
· (nj + 1)ρ

nj

j ·
λj
µj
· µj

=
∏
i 6=j

(
Ni

ni

)
ρni
i ·
(

Nj

nj + 1

)
ρ
nj+1
j · (nj + 1)µj

= p̃(n+ ej ;N ,ρ)q(n+ ej ,n).

�

With the unnormalized equilibrium distribution from Theorem 6.1 we can
calculate the normalized equilibrium distribution by dividing by the sum
over all feasible states:

p(n;N , C,V ,ρ) =
p̃(n;Nρ)∑

m∈S(N ,C,V ) p̃(m;N ,ρ)
.
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6.1.1 Complexity

For the multi-rate model the calculations in the product form solution of
the finite source version have the same complexity as in the infinite source
version (see Section 5.2.3): O(TCT+1). Again the bottleneck is determining
the feasible states and the blocking states. For the finite source version we
even have to check states for another restriction (ni ≤ Ni for i = 1, 2, . . . , T ).
This extra restriction can reduce the state space if for some i, Ni < bC/Vic
(which means that more than Ni type i customers fit in the system). This
would reduce the complexity of the calculations slightly. But in reality this
will only happen if the number of types is large, which means that the
solution stays complex.

6.1.2 Binomial model

In Chapter 4 we saw that for the single-rate finite source model we can
use the truncated binomial model to calculate the blocking probability. In
the multi-rate model the binomial model can help us in calculating the
unnormalized probabilities, but will not solve our problem concerning the
normalization constant. There is no form of truncation that captures the
strange structure of the state space of the multi-rate model.

6.2 Recursive solutions

To avoid the complex calculations of the product form solution from Section
6.1 we study recursive solutions in this section. We will see that there are
different recursive solutions for this problem. We will show whether these
solutions are useful. Our goal is to find an easy formula to calculate the
equilibrium distribution in the finite source multi-rate model, which we can
use for private clouds with different types of customers or applications.

We will discuss three different recursive solutions:

• The first one corresponds to the recursive solution for the infinite
source model and is the most common one in the literature, but only
useful in specific cases.

• The second one we did not found in literature yet and is applicable
in all situations. Unfortunately it does not reduce the complexity as
much as we would like.

• The third one can be used in all situations and reduces the complexity
considerably!

94



Notation
Corresponding with the notation in Chapter 5 we use q̃(m;N , C,V ,ρ) to
denote the unnormalized probability that there are m VMs in use and
S(m;N , C,V ) to denote the collection of states in which m VMs are used.

6.2.1 First recursive solution

The first recursive solution can be found in [25]. The proof of this solution
is almost equivalent to the proof of Theorem 5.3.

Theorem 6.2 Assume that the total number of used VMs (m) uniquely
determines the number of customers in the system for each type (n), then
the following recursive relationship holds for q̃(m;N , C,V ,ρ):

q̃(m;N , C,V ,ρ) =
1

m

T∑
i=1

Vi(Ni − ni + 1)ρiq̃(m− Vi;N , C,V ,ρ).

Proof
First we take a closer look at nip̃(n;N ,ρ) and

∑
n∈S(m;N ,C,V ) nip̃(n;N ,ρ)

respectively:

nip̃(n;N ,ρ) = ni

T∏
j=1

(
Nj

nj

)
ρ
nj

j = ni

(
Ni

ni

)
ρni
i

∏
j 6=i

(
Nj

nj

)
ρ
nj

j

= ni ·
Ni!

ni!(Ni − ni)!
· ρni

i

∏
j 6=i

(
Nj

nj

)
ρ
nj

j

=
Ni!

(ni − 1)!(Ni − ni + 1)!
· (Ni − ni + 1)ρni

i

∏
j 6=i

(
Nj

nj

)
ρ
nj

j

=

(
Ni

ni − 1

)
(Ni − ni + 1)ρni−1

i ρi
∏
j 6=i

(
Nj

nj

)
ρ
nj

j

= (Ni − ni + 1)ρi · p̃(n− ei;N ,ρ).

∑
n∈S(m;N ,C,V )

nip̃(n;N ,ρ) =
∑

n∈S(m;N ,C,V )

(Ni − ni + 1)ρip̃(n− ei;N ,ρ)

(∗)
= (Ni − ni + 1)ρi

∑
n∈S(m;N ,C,V )

p̃(n− ei;N ,ρ)

= (Ni − ni + 1)ρi
∑

n∈S(m−Vi;N ,C,V )

p̃(n;N ,ρ)

= (Ni − ni + 1)ρiq̃(m− Vi;N , C,V ,ρ).
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Using these expressions we now rewrite mq̃(m;N , C,V ,ρ):

mq̃(m;N , C,V ,ρ) = m
∑

n∈S(m;N ,C,V )

p̃(n;N ,ρ) =
∑

n∈S(m;N ,C,V )

mp̃(n;N ,ρ)

=
∑

n∈S(m;N ,C,V )

(
T∑
i=1

niVi

)
p̃(n;N ,ρ)

=

T∑
i=1

Vi
∑

n∈S(m;N ,C,V )

nip̃(n;N ,ρ)

=
T∑
i=1

Vi(Ni − ni + 1)ρiq̃(m− Vi;N ,N , C,V ,ρ).

Dividing both sides by m gives us the recursive relationship stated in the
theorem.

�

Remark 6.1
The assumption made in this theorem is very important for both the proof
and the usability of the formula. The equality with (∗) only holds due to
this assumption, otherwise ni would not be fixed for n ∈ S(m;N , C,V ) and
we could not take the term out of the sum. To actually use this formula this
assumption also should hold, otherwise the input of the formula is unknown.

Remark 6.2
In [25] it is stated that for all combinations of parameters there is an equiv-
alent system with a combination of parameters for which the assumption
does hold. They show how this transformation is made for an example with
two types of customers. It is not trivial that such a transformation exists
for all situations (for example it there are more customer types). Moreover
our calculations would be simplified if we can avoid this transformation.

Remark 6.3
If we have such a transformation we can also directly implement the product
form solution, so we do not need this recursive solution:

q̃(m;N , C,V ,ρ) = p̃ (n(m);N , C,V ,ρ) =
T∏
i=1

(
Ni

ni(m)

)
ρ
ni(m)
i ,

where n(m) is the n uniquely determined by m.
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6.2.2 Second recursive solution

Since the first recursive formula is not applicable in every situation without
using this transformation, we aimed to derive another one. As mentioned
in the introduction of this section, we did not see this formula in the liter-
ature yet. We found it by manipulating the expressions slightly different in
comparison to the proof of the first recursive solution.

Theorem 6.3 For q̃(m;N , C,V ,ρ) the following recursive relationship holds:

q̃(m;N , C,V ,ρ) =
1

m

T∑
i=1

ViNiρiq̃(m− Vi;N − ei, C,V ,ρ).

Proof

nip̃(n;N ,ρ) = ni

T∏
j=1

(
Nj

nj

)
ρ
nj

j = ni

(
Ni

ni

)
ρni
i

∏
j 6=i

(
Nj

nj

)
ρ
nj

j

= ni ·
Ni!

ni!(Ni − ni)!
· ρni

i

∏
j 6=i

(
Nj

nj

)
ρ
nj

j

= Niρi ·
(Ni − 1)!

(ni − 1)!(Ni − ni)!
· ρni−1

i

∏
j 6=i

(
Nj

nj

)
ρ
nj

j

= Niρip̃(n− ei;N − ei,ρ).

∑
n∈S(m;N ,C,V )

nip̃(n;N ,ρ) =
∑

n∈S(m;N ,C,V )

Niρip̃(n− ei;N − ei,ρ)

=
∑

n∈S(m−Vi;N ,C,V )

Niρip̃(n;N − ei,ρ)

= Niρiq̃(m− Vi;N − ei, C,V ,ρ),

mq̃(m;N , C,V ,ρ) = m
∑

n∈S(m;N ,C,V )

p̃(n;N ,ρ) =
∑

n∈S(m;N ,C,V )

mp̃(n;N ,ρ)

=
∑

n∈S(m;N ,C,V )

(
T∑
i=1

niVi

)
p̃(n;N ,ρ)

=

T∑
i=1

Vi
∑

n∈S(m;N ,C,V )

nip̃(n;N ,ρ)

=

T∑
i=1

ViNiρiq̃(m− Vi;N − ei, C,V ,ρ).
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Dividing both sides by m gives us the recursive relationship stated in the
theorem.

�

Remark 6.4
In the formula proved above we see that it is not only recursive in the to-
tal number of used VMs (m) but also in the number of customers of type
i (Ni). This means that to calculate the distribution given a certain N ,
we have to know the distribution given N − ei for i = 1, 2, . . . , T . But
to calculate these we have to know the distribution given N − ei − ej for
i, j = 1, 2, . . . , T etc.

Complexity
The number of distributions we have to determine is equal to

∏T
i=1(Ni + 1).

To calculate such a distribution we have to calculate at most C+1 q̃(m)’s and
each q̃ is calculated by taking a sum over T elements. The total complexity
of this solution is thereby:

O

(
T∏
i=1

(Ni + 1) · (C + 1) · T

)
= O(NTCT ).

with N = maxiNi. Unfortunately for N bigger than C (which is often the
case in realistic examples) this recursive solution is not less complex than
the product form solution.

Example 6.1 (continued)
To illustrate the complexity of this solution we consider the calculations for
our example with N1 = 4, N2 = 3 and C = 5. In the product form solution
we had to calculate 11 probabilities (see Figure 6.2). With this recursive
solution we need the distributions for N = (3, 3) and N = (4, 2) to be able
to calculate the distribution for our real source N = (4, 3). But to calculate
these distributions we need N = (2, 3),N = (3, 2) and N = (4, 1) etc. In
Figure 6.2 this recursion is showed.

In Figure 6.2 an arrow from (i, j) to (k, l) means that the distribution for
N = (i, j) is needed to be able to calculate the distribution for N = (k, l)
(note that (i, j) in this figure stands for (N1, N2) and not for (n1, n2) like in
the figures we saw before).
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Figure 6.2: Distributions needed to calculate the distribution for N = (4, 3)

In Figure 6.2 we can see that for our example we need to calculate 20 distri-
butions when we use this recursive formula. In every distribution we need
to calculate 5 + 1 probabilities (for m = 0, 1, . . . , 5). This means calculating
120 probabilities in comparison with 11 probabilities in the product form
solution.

6.2.3 Third recursive solution

Since the first two recursive solutions are not satisfactory (respectively not
applicable in every situation and still too complex) we study a third one.
This solution is a special case of the formula that is stated and proved by
Delbrouck [26]. In Theorem 6.4 we give the formula for the finite source
multi-rate model instead of the more general approach of Delbrouck. We
remark that this formula is relatively unknown and that the proof given here
is more extensive and easier to understand for this particular case.

Theorem 6.4 For q̃(m;N , C,V ,ρ) the following recursive relationship holds:

q̃(m;N , C,V ,ρ) =
T∑
i=1

ViρiNi

m

bm/Vic∑
n=1

(−ρi)n−1q̃(m− Vin;N , C,V ,ρ).

Proof
For the readability of this proof, we write q̃(m) instead of q̃(m;N , C,V ,ρ).

99



Consider the probability generating function of q̃(m):

P (s) =
∞∑
m=0

q̃(m)sm.

Define f(s) =
∑∞

m=0 fms
m as the power series for which P (s) = ef(s) holds.

Differentiating this last equation gives:

∞∑
m=0

mq̃(m)sm−1 =

∞∑
m=0

mfms
m−1

∞∑
m=0

q̃(m)sm.

If we apply Cauchy multiplication to the right-hand side we get:

∞∑
m=0

mq̃(m)sm−1 =
∞∑
m=0

m∑
j=0

jfj q̃(m− j)sm−1

=

∞∑
m=0

m∑
j=1

jfj q̃(m− j)sm−1.

This implies:

mq̃(m) =

m∑
j=1

jfj q̃(m− j)⇒ q̃(m) =

m∑
j=1

j

m
fj q̃(m− j).

If we can determine fj , we have a recursive formula for q̃(m). To this end
we study Pi(s), the probability generating function of the number of VMs
used by customers of type i, for i = 1, 2, . . . T :

Pi(s) =
∞∑
m=0

q̃i(m)sm =

Ni∑
n=0

(
Ni

n

)
ρni s

Vin.

Note that q̃i(m) is the unnormalized probability that m VMs are used by
type i customers and not the unnormalized probability that m type i cus-
tomers are in the system. This is necessary to express P (s) in terms of
Pi(s), i = 1, . . . , T , which we will do later in this proof.
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Now we rewrite Pi(s) in an exponential form:

Pi(s) =

Ni∑
n=0

(
Ni

n

)
ρni s

Vin =

Ni∑
n=0

(
Ni

n

)(
ρis

Vi
)n

(∗)
=

(
ρis

Vi + 1
)Ni

=
(
exp

(
log
(
ρis

Vi + 1
)))Ni

= exp
(
Ni · log

(
ρis

Vi + 1
))

(∗∗)
= exp

(
Ni ·

∞∑
n=1

(ρis
Vi)n

n
(−1)n−1

)

= exp

( ∞∑
n=1

ρiNi(−ρi)n−1

n
sVin

)
.

For the equality with (∗) we used the binomial theorem and with (∗∗) we
used the Taylor expansion of log(x+ 1) around a = 0:

log(x+ 1) =

∞∑
n=1

xn

n
(−1)n−1.

For our calculations we now assume that the number of VMs is infinite,
while calculating the normalized probabilities we will truncate the calculated
distribution by cutting off all states with more than C VMs used. In this
infinite VM case the number of VMs used by one type is independent of the
number of VMs used by each other type. The total number of used VMs is
the sum of the number of VMs used by each type. So we can use the fact
that the probability generating function of the sum of independent discrete
random variables is the product of their probability generating functions:

P (s) =
T∏
i=1

Pi(s).

Putting in our expression of Pi(s) gives:

P (s) =

T∏
i=1

exp

( ∞∑
n=1

ρiNi(−ρi)n−1

n
sVin

)

= exp

(
T∑
i=1

∞∑
n=1

ρiNi(−ρi)n−1

n
sVin

)
.
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From which follows that f(s):

f(s) =

∞∑
n=1

T∑
i=1

ρiNi(−ρi)n−1

n
sVin.

Hence:

fj =


∑T

i=1
ρiNi(−ρi)n−1

n if j = Vkn for k = 1, 2, . . . , T,

0 otherwise.

Using these fj , j = 1, . . . , T gives the recursive formula for q̃(x):

q̃(m) =

m∑
j=1

j

m
fj q̃(m− j) =

T∑
i=1

bm/Vic∑
n=1

Vin

m

ρiNi(−ρi)n−1

n
q̃(m− Vin)

=

T∑
i=1

ViρiNi

m

bm/Vic∑
n=1

(−ρi)n−1q̃(m− Vin).

�

Remark 6.5
The complexity of this solution is much lower than the complexity of the
product form solution or the second recursive solution. We only need to cal-
culate C different q̃’s and each q̃ is calculated by taking a double sum over
T and bm/Vic. This gives a complexity of O(CTN) with N = maxibC/Vic.

Recursive formula for unnormalized probabilities:

q̃(m;N , C,V ,ρ) =



0 : m < 0,

1 : m = 0,∑T
i=1

ViρiNi

m

∑bm/Vic
n=1 (−ρi)n−1

· q̃(m− Vin;N , C,V ,ρ) : 0 < m ≤ C.

Formula for normalized probabilities:

q(m;N , C,V ,ρ) =
q̃(m;N , C,V ,ρ)∑C
i=0 q̃(i;N , C,V ,ρ)

.
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6.3 Distribution observed by arriving customers

In the previous sections we found formulae for the equilibrium distribution
in the finite source multi-rate model. Since the arrivals are not Poisson in
this finite source model we can not use PASTA, so we do not know the dis-
tribution observed by arriving customers yet. We also faced this problem in
Section 2.3 for the single-rate finite source model. There we proved that the
distribution observed by an arriving customer was equal to the equilibrium
distribution of the system with one customer less (Theorem 2.6).

In this section we prove a similar result for the multi-rate model, namely
that the distribution that an arriving customer of type i observes is equal
to the equilibrium distribution of the system with one customer of type i
less. Before we prove this result (in Theorem 6.5) we introduce a lemma
that simplifies our proof.

Lemma 6.1

(Ni − ni)p(n;N , C,V ,ρ) = Nip(n;N − ei, C,V ,ρ).

Proof
For the readability we write G for the normalization constant instead of:∑

m∈S(N ,C,V )

p̃(m;N , C,V ,ρ).

(Ni − ni)p(n;N , C,V ,ρ) = (Ni − ni)
T∏
j=1

(
Nj

nj

)
ρ
nj

j ·G
−1

= (Ni − ni)
(
Ni

ni

)
ρni
i

∏
j 6=i

(
Nj

nj

)
ρ
nj

j ·G
−1

= (Ni − ni)
Ni!

ni!(Ni − ni)!
ρni
i

∏
j 6=i

(
Nj

nj

)
ρ
nj

j ·G
−1

= Ni
(Ni − 1)!

ni!((Ni − 1)− ni)!
ρni
i

∏
j 6=i

(
Nj

nj

)
ρ
nj

j ·G
−1

= Nip(n;N − ei, C,V ,ρ).

�
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Now we can express the probability that a type i customer observes a certain
state at his arrival in terms of the equilibrium probabilities.

Notation
By pai(n;N , C,V ,ρ) we denote the probability that an arriving type i cus-
tomer observes the system in state n.

Theorem 6.5

pai(n;N , C,V ,ρ) = p(n;N − ei, C,V ,ρ).

Proof
In this proof we use the same technique as in the proof of Theorem 2.6. Here
the two events are as follows.

Event 1: a customer of type i arrives in ∆t and observes state n.
Event 2: a customer of type i arrives in ∆t.

pai(n;N , C,V ,ρ) =
P(event 1)

P(event 2)

=
λi(Ni − ni)p(n;N , C,V ,ρ)∆t∑

m∈S(C,V ) λi(Ni −mi)p(m;N , C,V ,ρ)∆t

(∗)
=

λiNip(n;N − ei, C,V ,ρ)∆t∑
m∈S(C,V ) λiNip(m;N − ei, C,V ,ρ)∆t

,

=
λiNi∆tp(n;N − ei, C,V ρ)

λiNi∆t
∑
m∈S(C,V ) p(m;N − ei, C,V ,ρ)

=
p(n;N − ei, C,V ,ρ)∑

m∈S(C,V ) p(m;N − ei, C,V ,ρ)

= p(n;N − ei, C,V ,ρ),

for the equality with (∗) we use Lemma 6.1. The last equality holds since
the sum over all feasible states is equal to 1.

�

Now we define qai(m;N , C,V ,ρ) as the probability that an arriving type i
customer observes exactly m VMs busy upon his arrival. In line with the
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previous results this probability qai(m;N , C,V ,ρ) is equal to the probabil-
ity that exactly m VMs are busy in the system with one type i customer
less. We prove this in the following theorem.

Theorem 6.6

qai(m;N , C,V ,ρ) = q(m;N − ei, C,V ,ρ).

Proof

qai(m;N , C,V ,ρ) =
∑

n∈S(m;N ,C,V )

pai(n;N , C,V ,ρ) =

∑
n∈S(m;N ,C,V )

p(n;N − ei, C,V ,ρ) = q(m;N − ei, C,V ,ρ).

�

6.4 Blocking probability

Using Theorem 6.6 we can now calculate the blocking probability for the
different types of customers. Since an arriving customer of type i is blocked
if he finds less than Vi available VMs, his blocking probability is:

Bi(N , C,V ,ρ) =
C∑

m=C−Vi+1

qai(m;N , C,V ,ρ)

=
C∑

m=C−Vi+1

q(m;N − ei, C,V ,ρ).

Like in the infinite multi-rate model each customer type has his own blocking
probability. Dependent on ones objective, one can choose which of these
blocking probabilities is used (see Section 5.2.2).

6.5 Conclusions

In this chapter we have studied the finite version of the multi-rate model.
This model is particularly applicable to dimension a private cloud with dif-
ferent types of customers or applications. Like in the infinite version in
Chapter 5 we considered the product-form solution in Section 6.1. This so-
lution was again very computational intensive, especially for many different
customer types. Therefore we also studied different recursive solutions in
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Section 6.2 and eventually found a recursive solution that works in all situ-
ations and reduces the complexity a lot.

In Section 6.3 we showed how arriving customers observe the system and
in Section 6.4 we used this to express the blocking probability experienced
by the different customer types. Again we can not speak of the blocking
probability, since this probability differs per type.
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7 Comparison of multi-rate models

In Chapter 2, 5 and 6 we have investigated four models to dimension differ-
ent types of clouds. In Chapter 3 we already compared the infinite source
model with the finite source model for the single-rate version. In this chapter
we focus on comparisons for the multi-rate models. In Section 7.1 we com-
pare the multi-rate version of the infinite source model with the multi-rate
version of the finite source model. In Section 7.2 we compare the infinite
source multi-rate model with the infinite source single-rate model. For the
comparison of the finite versions similar results hold. The motivation for
these comparisons is as follows: we would like to investigate the influence of
the choice of the model on the results of the cloud dimensioning.

7.1 Multi-rate: infinite versus finite

In this section we compare the infinite source multi-rate model from Chap-
ter 5 with the finite source multi-rate model from Chapter 6. In Figure
7.1 we show the results for an example with two types of customers and
V1 = 1, V2 = 3, ρ1(t) = 25 and ρ2(t) = 10. In the graph we plotted the
blocking probability for both customer types. We did this for the infinite
source and for the following finite sources: N = (10, 15),N = (30, 45) and
N = (100, 150). To determine the ρi(u) for the finite source model, we use
the standard choice for ρ as described in Chapter 3: ρi(u) = ρi(t)/Ni.

Figure 7.1: Blocking probability as a function of the number of VMs for the two

types and different sources with V1 = 1, V2 = 3, ρ1(t) = 25 and ρ2(t) = 10
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If we consider one customer type we see the same results as in Section 3.1:
the blocking probability in the infinite source model is always bigger than
in the finite source model. We also see that the bigger N is, the closer the
finite source model is to the infinite source model. If we consider a fixed
source we see the result of Theorem 5.2: customers that request less VMs
(type 1) experience a smaller blocking probability than customers that re-
quest more VMs (type 2). In Figure 7.2 we show the results for the number
of required VMs for the same parameters.

Figure 7.2: Number of required VMs as a function of the maximum blocking prob-

ability for the two types and different sources with V1 = 1, V2 = 3, ρ1(t) = 25 and

ρ2(t) = 10

Here we see the same results: the infinite source model always gives an over-
estimate of the number of required VMs and if we dimension on type 1 we
need less VMs than if we dimension on type 2.

If one wants to dimension a private cloud with different customer types
we recommend to use the finite source multi-rate model. The infinite source
multi-rate model will overestimate the number of required VMs which results
in higher cost than necessary. Since the results for other combinations of
parameters are similar to the results in Chapter 3 we continue with the next
comparison in Section 7.2.
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7.2 Multi- versus single-rate

In this section we compare the multi-rate model with the single-rate model.
Since we found easy formulae for the single-rate models it would be very
convenient if we could just use these formulae to dimension clouds with dif-
ferent customer types instead of the significantly harder multi-rate models.
In this section we check whether this is possible. We show the differences be-
tween multi-rate and single-rate using some examples of the infinite source
multi-rate model. For the finite source multi-rate model the results are
similar.

7.2.1 First example infinite source multi-rate model

To illustrate the comparison we use the following example with two cus-
tomer types: V1 = 1, V2 = 11, ρ1 = 5 and ρ2 = 1. In Figure 7.3 we show
the blocking probability for the two types calculated with the infinite source
multi-rate model. We also plot the weighted mean of the blocking probabil-
ities, where the weight is again ρiVi as described in Chapter 5.

Figure 7.3: Blocking probabilities as a function of the number of VMs

Remarkable is the strange line for the blocking probability of type 1 cus-
tomers. This probability is decreasing up to C = 10 but then increases
again. This observation can be explained as follows: if there are 10 VMs
or less, customers of type 2 will never be accepted. If the number of VMs
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increases from 0 to 10, customers of type 1 will experience a decreasing
blocking probability as if they are the only customers in the system. But
at the moment that there are 11 VMs, also customers of type 2 will be
accepted and this results in a higher blocking probability for customers of
type 1. This also explains the bumps after C = 22 and C = 33.

This observation means that for the multi-rate model the blocking proba-
bility is not monotone decreasing in C. Since in the single-rate models the
blocking probability was always monotone decreasing in C (see Section 2.4)
we can on forehand conclude that we can never produce exactly this bumpy
line with a single-rate model. In the following sections we see if we are able
to approximate the blocking probabilities in the multi-rate model with a
single-rate model.

7.2.2 Simple transformation from multi-rate to single-rate

To compare the multi-rate model with the single-rate model we have to
transform the parameters V and ρ from the multi-rate model to input for
the single-rate model. An important principle to obtain fair comparisons is
that the total workload stays the same, where we take the number of VMs that
a customer uses into account. In the multi-rate model the total workload
can be calculated as follows:

W (ρ, V ) =
T∑
i=1

ρiVi.

The simplest way to transform this to a single-rate model is to use this
W (ρ, V ) as the ρ in the single-rate model where all customers request 1
VM. In Figure 7.4 we show the blocking probability that this approach gives.

An obvious consequence of this transformation is that we only obtain one
blocking probability, instead of the blocking probability for each type in
the multi-rate model. So using this simple transformation to the single-rate
model results in losing a lot of information that the multi-rate model does
give us. Therefore we do not recommend to apply this simple transforma-
tion to dimension a cloud with different types of customers.
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Figure 7.4: Blocking probability as a function of the number of VMs

Observations:

• The blocking probability obtained by the single-rate model is neither
a good approximation for the blocking probability of one of the types
nor for the weighted mean of the blocking probabilities.

• For many values of C the blocking probability in the multi-rate model
for type 1 customers is smaller than the blocking probability in the
single-rate model where the workload is divided into customers that
all request 1 VM. This can be explained as follows: in the multi-
rate model type 1 customers benefit from the fact that the big type 2
customers get blocked very often.

In the next section we consider alternative transformations that may give
us better approximations.

7.2.3 Alternative transformations

Instead of dividing the total workload to customers that all request 1 VM,
we can also divide this workload to customers that request another number
of VMs. For example if W (ρ, V ) = 20 in the multi-rate model, we could
transform this to the single-rate model with customers that request 1 VM
with ρ = 20, but we could also use customers that request 2 VMs with
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ρ = 10, customers that request 4 VMs with ρ = 5 etcetera. Remark that
the total workload still should stay the same in both models.

We denote the number of VMs that each customer requests in the single-
rate model with V . It would be logical to take V equal to one of the Vis
from the multi-rate model or some value in between. In Figure 7.5 we show
the blocking probabilities for the multi-rate model and the single-rate model
with V = 1, 6, 11.

Figure 7.5: Blocking probability as a function of the number of VMs

Observations:

• The alternative transformations get around the weighted mean of the
blocking probabilities in the multi-rate model, but are not very ac-
curate. The individual blocking probabilities are not approximated
closely by these transformation.

• For some values of C the blocking probability in the multi-rate model
for type 2 customers is bigger than the blocking probability in the
single-rate model where the workload is divided into customers that
all request 11 VMs. This can be explained as follows: in the multi-rate
model type 2 customers are counteracted by the type 1 customers that
are accepted more easily.
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In Figure 7.6 we show what this means when we calculate the number of
required VMs with the single-rate model. We may conclude that also these
alternative transformations do not give very accurate results. In the next
section we study another example, where the Vis are less extreme.

Figure 7.6: Number of required VMs as a function of the maximum blocking prob-

ability

7.2.4 Second example infinite source multi-rate model

For this example we take three customer types and the following parameters:
V1 = 1, V2 = 2, V3 = 3, ρ1 = ρ2 = ρ3 = 10. In Figure 7.7 we show the results
for both the multi-rate and the single-rate model. For the single-rate model
we use V = 1, 2, 3.

Now the weighted mean blocking probability from the multi-rate model is
closely approximated by the single-rate models. But the individual blocking
probabilities for the ‘extreme’ types (V1 = 1, V3 = 3) can not be approxi-
mated with the single-rate models. In Figure 7.8 we again show what this
means for the number of required VMs.
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Figure 7.7: Blocking probability as a function of the number of VMs

Figure 7.8: Number of required VMs as a function of the maximum blocking prob-

ability

For these small blocking probabilities (between 0,1% and 1%) the number
of required VMs calculated by the single-rate model with V = 1 is a lower
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bound and the number of required VMs calculated by the single-rate model
with V = 3 is an upper bound. Unfortunately we see in Figure 7.9 this is
not true for all blocking probabilities.

Figure 7.9: Number of required VMs as a function of the maximum blocking

probability

7.3 Conclusions

Also for the multi-rate version the infinite source model is always an overes-
timate of the finite source model. So if we use the infinite source multi-rate
model to dimension a private cloud with different customer types, we get a
save boundary for the blocking probability or number of required VMs but
have higher cost than necessary.

When we use the single-rate model to approximate the multi-rate model
it is hard to get all the information that the multi-rate model gives us.
Especially in situations where the number of VMs that customers request
are diverse, the single-rate model differs a lot from the multi-rate model.
It would be interesting to investigate for which combinations of parameters
the single-rate model gives an acceptable approximation of the multi-rate
model and which transformation should be used. Our examples show that it
is definitely not very accurate in all situations, even for situations where the
Vi’s are close to each other. Therefore we recommend to use the multi-rate
models in clouds with different customer types.
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8 A first quantification of the benefits of inter-
cloud

In this chapter we introduce the term intercloud. We define intercloud as
the cooperation between cloud providers, sometimes also called a cloud fed-
eration. In this chapter we describe three ways of cooperating and make a
start with modeling these situations. In Section 8.1 and 8.2 we describe two
simple models that quantify the possible benefits of cooperation between
cloud providers. In Section 8.3 we give a more realistic description of inter-
cloud that may be the basis for follow-up research on modeling intercloud.
With this chapter we hope to give insight in the potential of intercloud and
inspire others to do further research on this topic.

In this chapter we use the finite source single-rate model. We chose for the
finite source model since the influence of an increasing number of customers
due to a cooperation can be implemented easily. We use the single-rate
variant because it requires less input and the complexity of the calculations
is lower than for the multi-rate variant. With some effort the results in this
chapter can be extended to the infinite and multi-rate models.

As a reference for the models that will come, we give a schematic representa-
tion of n cloud providers who do not cooperate with each other in Figure 8.1.

Figure 8.1: Schematic representation of n cloud providers who do not cooperate
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8.1 Total resource sharing

In this model we assume that two or more cloud providers totally share their
resources. Of course this is a simplification of the intercloud model (which is
described in Section 8.3), but it will give us insight whether cloud providers
can have benefits from cooperating. In Figure 8.2 we show n cloud providers
who totally share their resources: each provider gets requests from its own
customers and all providers route the jobs to one resource pool of VMs.

Figure 8.2: Schematic representation of n cloud providers who totally share their

resources

8.1.1 Cloud providers of equal size

For our analyses we first assume that our cloud providers have equal size,
i.e. they have the same number of customers and the same workload. This
assumption makes it easy to divide the cost/benefits of a cooperation. In
Section 8.1.2 we consider providers of different size, where this division is
less trivial.

To investigate the benefits of a cooperation we first calculate how many
VMs a cloud provider needs in order to guarantee a certain blocking prob-
ability. We also calculate how many VMs are required if two or more cloud
providers cooperate. Since the cloud providers all have the same size it is
logical to divide the total cost equally over all providers. For example if 5
cloud providers need 100 VMs in total, they all pay for 20 VMs. In Figure
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8.3 we plot how many VMs are required per cloud provider for N = 100 and
p = 0.1. The four graphs represent respectively no cooperation and total
resource sharing with 2, 3 and 10 providers.

Figure 8.3: Number of required VMs per cloud provider for no cooperation or to-

tal resource sharing between 2, 3 or 10 cloud providers for N = 100 and p = 0.1

In Figure 8.3 we see that when cloud providers cooperate, the number of
required VMs per cloud provider decreases. This benefit is due to the statis-
tical multiplexing described in Chapter 1 and means that cooperation can
certainly lead to lower cost for each cloud provider. We also see that for a
larger number of cooperating cloud providers the benefit is greater. Remark
that cooperation with too many providers also carries disadvantages with it.
Agreements must be made and communication must take place between all
of them. But even for two or three providers that decide to work together
the benefits can be significant, in Figure 8.3 can be seen that the difference
between 1 and 2 providers is in fact the biggest.

It is interesting how the benefits of a cooperation depend on the parameters
N and p. In Table 8.1 we show the benefits of a cooperation between two
cloud providers for different combinations of N and p where we use a maxi-
mum blocking probability of 0,1%. The three numbers in each cell represent
the number of required VMs when they do not cooperate, when they totally
share their resources and the difference as a percentage of the first number.
The results for more providers or other blocking probabilities are similar.
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p = 0.01 0.02 0.05 0.1 0.2 0.5

N = 10 3, 1.5 3, 2 4, 3 5, 4 7, 5.5 10, 8.5

50% 33% 25% 20% 21% 15%

25 4, 2.5 5, 3 6, 4.50 9, 6.5 12, 10 20, 18

38% 40% 25% 28% 17% 10%

50 5, 3 6, 4 9, 6.50 13, 10.5 20, 16.5 36, 32.5

40% 33% 28% 19% 18% 10%

100 6, 4 8, 6 13, 10.50 21, 17 33, 28.5 65, 60

33% 25% 19% 19% 14% 8%

250 9, 7 14, 10.5 24, 20.50 40, 35 69, 62.5 147, 140

22% 25% 15% 13% 9% 5%

500 14, 10.5 21, 17.5 41, 35.5 70, 63.5 125, 117 280, 270

25% 17% 13% 9% 6% 4%

1000 21, 17.5 35, 29.5 71, 64 127, 118 234, 222.5 540, 527

17% 16% 10% 7% 5% 2%

Table 8.1: Benefits for total resource sharing between two cloud providers for a

maximum blocking probability of 0,1%

In Table 8.1 we see that the percentage benefit per cloud provider is greater
for smaller values of N and p. On their own smaller providers make less
use of statistical multiplexing and therefore get a bigger advantage from co-
operating. An on first hand remarkable observation from Table 8.1 is the
fact that for combinations of N and p with equal product Np (for example
consider the bold values in the table, for which Np = 10), the percentage
benefit is of similar order. This can be explained as follows: in Chapter 3
we saw that for increasing N these finite source models tend to approach
the infinite source model. For combinations N and p with equal Np, they
approach the same infinite source model and therefore will have the same
benefit from a cooperation. For smaller values of N and equal Np the per-
centages turns out to be not similar.

We can conclude that total resource sharing definitely can reduce cost. We
also saw that the benefits are bigger for smaller providers (smaller N or p)
and when more providers work together. We remark that the disadvantages
of working with too many providers must be taken into account.
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8.1.2 Cloud providers of different size

Instead of assuming that all providers have the same size, we can also an-
alyze the benefits of cooperation between cloud providers of different size.
Consider the following example:

provider 1: N1 = 100, p1 = 0.01
provider 2: N2 = 500, p2 = 0.01
provider 3: N3 = 1000, p3 = 0.01

When these providers want to guarantee a maximum blocking probability
of 0,1% and do not cooperate, provider 1 needs 6 VMs, provider 2 needs 14
VMs and provider 3 needs 21 VMs. So in total 41 VMs are required. When
they decide to share their resources they only need 30 VMs to guarantee the
same blocking probability. We see that also for providers of different size
cooperation can lead to cost savings. But how must the total cost for these
30 VMs be divided over the three cloud providers? Since the providers are
of different size it would not be fair to divide the cost equally as we did in
Section 8.1.1. We describe three simple possibilities to divide the cost:

• Option 1: the total cost are divided according to the ratio of the Ns.

• Option 2: the reduction of the total number of VMs (11) is equally
divided over the three cloud providers.

• Option 3: the proportion of the total cost for each cloud provider
stays the same as in the situation that they do not cooperate.

provider 1 provider 2 provider 3

No cooperation 6 14 21

Option 1 17
8 93

8 183
4

Option 2 21
3 101

3 171
3

Option 3 416
41 1010

41 1515
41

Table 8.2 Cost per provider for the different options

We see that in all options the providers are better off than in the situation
that they do not cooperate. But probably they will not agree on which
option is most fair: option 1 is optimal for providers 1 and 2 and option 3
is optimal for provider 3. To solve this problem one can make use of theory
on cooperative games.
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8.2 Outsourcing of jobs

Another form of intercloud is the following: a relative small cloud provider
buys less VMs than required to guarantee the maximum blocking probabil-
ity that he desires, but chooses to outsource a part of the incoming jobs to a
big colleague provider. We represent this situation in Figure 8.4. In Chapter
2 we saw that in some situations it requires many VMs to reduce the block-
ing probability a little bit more to the desired value. If the outsourcing of
a few jobs costs less than buying extra VMs, this option would be interesting.

Figure 8.4: Schematic representation of a cloud provider that outsources jobs to

another cloud provider

The possible benefits of this approach really depend on the cost of VMs and
the cost of outsourcing jobs. We assume the following:

• The cost of VMs are proportional to the number of VMs that you buy.

• The cost of outsourcing jobs is proportional to the amount of work
you outsource and therefore proportional to the difference between the
blocking probability that you can guarantee with your own VMs and
the blocking probability that you promise to your customers. Remark
that it depends on the terms of the colleague provider whether this
assumption is correct.
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To get an idea of this situation we study an example of a provider with
N = 1000 customers and p = 0.01. We assume that the provider guarantees
a blocking probability of 0,1%. If the provider does not outsource jobs he
needs 21 VMs to obtain this blocking probability. In Figure 8.5 we plot the
cost if he chooses to buy less VMs. On the vertical axis we use the following
measures:

• Cost outsourcing: the proportion of the cost for outsourcing all jobs.

• Cost of VMs: the proportion of the cost for 21 VMs.

Figure 8.5: Cost for VMs and outsourcing jobs as a function of the number of

VMs the provider buys

To make this example more concrete we use the following fictitious data:

• The total cost per VM that you own are 10.000 money units per year
(this includes the cost for purchasing, maintenance, electricity etc.).

• The total cost per VM that you rent are 5 money units per hour.

The total cost as a function of the number of VMs that the provider buys
himself are shown in Figure 8.6.
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Figure 8.6: Total cost as a function of the number of VMs the provider buys

We see that under these assumptions it would be most profitable to buy 14
VMs and outsource a part of the jobs to still obtain a blocking probability
of 0,1%. If the cost of owning a VM are larger, this optimum would be more
to the left. If the cost of renting VMs are larger, this optimum would be
more to the right. It would be very interesting to investigate this option
with more realistic input.

Generally it was assumed that either hosting everything yourself or out-
sourcing everything was the best option. But this example shows that it
can be optimal to handle a part of your workload in your own cloud and
outsource the remaining part to another cloud.

8.3 Partial cooperation

In Section 8.1 and 8.2 we saw that cooperation between cloud providers de-
fenitely has potential. In this section we give a more realistic description of
the idea of intercloud, where multiple cloud providers benefit from a coop-
eration but keep their own interests in mind.

In Figure 8.7 we show 3 cloud providers that work together in an intercloud.
If one provider receives a request from a customer and all his VMs are busy,
he can decide to ask one of his colleague providers. The other providers
can decide to accept such a request or block it. In some descriptions of
interclouds [27] a broker is suggested: an intermediate who regulates all the
requests between the different cloud providers. In Figure 8.8 this situation
is represented.
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Figure 8.7: Schematic representation of 3 cloud providers that partially cooperate

Figure 8.8: Schematic representation of 3 cloud providers that partially cooperate

with help of a broker
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Important questions in this model are:

• When must a cloud provider ask his colleagues for resources?

• When must a cloud provider accept a request from a colleague?

A reason to decide to ask your colleague for resources is that it decreases
the blocking probability for your customers, a reason to block your customer
are the cost involved with this service. A reason to accept a request from
your colleague is the profit you get with it, a reason to block a request
from a colleague provider is the fact that accepting means that the blocking
probability for your own customers increases. An important aspect in these
decisions is the pricing: do providers have to pay more or less to their col-
leagues than their customers do?

Both decisions can depend on several facts, for example:

• The state of the cloud at the moment of a request.

• The type of request (i.e. the number of VMs etcetera).

To be able to make good decisions first a good mathematical model is needed.
For further research we recommend to investigate the possibilities in using
overflow models and Markov decision models. Also the pricing is an impor-
tant aspect that we think is required to take into account in analyses.

In this chapter we saw that there is definitely potential in intercloud. Next
to further research on the mathematical models that can be used to dimen-
sion interclouds, also technical aspects must be better developed to enable
interclouds [27].
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9 Conclusions and further research

In this thesis we used queueing models to dimension different types op
clouds. We started with two models to dimension clouds with one customer
type: the infinite and finite source single-rate model. We showed that it is
important to use the finite source model to dimension private clouds. Using
the infinite source model would lead to overprovisioning and higher cost than
necessary. We also studied two models to dimension clouds with different
customer types: the infinite and finite source multi-rate model. Again the
finite source version should be used for private clouds. For this finite source
multi-rate model we gave a recursive formula that reduces the complexity of
the calculations considerably. For the formulae of the four models we refer
to the corresponding chapters and Appendix A. With these models we also
investigated the benefits of intercloud, which appears to be significant.

Further research
In this section we point out some possible directions for further research:

• Validation/data
It would be interesting to validate the results of our models by simu-
lating a cloud or doing measures in a real cloud.

• Intercloud
As mentioned in Chapter 8, we only made a start on the topic inter-
cloud. It would be interesting to investigate more complex models for
the situation described in Section 8.3.

• Pricing
Which prices should a cloud provider ask, from customers and col-
league providers, for his resources? And can a cloud provider stimu-
late his clients to do what is beneficial for him through the pricing of
his products?

• Assumptions
Another direction is investigating the assumptions made in this thesis.
Are these assumptions realistic and can the models be customized for
other assumptions?

• Approximations
In this thesis we mainly considered exact solutions for the four models.
Especially for the relative hard multi-rate models it would be very
interesting to study approximations for the blocking probability and
the number of required VMs.
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Appendix A: Summary formulae

A1: Single-rate infinite source

Equilibrium distribution

p(n;C, ρ) =
ρn/n!∑C
i=1 ρ

i/i!

Blocking probability - Direct solution

B(C, ρ) = p(C;C, ρ) =
ρC/C!∑C
i=1 ρ

i/i!

Blocking probability - Recursive solution

B(C, ρ) =
ρB(C − 1, ρ)

C + ρB(C − 1, ρ)

A2: Single-rate finite source

Equilibrium distribution

p(n;N,C, ρ) =

(
N
n

)
ρn∑C

i=1

(
N
i

)
ρi

Distribution observed by arriving customers

pa(n;N,C, ρ) = p(n;N − 1, C, ρ) =

(
N−1
n

)
ρn∑C

i=1

(
N−1
i

)
ρi

Blocking probability - Direct solution

B(N,C, ρ) = pa(C;N,C, ρ) = p(C;N − 1, C, ρ) =

(
N−1
C

)
ρC∑C

i=1

(
N−1
i

)
ρi
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Blocking probability - Recursive solution

B(N,C, ρ) =
ρ(N − C)B(N,C − 1, ρ)

C + ρ(N − C)B(N,C − 1, ρ)

Blocking probability - Excel formula

B(N,C, ρ) =
BINOM.DIST (C,N − 1, ρ

1+ρ , FALSE)

BINOM.DIST (C,N − 1, ρ
1+ρ , TRUE)

A3: Multi-rate infinite source

Equilibrium distribution - Product form solution

p(n;C,V ,ρ) =

∏T
i=1 ρ

ni
i /ni!∑

m∈S(C,V )

∏T
i=1 ρ

mi
i /mi!

Equilibrium distribution - Recursive solution

q̃(m;C,V ,ρ) =


0 : m < 0

1 : m = 0

1
m

∑T
i=1 Viρiq̃(m− Vi;C,V ,ρ) : 0 < m ≤ C

q(m;C,V ,ρ) =
q̃(m;C,V ,ρ)∑C
i=0 q̃(i;C,V ,ρ)

Blocking probability for customers of type i

Bi(C,V ,ρ) =
C∑

m=C−Vi+1

q(m;C,V ,ρ)
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A4: Multi-rate finite source

Equilibrium distribution - Product form solution

p(n;N , C,V ,ρ) =

∏T
i=1

(
Ni
ni

)
ρni
i∑

m∈S(N ,C,V )

∏T
i=1

(
Ni
mi

)
ρmi
i

Equilibrium distribution - Recursive solution

q̃(m;N , C,V ,ρ) =



0 : m < 0

1 : m = 0∑T
i=1

ViρiNi

m

∑bm/Vic
n=1 (−ρi)n−1

· q̃(m− Vin;N , C,V ,ρ) : 0 < m ≤ C

q(m;N , C,V ,ρ) =
q̃(m;N , C,V ,ρ)∑C
i=0 q̃(i;N , C,V ,ρ)

Distribution observed by arriving customers of type i

qai(m;N , C,V ,ρ) = q(m;N − ei, C,V ,ρ)

Blocking probability for customers of type i

Bi(N , C,V ,ρ) =
C∑

m=C−Vi+1

qai(m;N , C,V ,ρ) =
C∑

m=C−Vi+1

q(m;N − ei, C,V ,ρ)
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Appendix B: Summary notation

General
C = number of VMs

Single-rate infinite source
λ = total arrival rate
µ = service rate
ρ = λ/µ
n = number of customers in the system
p(n;C, ρ) = probability of state n
B(C, ρ) = blocking probability

Single-rate finite source
N = total number of customers
λ = arrival rate per idle customer
µ = service rate
ρ = λ/µ
n = number of customers in the system
p(n;N,C, ρ) = probability of state n
pa(n;N,C, ρ) = probability that an arriving customer observes state n
B(N,C, ρ) = blocking probability

Multi-rate General
T = number of customer types
Vi = number of VMs that a type i customer needs
V = (V1, V2, . . . , VT )
ρi = λi/µi
ρ = (ρ1, ρ2, . . . , ρT )

Multi-rate infinite source
λi = total arrival rate of type i customers
µi = service rate of customers of type i
ni = number of type i customers in the system
n = (n1, n2, . . . , nT )
p(n;C,V ,ρ) = probability of state n
S(C,V ) = feasible states
Si(C,V ) = blocking states for type i customers
Bi(C,V ,ρ) = blocking probability for type i customers
q(m;C,V ,ρ) = probability that m VMs are used
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Multi-rate finite source
Ni = total number of type i customers
N = (N1, N2, . . . , NT )
λi = arrival rate per idle type i customer
µi = service rate of type i customers
ni = number of type i customers in the system
n = (n1, n2, . . . , nT )
p(n;N , C,V ,ρ) = probability of state n
pai(n;N , C,V ,ρ) = probability that an arriving type i customer observes
state n
S(N , C,V ) = feasible states
Si(N , C,V ) = blocking states for type i customers
Bi(N , C,V ,ρ) = blocking probability for type i customers
q(m;N , C,V ,ρ) = probability that m VMs are used
qai(m;N , C,V ,ρ) = probability that an arriving type i customer observes
m used VMs
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