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Introduction
An exoplanet is a planet which orbits around a star that differs from our own star, the Sun. Therefore exoplanets are outside our Solar system. Mankind has long speculated about the existence
of planetary systems other than our Solar system. The discussion of whether or not the Earth was
unique was already debated in the 4th century BC by Greek philosophers:
“There cannot be more worlds than one.”
— Aristotle 384 - 322 BC, De Caelo I.8.
“There are infinitely many worlds both like and unlike this world of ours.”
— Epicurus 341 - 270 BC, D.L. 10.45.
Until the 16th century, Aristotle’s Earth-centered view was the standard view of astronomy. Giordano Bruno, an Italian philosopher, put forward the view that each star is similar to our Sun and
is likewise accompanied by orbiting planets. Only recently has evidence become available to
confirm the philosophical speculations of the existence of planets around other stars. In 1995 the
detection of the first exoplanet around a main sequence star was announced and since then the
search for exoplanets has begun. Some astronomers strongly believe in extrasolar life and the existence of other Earth-like planets, bearing in mind that there are hundreds of billions of galaxies
in the universe, where each galaxy, like our Milky Way, contains hundreds of billions of stars.
Different space telescopes have been and will be launched in order to detect exoplanets similar to the Earth. Since exoplanets only reflect starlight, they are billions of times fainter than
their host star. So compared to their host stars, the average exoplanet is virtually undetectable.
Only a few large gaseous giants orbiting stars which are much more fainter than our Sun, are
directly observed by telescopes. The other exoplanets are indirectly detected from the light data
(flux/brightness) received from the host star using detection methods. There are several detection
methods which have been proved successful to detect exoplanets. All of these methods make use
of different phenomena caused by an exoplanet which are detectable in the light signal of their
host star. The most successful methods are the radial velocity method and the transit method.

Figure 1: Number of detected exoplanets per year. The green bars represent the exoplanets detected by
the transit method and the red bars represent the exoplanets detected by the radial velocity method. Figure
by NASA Exoplanet Archive.
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In 2014 there was a remarkable increase in the number of discovered exoplanets detected by
the transit method (Figure 1), the reason being NASA’s announcement on February 26; they
confirmed 715 discovered exoplanets around 305 different stars by the Kepler Space Telescope,
representing 40% of the total number of confirmed exoplanets (the total number of exoplanets is
1800 (The Extrasolar Planet Encyclopedia) as of June 27, 2014). Figure 1 shows us that the transit
method is the most successful exoplanetary detection algorithm, therefore we will focus on the
transit method only in this thesis. Within this transit method we will investigate different detection
algorithms and these algorithms make use of the phenomena corresponding to the transit method.
The main goal of this thesis is to explore and to compare different transit detection algorithms
and we want to investigate which algorithm benefits the detection purposes most. In this thesis
we will investigate algorithms based on both frequentist and Bayesian inference.
The first chapter of this thesis consists of a short introduction to exoplanetary research. We
introduce the transit method and we briefly explain the characteristics and phenomena corresponding to this method. We also explain a disadvantage of this method and how this problem
can be solved. This chapter serves as an introduction for certain phenomena which will be used
for the detection algorithms.
In Chapter 2 we investigate the box-fitting algorithm (Kovács et al. (2002)), which is the most
common approach in exoplanetary transit searches. Using trial parameters and the method of
least squares, the algorithm finds the best box-shaped function approximation to the transit data.
We end this chapter with an open problem containing a simulation approach to determine significant detection thresholds.
In Chapter 3 we discuss a Bayesian algorithm (Aigrain and Favata (2002)) and we give a brief
introduction to Bayesian inference. The algorithm is a modification to a Bayesian algorithm for
the detection of periodic modulations in X-ray data (Gregory and Loredo (1992)). We will argue
that the Bayesian algorithm contains features which are an obstacle to the detection purposes.
Therefore in Chapter 4 the Bayesian algorithm has been simplified (Aigrain and Irwin (2004)),
which yields to a more suitable algorithm for detection purposes based on the maximum-likelihood
method. In conclusion we will argue that these simplifications and the use of maximum-likelihood
estimators lead to an algorithm similar to the box-fitting algorithm because of the equivalence of
the maximum-likelihood estimator and the least squares estimator.
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1

Introduction to exoplanetary research
“In space there are countless constellations, suns and planets; we see only the suns because
they give light; the planets remain invisible, for they are small and dark. ”
— Giordano Bruno, Despre infinit univers si lumi (1584).

Almost every exoplanet is not directly detectable. In order to detect these faint planets one has to
exploit observable phenomena in the light data of the stars which are caused by orbiting exoplanets. In this chapter we explain the phenomenon of the transit in the light data used in the transit
method. The algorithms investigated in this thesis are all based on this transit phenomenon. We
also explain why the probability of observing a transit is very small and we briefly discuss the
presence of noise which contaminates the light signal.

1.1

Transit method

When the exoplanet transits its host star, i.e., passes between the star and the observer (the telescope), the planet blocks a very small amount of the light signal. This results in a transit dip in
the light curve of the star as illustrated in Figure 1.1. The light curve thus varies between a high
out-of-transit level and a low in-transit level. Due to the orbital period of an exoplanet, a transit
must be detected periodically to imply the possible presence of the exoplanet.

Figure 1.1: Animation of an exoplanetary transit showing a decrease in flux (brightness of the star) when
the exoplanet crosses its host star. Here ∆F is the transit depth, tT the total transit duration and tF the
transit duration between ingress and egress (i.e., the flat part of the transit light curve). In this thesis we
ignore the occurrence of the secondary eclipse. During this secondary eclipse the star is blocking the light
reflected by the planet while the planet disappears behind the star. Note that also this secondary eclipse
can provide important information about the planetary properties (e.g., Snellen et al. (2009)). Figure by
Winn (2009).

The shape of the transit is of particular importance for estimating certain properties of the exoplanet such as the planet’s radius and density. However, in this thesis we will focus on detection
only, and therefore we are not interested in the precise shape of the transit. The interested reader
is referred to Seager and Mallén-Ornelas (2003) for solutions of planet and star parameters obtained from a transit light curve.
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The center of the star is brighter than the edge or limb of the star. This results in an extra
drop of intensity, next to the drop caused by the planet, when the planet moves from the center
of the star to its limb (Perryman (2011), p.118). This effect is known as the limb darkening effect.
However, since we have little interest in the exact shape of the transit, we will ignore this effect
in this thesis. Consequently, without limb darkening the transit contains a flat part at the lowest
flux level. This is illustrated as the solid line in Figure 1.2.

Figure 1.2: Transit light curves without limb darkening (solid line) and with limb darkening (intermittent
lines for different types of stars). Figure by Seager and Mallén-Ornelas (2003).

In Figure 1.3 we illustrate some examples of transit light curves of confirmed exoplanets. The
shape of the transit varies in any combination of ratios of planet and star radii. The shape of the
transit also depends on an impact parameter, i.e., the projected distance between the planet and
star centers during mid-transit. In this thesis we will not take into account this impact parameter.
Again, the interested reader is referred to Seager and Mallén-Ornelas (2003).
The duration of the transit to the orbital period is relatively short; typically less than 5%
(Kovács et al. (2002)). Because the fraction of the orbital period is small, the light curves in Figure
1.2 and Figure 1.3 are zoomed in. All the transit figures in this thesis represent a small section of
the total light curve; they are a small percentage of the orbital period.

Figure 1.3: Examples of transit light curves. The planet and star sizes are shown to scale where R and R?
stands for the planet and star radii respectively. The orbital periods are displayed in the upper right corner
and the planet trajectories are shown as dotted lines. These trajectories depend on the impact parameter.
Figure by Torres et al. (2008).
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1.1.1

Geometrical alignment

A disadvantage of the transit method is that the probability of observing a transit seen from a
random direction and at a random time is extremely small. The exoplanet needs to meet certain
geometrical alignment criteria in order to be detectable in the light curve of its host star. Consider
an exoplanet with radius Rp orbiting a star with radius R? at an orbital radius of a. The transit can
be observed by the telescope (external observer) only if the orbital plane is sufficiently inclined
with respect to the sky plane (the telescope’s line of sight), see Figure 1.4.

Figure 1.4: Geometry of a transit of inclination i. The dotted line is the orbital plane of the planet and the
horizontal solid line is the sky plane. The top figure portrays the transit seen from the side. The bottom
figure is seen from the observer’s vantage point when the planet-star distance is d(t). The exoplanet can be
observed if the inclination i satisfies the geometrical criterion a cos(i) ≤ Rp + R? . Figure by Sackett (1999).
The probability that the inclination i satisfies the geometrical criterion for a transit is (Sackett
(1999)):
Transit probability =
≈

Rp + R?
a
R?
.
a

Only 0.5% of Earth-like planets in 1 Astronomical Unit (1 Astronomical Unit (AU) is roughly
the distance from the Earth to the Sun, circa 149,6 million kilometers) orbits around Sun-like
stars exhibit transits (Smith et al. (2012)). For exoplanets in orbits smaller than 1 AU the transit
probability slightly increases, but overall we can say that this transit probability is very small.
In order to let the transit method be effective (looking at the small transit probability), the
telescopes need to observe a very large number of stars. The Kepler telescope alone observes
100,000 stars simultaneously (Smith et al. (2012)) to enlarge the probability of observing a transit.
Consequently the transit detection algorithms need to be very fast and efficient. Efficiency and
speed properties of an algorithm are of great importance, bearing in mind that one is just interested in detection purposes only. In a further stage, when for instance planetary parameters need
to be estimated of an already detected and confirmed exoplanet, the speed of the algorithm has
lower priority.

1.2

The presence of noise in the light curve

The light signal we receive from an observed star is contaminated with noise. We can distinguish
two different types of noise, red (correlated) noise and white (uncorrelated) noise (see Figure
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1.5), which directly relates to the two different types of exoplanetary surveys: ground-based
surveys and space surveys respectively. Ground-based surveys need to deal with systematics in
the photometry, i.e., correlated noise in the flux measurements, caused by the Earths atmosphere.
The interested reader is referred to Pont et al. (2006) for more information about the effect of
correlated noise. To detect Earth-like planets, which are of course far more interesting than giant
gaseous planets, high-accuracy space-based photometry will be needed. The drop in flux caused
by an Earth-like exoplanet (∆F/F = 10−4 ) is not detectable by ground-based telescopes due to
the noise caused by the Earths atmosphere according to Favata and the Eddington Science Team
(2000). Therefore, in 2009 NASA launched the Kepler telescope to detect Earth-like exoplanets
using a space telescope. Unfortunately two of Kepler’s reaction wheels broke in 2012, therefore
the telescope is unable to proceed the mission. New launches of “planet hunters” such as NASA’s
TESS telescope and ESA’s CHEOPS telescope are planned for 2017. ESA’s Gaia telescope was
launched last year.

Figure 1.5: Transit light curves with white noise only (top panel), red noise only (middle panel) and white
and red noise (bottom panel). Figure by Pont et al. (2006)

The algorithms applied to the light data obtained from the space surveys assume the presence
of white noise only in the signal. We do not have detailed knowledge of the noise distribution,
except that it has a finite variance. In Gregory (1999) it is suggested that because of the maximum
entropy principle, the choice of a Gaussian distribution for the white noise would be the most
conservative one, i.e., maximally noncommittal about unknown information. In Gregory (1999)
the reader is referred to Jaynes (2003) for a justification of this argument. We thus assume that the
white noise follows a Gaussian distribution with finite variance, which is a common assumption
in the literature.
However, data obtained from the space telescopes are also contaminated by correlated noise.
This red noise is caused by both instrumental and stellar variability. Sources of stellar variability can be very different, e.g., potentially large-amplitude signatures of eclipses, star spots and
sub-millimagnitude changes induced by granulation. See McQuillan et al. (2012) for a detailed
discussion about the effect of stellar variability on planetary light curves.
The detection algorithms examined in this thesis, are only optimized for light data embedded
in white Gaussian noise. Therefore, before applying detection algorithms on planetary signals,
the data set will be filtered on red correlated noise. In this thesis we will not pay further attention
to the process of filtering the red noise out of the signal. We thus assume that every data set has
been filtered in such a way that the assumption of white Gaussian noise is sufficient. For more
information about this filtering process see McQuillan et al. (2012).
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2

Box-fitting algorithm

2.1

Introduction

The first transit detection algorithm we will investigate in this thesis is the box-fitting algorithm.
This algorithm was introduced in Kovács et al. (2002) (hereafter referred to as Paper I) and has
been motivated by the increasing interest in searching for periodic transits in light curves caused
by exoplanets. In Paper I, the box-fitting algorithm has proved to be more efficient for periodic
transit searches than other standard period searching algorithms, available in the astronomical
literature until 2002. Discrete Fourier Transformation (DST) (Deeming (1975)) and Phase Dispersion Minimization (PDM) (Stellingwerf (1978)) were until then generally accepted approaches.
The box-fitting algorithm was thus an innovative algorithm in the field of exoplanetary detection. The algorithm (with and without modifications to the algorithm) has become the most
common approach in transit searches ever since. In this thesis we will see why this is the case.
Other than the DST and PDM approaches, the box-fitting algorithm uses a predetermined
shape of the light curve. In Section 1.1 we explained and illustrated the characteristic shape of
a light curve containing transits caused by orbiting exoplanets. Due to the short duration of the
transit relative to the orbital period, the signal is periodic but not sinusoidal. Sines and cosines
will thus not suffice as approximations of the planetary light curve. The box-fitting algorithm
therefore makes use of a step function which alternates between a “low” and a “high” state. We
will see in this chapter that such a step function represents the behavior of a transit light curve,
since the function is flat except during a transit dip. After we define these “transit-functions”
we show how the algorithm fits the transit-functions to the data and finds the best fit using
the method of least squares. In Section 2.4 we discuss the detection significance and we end
this chapter with an open problem to determine significant detection thresholds using signal
detection theory.

2.2

Data characteristics

We assume we have a data set which includes a light curve of a star with an orbiting exoplanet.
For a large enough data set, we expect multiple transits in the light curve. Therefore, the light
curve contains a strictly periodic signal and we will approximate the corresponding period by the
parameter P . As described in Section 1.1, the transit signal takes on a high out-of-transit level and
some lower values during the transit phase. Following the notation in Paper I, the level outside
the transit is assumed to be constant at level H. Since we ignore limb darkening effects, we also
assume the signal in the algorithm to be constant at the minimum in-transit level during the flat
part (see Figure 1.2) of the transit light curve. This in-transit level is denoted by L.

Figure 2.1: Simulated transit light curve showing the data characteristics, data simulated in R.
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We define the time spent during the transit phase as qP , where the parameter q represents the
fractional transit length. The transit phase is relatively short compared to the orbital period P of
the exoplanet (typically less then 5%) hence we assume q to be a small number (≈ 0.01 - 0.05
(Paper I)). At last the epoch of the transit, i.e., the position of the transit within a period, will be
approximated by the parameter e.

2.3

Explanation of the box-fitting algorithm

The box-fitting algorithm is a transit detection algorithm developed for detection purposes only.
So the main goal is to detect transits and to determine the significance of these detected transits.
We already discussed to ignore the limb darkening effects in Section 1.1 since we do not want to
know the exact shape of the transit. Looking at the large number of observed stars, the algorithm
needs to be fast and efficient. The more accurate the approximation of the shape of the transit is,
the more inefficient the algorithm becomes. We thus want to approximate the transit in a way
that yields the lowest computational requirements.
The box-fitting algorithm detects planetary transits by fitting multiple transit-functions to the
data. These transit-functions approximate the shape of a transit and can be thought of as the solid
light curve in Figure 1.2. Because we are not interested in the shape properties of the transit, we
can make a simplification to the transit-functions to make the algorithm more efficient. This
simplification consists of ignoring the gradual ingress and egress phases of the transit, which
carry important information about the parameters of the planetary orbit (e.g., Sackett (1999)).
Fortunately, these parameters are not of interest for detection purposes. Because the lengths of
the ingress and egress phases are short compared to the flat-transit phase, the omission of these
phases is not expected to affect the results of the search according to Paper I. The total transit
duration tT now equals the transit duration of the flat part tF (see Figure 1.1). This transforms
the transit-function into a box-shaped function with two discrete values H and L, which is used by
the box-fitting algorithm to fit to the transit data.

Figure 2.2: Box-shaped functions fitted to the transit data. Data simulated in R.
In the figures above we see different box-shaped functions fitted to the transit data, where each
function contains a certain number of adjustable parameters. These adjustable parameters are the
five parameters P , H, L, q and e. The box-fitting algorithm aims to find the best fitting function
(for instance the blue box-shaped function), i.e., we need to find the parameter set which corresponds with the best fitting box-shaped function. We can join all functions, each with different
parameters, in a model. We therefore define a five-parameter model M as the set of all possible
model functions which are the box-shaped functions B. Before we formally define the model and
the model functions, we perform some modifications to the data set.

9

Data centering
Before doing any kind of analysis to find an optimal parameter set for the model, we pre-process
the data set by centering the data set, i.e., shift the origin of the data. We first denote the data set
by the time series {xt : t ∈ T }, where T = {1, 2, . . . , n} is
Pthe time interval. We can center this
time series by subtracting the arithmetic average µ = n1 nt=1 xt from each data point xt . This
results in a centered times series with arithmetic average µ̃ = 0 which is illustrated in the figure
below:

Figure 2.3: Centered transit time series (lower curve), data simulated in R.
This adaption causes no modifications to the structure of the time series and is only done for
the sake of simplicity. For instance, since the average of the signal is zero the following equality
holds:
(1 − q)P H + LqP

= 0.

Later on we will see that this zero-average property results in simplifications to some derived
expressions.
2.3.1

Parameter estimation

In the search for exoplanetary transits, one can not predict a priori the presence of exoplanetary
transits in the time series {xt } of a certain star, let alone the period and the other parameters of
the planetary light curve if the time series contains such a light curve. We already discussed the
diversity in the planetary light curves (see Figure 1.3) which corroborates our ignorance of the
possible planetary parameters. We thus have to consider certain trial intervals for some parameters in the search for an optimal parameter set for the model.
Data folding with respect to a trial period
In order to estimate the period P we perform a second modification to the time series {xt }. The
box-fitting algorithm makes use of the technique data folding to transform the time series {xt }
into the folded time series {xet : t ∈ Te} where Te = {1, . . . , n
e}, which is a permutation of the
original time series. The time series is folded to the period parameter P , however the real value
of this parameter (if we assume the presence of a periodically transit in the time series) is of
course unknown. Therefore a trial period is introduced in Paper I to fold the time series. Given
the information of previous detected exoplanets, one can reduce the size of the interval from
which one chooses the trial period. For example, in Figure 1.3 the exoplanets have orbital periods

10

of just a few days. These exoplanets are very close to their host star. More Earth-like planets
(with larger star-planet distances) have orbits of much larger periods, typically orbital periods of
several months (Aigrain and Favata (2002)).
For a given trial period P we can adapt the time index of each data point xt by the following:
e
t = int(t mod P ).
This results in the folded time series {xet }. The process of data folding is illustrated in the two
figures below.

Figure 2.4: Original time series {xt } (left) and the folded time series {xet } (right). Note that the right figure
is zoomed in. Data simulated in R.

The trial period which has been used to fold the time series in Figure 2.4, is the correct orbital
period to illustrate the effect one can obtain by folding a time series with respect to the correct
period. A time series folded to a trial period with a large deviation with respect to the correct
period results in a very scattered folded time series. The box-shaped functions B will be fitted to
the folded time series {xet } and of course less scattered folded time series yields better fits. The
process of data folding thus leads to an estimate of the period P .
Note that data folding also alleviates the problem of missing data in the time series. An
availability of 100%, i.e., no missing points in the time series, is not realistic according to Aigrain
and Favata (2002). Gaps arise due to e.g. telemetry dropouts, spacecraft momentum dumping
maneuvers, showers of solar protons during large solar flares, etc.
Test period for epoch and fractional transit length
For a given trial period P , the algorithm fits different box-shaped functions to the folded time
series {xet }. We thus need to introduce estimates for the other four parameters in order to obtain
box-shaped functions to fit to the time series {xet }. We denote the set of the other parameters by
θ = (H, L, q, e). Let us first define the box-shaped functions for a given trial parameter P as
(
L t ∈ [t1 , t2 ],
P
Bθ (t) =
H t ∈ [1, t1 ) ∪ (t2 , n
e],
where [t1 , t2 ] is the test period following the notation in Paper I. Varying the test period yields
different values of the fractional transit parameter q and the epoch parameter e. This test period
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thus provides estimates for the parameters q and e. Some restrictions for the test period are
given in Paper I. The value t1 satisfies t1 = 1, 2, . . . , nt1 . The maximum fractional transit length
q suspected to be present in the signal, is defined as ∆tmax . Analogously, ∆tmin is defined. The
values for q are assumed to be small numbers since the transit duration to the orbital period is
relatively short (less than 5%). The maximum lower index nt1 consequently covers the range of
[e
n − ∆tmax , n
e − ∆tmin ]. Furthermore, the value t2 satisfies the inequality ∆tmin < t2 − t1 < ∆tmax .
Defining the model
So for a given trial period P we obtain multiple box-shaped functions with different parameter
combinations of P , q and e by varying the test period. The algorithm searches for the best fitting
function BθP . In the next section we explain how the parameters H and L can be estimated from
the data for given P , q and e. Let us summarize this search in the following four-parameter
model:

MP = BθP (t), θ ∈ Θ ,
where Θ is the parameter space for the four-parameter combinations. The box-fitting algorithm
thus contains an outer loop (trial period) and an inner loop (test period) in order to obtain different parameter combinations of P , q and e. For each parameter P , the algorithm finds an optimal
combination of the parameter set θ for model MP which corresponds with the optimal boxshaped function BcP . The best box-fitting function is thus the best optimal box-shaped function
θ

among the trial parameters P . We summarize this in the final model
o
n
P (t), for all trial periods P .
M =
Bc
θ

(2.1)

Now we understand the structure of the algorithm we will explain how the algorithm evaluates
each fit. This coincides with the estimation of the parameters H and L which we can directly
obtain from the data for each function by applying the method of least squares.
2.3.2

Evaluating the fits using least squares

In Section 1.2 we argued that the light data is embedded in Gaussian noise. Each data point x
et
thus contains a Gaussian noise term. Therefore we can decompose x
et in the following way:
x
et = signalt + t ,

(2.2)

where we assume t to be independent Gaussian random variables,
t ∼ N (0, σt2 ).
For a given combination of parameters P , q and e we will determine the parameters H and L
directly from the folded time series by using the method of least squares. In order to apply the
method of ordinary least squares, the variances of the noise components must be homoscedastic,
i.e., each variance equals the same constant value (Rice (2007), p.554). However, this is not the
case since the noise is heteroscedastic, i.e., the variance σt2 is not equal for every t. We thus need to
assign certain weights to each data point x
et to obtain homoscedastic noise in order to make use
of ordinary least squares. This process is also known as weighted least squares.
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Let us define ω
et as the weight assigned to data point x
et to obtain homoscedastic noise components, i.e.,
Var(e
ωt t ) = c,
for some arbitrary constant c. The following weights are defined in Paper I:
ω
et =

1
σt
qP
n
1
i=1 σi2

∀t.

(2.3)

In Paper I it is assumed that the weighted folded time series {ωet xet } has zero arithmetic average.
This assumption does not affect the results of the search and allow simple expressions for the parameters H and L. We now show that the weights defined in equation (2.3) yield homoscedastic
noise:
Var(ωet t ) = ωet 2 Var(t )
1
σ2

=

Pn t

=

Pn

1
i=1 σi2

1
1
i=1 σi2

σt2
.

P
Note that ni=1 σ12 does not depend on the index t, therefore the variances of the noise compoi
nents equal the same constant. The numerator in equation (2.3) thus provides homoscedasticity
and also ensures less influence on the estimation of data points with corresponding noise components with larger variability than data points with smaller variability (Rice (2007), p.593). In other
words, data points with large variances weighPless. The denominator of equation (2.3) is just a
normalization constant such that the equality nt=1 ωt2 = 1 holds. We will see the application of
this normalization constant later on. Of course, the mean of the weighted noise components, i.e.,
E[ωet t ], is zero. So by assigning weights ωet to the data points of the folded time series the noise
components become independent Gaussian random variables with zero mean and constant variance. We thus can apply ordinary least squares to the weighted folded time series to determine
estimations of the parameters H and L.
For a given trial period P we have the folded time series {ωet xet }. By varying the test period
we obtain different combinations of q and e and thus different box-shaped functions. We now
determine H and L of each box-shaped function with given P , q and e using the method of least
squares. For any allowed test period [t1 , t2 ] we minimize the residual sum of squares
R(t1 , t2 ) =

=

=

n
e
X

(ωet xet − ωet BθP (t))2

t=1
n
e
X

ωet 2 (xet − BθP (t))2

t=1
tX
1 −1
t=1

ωet 2 (xet − H)2 +

(2.4)

t2
X
t=t1
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ωet 2 (xet − L)2 +

n
e
X
t=t2 +1

ωet 2 (xet − H)2 .

(2.5)

P
In Paper I the relative time spent at level L is characterized by r = tt21 ωet 2 , i.e., by the sum of
the weights of the data points at level L. Note that equation (2.4) is the weighted sum of squared
residuals (Rice (2007), p.593). Subsequently, the estimators of H and L are the values of H and
L which minimize R(t1 , t2 ). In order to find these two values we take partial derivatives with
respect to H and L and we set these derivatives equal to zero:
∂R(t1 , t2 )
∂H
∂R(t1 , t2 )
∂L

= 2

tX
1 −1
t=1

= 2

t2
X

n
e
X

ωet 2 (H − xet ) + 2

ωet 2 (H − xet ) = 0,

(2.6)

t=t2 +1

ωet 2 (L − xet ) = 0.

(2.7)

t=t1

From equation (2.6) we obtain
H

"t −1
1
X

2

ωet +

t=1

n
e
X

#
ωet

2

=

tX
1 −1

ωet 2 xet +

t=1

t=t2 +1

n
e
X

ωet 2 xet ,

t=t2 +1

which implies
H = −

s
,
1−r

(2.8)

where
s =

t2
X

ωet 2 xet .

t=t1

The denominator of the right hand side of equation (2.8) follows from the fact that the weights
ωet 2 sum up to one. The numerator of the right hand side follows from the assumption that {ωet xet }
has zero arithmetic average. From equation (2.7) we obtain
t2
X

L

ωet 2 =

t=t1

t2
X

ωet 2 xet ,

t=t1

and hence
L =

s
.
r

(2.9)

We have thus determined expressions for the last two parameters of the box-shaped function for
given P , q and e. The different trial and test periods together with the weighted least squares
estimators thus give us the parameters for every possible box-shaped function. For each of these
functions we can determine the sum of vertical squared deviations in equation (2.5). With the
new expressions for H and L given in equations (2.8) and (2.9), R(t1 , t2 ) can be reduced to the
expression
R(t1 , t2 ) =

n
e
X
t=1

ωet 2 xet 2 −

s(t1 , t2 )2
.
r(t1 , t2 )(1 − r(t1 , t2 ))
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(2.10)

P
For each trial period P the optimal box-shaped function Bc
θ (t) thus corresponds with the boxP
shaped function Bθ (t) which yields the absolute minimum of R(t1 , t2 ). Note that the first term
of the right hand side of equation (2.10) does not depend on the test period, and therefore one
can use the second term alone to characterize the quality of the fit. Therefore the Signal Residue
(SR) at any given trial period P is defined in Paper I as
(
 21 )
s(t1 , t2 )2
SR = max
,
(2.11)
r(t1 , t2 )(1 − r(t1 , t2 ))

where the maximum is taken over all possible test periods. The best optimal box-shaped function,
which has the optimal parameter set for the model M in equation (2.1), thus corresponds with
the trial period P which yields the absolute maximum of SR.
Practical implementation
As discussed in Section 1.1.1, detection algorithms need to be very fast and efficient. In order to
reduce the computational requirements, the box-fitting algorithm divides the folded time series
into a certain number of bins and evaluates SR by using the binned values. The binned folded
time series from Figure 2.4 is illustrated in Figure 2.5 .

Figure 2.5: Folded time series binned, data simulated in R.
Note that if the bin size is too large, the transit can be fully included in the bin resulting in a
decrease of detectability of the transit.

2.4

Detection significance

In the previous section we found the optimal box-shaped function which is the best fit for the
transit data. However, we are still not able to conclude the presence of an eventual exoplanet
in the data. In this section we therefore pay attention to a certain threshold which indicates the
presence of an orbiting exoplanet if this threshold is exceeded.
Following the notation introduced in Paper I the transit depth is
δ = H − L,

(2.12)

where H and L are the estimates of the parameters belonging to the optimal box function defined in equations (2.8) and (2.9). This transit depth is of course characteristic of the presence
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of an exoplanet. The transit depth in the light curve caused by an orbiting planet is contaminated with Gaussian noise. These noise components thus affect the detectability of the transit
depth. For simplicity reasons we assume homoscedastic noise, i.e., σt2 = σ 2 for every t. This is
a good approximation for space data (Aigrain and Irwin (2004)) and simplifies future necessary
simulations to derive detection thresholds. So instead of focusing on the transit depth alone we
need to take into account the noise presented by σ 2 . We can derive an expression for the signalto-noise ratio during the transit using a two-sample t-test. This ratio is defined as the effective
signal-to-noise ratio in Paper I.
We divide our folded time series into two samples using the test period corresponding to the
optimal box function. All data points within the test period belong to sample Low and are called
the in-transit points. Sample Low contains qe
n data points, with q the optimal fractional transit
length. The out-of-transit points together form sample High, which thus consists of (e
n − qe
n) data
points. The condition of normality for the classical two-sample t-test can be omitted since our
data set is large enough. We therefore use an asymptotic t-test (Bijma et al. (2013), p.136) to
investigate the presence of an exoplanet in the light curve. Using these two samples, we test the
null-hypothesis (which indicates no presence of a transit in the light curve)
H0 : µH − µL = 0
against the alternative hypothesis
H1 : µH − µL > 0,
where µH and µL are the real values which are unknown to us. We use the estimates for H and
L of the optimal box function as estimators for µH and µL respectively. Homoscedasticity was
assumed so our t-statistic becomes
T

=

b −L
b
H
q

σ2
n
e−qe
n

+

σ2
qe
n

.

The fact that the number of data points in sample H to the number of data points in sample L are
relatively large and q is small, this t-statistic can be written as follows by using equation (2.12):
T

≈

δ
q

=

δp
qe
n.
σ

σ2
qe
n

(2.13)

The t-statistic defined in equation (2.13) is thus the effective signal-to-noise ratio of the transit
and is a measure for the significance of the optimal fit. However, due to the fact that we have
optimized certain parameters before making use of the t-test, we do not satisfy the conditions
for the classical t-test. Consequently we cannot use the standard critical theoretical values of the
t-distribution to reject the null hypothesis.
Therefore in Paper I, 1500 simulations are performed to determine critical values for the effective signal-to-noise ratio. To measure the detection efficiency, a Signal Detection Efficiency (SDE)
was introduced, where high values of SDE correspond to efficient detections. This SDE was calculated multiple times for different effective signal-to-noise ratios (which are denoted in Paper I
by α). The results of the simulations are illustrated in the Figure 2.6.
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Figure 2.6: Signal detection efficiency as a function of α. In the range of α = 6 − 13, the SDE displays a
sharp linear increase. Figure by Paper I.

When α gets to the linear increase region, it turns out that the corresponding value of SDE starts
to become significant according to Paper I. The final conclusion in Paper I is that in order to get
a significant detection, the effective signal-to-noise ratio should exceed 6. According to Kovács et
al. this requirement should be taken into account in future exoplanetary transit searches.

2.5

Signal detection analysis - open problem

In this section, due to both time and space limitations in this bachelor project, we will only briefly
illustrate how one can obtain significant values for the signal-to-noise ratio using simulations
other than the simulations described in Paper I. The simulation itself is therefore considered as an
open problem.
In order to determine thresholds for the effective signal-to-noise ratio we make use of signal
detection theory. We refer to Egan (1975) for more information about signal detection theory.
The analysis consists of running the algorithm on two different sets of light curves. The first set
consists of M simulated light curves containing only Gaussian noise and thus no transits. The
other set consists of M light curves containing simulated transits. To obtain accurate results, the
value of M needs to be large. However one also needs to find a proper compromise between
accuracy and time constraints. For each light curve the algorithm calculates the effective signalto-noise ratio defined in equation (2.7). The goal of this simulation is to find a certain optimal
detection threshold. If the calculated effective signal-to-noise ratio of a light curve exceeds this
threshold, this implies that the light curve contains a exoplanetary transit. When this light curve
actually contains a transit this observation results in a true positive. A noise-only light curve
exceeding the detection threshold, results in a false positive (type I error): the algorithm “detects”
an exoplanet when there is in fact none. On the contrary, when the algorithm does not detect an
exoplanet in a light curve containing transits, this results in a false negative (type II error). A true
negative is obtained when the effective signal-to-noise ratio of a noise-only light curve is below
the detection threshold.
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Figure 2.7: Results of a signal detection simulation displayed in a schematic diagram. Solid line: distribution of the detection statistics obtained for light curves containing both noise and transits. Dashed line:
distribution of the detecion statistics for light curves containing noise only. The hashed area to the left of
the threshold corresponds with the type II error. The filled area to the right of the threshold corresponds
with the type I error. Note that in the simulations described above the obtained distributions are discrete,
resulting in a histogram. Figure by Aigrain and Favata (2002).

In order to obtain distribution histograms, the detection threshold must be chosen. The best
detection threshold can be obtained from the results by a trial-and-error approach. In the simulation a certain number of detection thresholds need to be tested and subsequently the detection
threshold which yields minimal type I and II errors is the best one. The location of the threshold is
thus chosen as a compromise between maximizing the true positives/negatives and minimizing
the false positives/negatives. Ideally the two distributions are completely separated, however
in practice the two histograms show an overlap. In the simulations the critical value of 6 found
in Paper I can be tested against other detection thresholds. Note that next to the distribution
histograms one can also make use of Receiver Operating Characteristic (ROC) curves, which plot
the true positive rate against the false positive rate. For more information about ROC curves see
Fawcett (2006).
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3

A Bayesian algorithm

3.1

Introduction

Statistical inference can take on many forms, but mainly it includes point estimation or interval
estimation. It provides a “best guess” of an unknown parameter or it produces ranges for unknown parameters that are supported by the data (Wakefield (2013), p.27). Within statistical inference we can distinguish different inference approaches. Two commonly advocated approaches
are the frequentist approach and the Bayesian approach. Since we have already investigated an
algorithm based on frequentist inference (the box-fitting algorithm in Chapter 2), we explore in
this chapter a planetary detection algorithm based on Bayesian inference. This algorithm is a
modification of an existing Bayesian algorithm for the detection of a periodic signal of unknown
shape, introduced in Gregory and Loredo (1992) (hereafter referred to as Paper GL). In Section
3.2 we introduce this algorithm and in Section 3.3 we look at the modifications made to this algorithm (Aigrain and Favata (2002)) such that the algorithm suits the planetary detection problem.
After the introduction of the Bayesian algorithm for the detection of exoplanets, we first give
an introduction to Bayesian inference in order to explain the algorithm further using Bayesian
probability theory. We end this chapter by concluding that the Bayesian algorithm is not optimal
to use as a detection algorithm. However, we argue that after the detection process the Bayesian
algorithm is a capable algorithm for the estimation of the planetary parameters.

3.2

Bayesian detection algorithm for periodic signals of unknown shape

Gregory and Loredo presented in Paper GL a new algorithm for the detection of a periodic signal
in a data set when no prior knowledge of such a signal is available. This study was originally
motivated to detect periodic modulations in X-ray data. The algorithm (hereafter referred to as
GL algorithm) uses Bayesian probability theory to compare a constant model for the signal to a
class of different periodical models (hypothesis H0 and H1 respectively). As illustrated in Figure
3.1, the periodic model is a stepwise function with m bins per period. This function describes
the signal plus background noise and is capable of approximating signals of arbitrary shape.
The members of the class differ from each other by the number of phase bins m which can vary
between two and some upper limit and each bin has equal duration.

Figure 3.1: The periodic model approximates the signal with m bins per period, resulting in a stepwise
function. Figure by Paper GL.
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Each periodic model is denoted by Mm and has m + 2 parameters: m bin levels denoted by Paper
GL by rj , a period parameter P and a phase parameter φ. The latter specifies the location of the bin
boundaries. Obviously, the constant model contains one single bin with a constant level and this
results in the absence of a period and a phase.

3.3

Modification to the GL algorithm for the planetary case

The members of the class of periodic models in the GL algorithm are defined to approximate light
curves of arbitrary shape. However, the shape of the signal in the planetary transit problem is
known a priori, see Section 1.1. Therefore the GL algorithm has been modified for the planetary
case in Aigrain and Favata (2002) (hereafter referred to as Paper AF). In this section we discuss
this modification for the planetary case, i.e., the modification to the periodic models.
Outside the transit, we can assume that the signal is constant, again see Section 1.1. Consequently, the model can not vary outside the transit. As described in Paper AF, the modified
model contains a step function with n + 1 steps. The model has one “out-of-transit” bin and this
bin lasts for a large fraction of any given period. The out-of-transit bin is denoted as bin 0. Bins
1 to n are the “in-transit” bins, each lasting d/n where d is defined as the duration of the model
transit.
In Paper AF a new expression for the phase was introduced: φ = 2π(e/P ). Here e, the epoch,
is equal to the time t at the start of the first bin. However, in Paper AF it is noted that the GL
method is not expected to enable phase determination directly, since there is no feature in a step
function with unknown shape and equal duration steps, which is able to mark the beginning of
a period. Any bin could be the first bin of a period. Therefore, in Paper AF the definition of the
epoch is slightly adapted because in the transit case, one can use the transit to determine the start
of a new period. The epoch e now equals the time t at the start of the first transit. The phase φ
is related to the epoch in the same way as before. Since the epoch ends in a reference point for
the period and since we have information about the new duration parameter d, we can specify
the location of the bin boundaries in an accurate way in the modified method. The differences
between the GL algorithm and the modified algorithm for a planetary signal (hereafter referred
to as AF algorithm) are illustrated in Figure 3.2.

Figure 3.2: Illustration of the type of model and parameters used in the GL algorithm (left, m = 4) and
the AF algorithm (right, n = 3). Figure by Paper AF.

The AF algorithm is the Bayesian detection algorithm we are considering in this thesis. As in the
GL algorithm, the members of a class of periodic models in the AF algorithm are distinguished
by the number of bins in the model. To be precise, the periodic models are distinguished by the
number of bins in the transit. Outside the transit, each model has one out-of-transit bin. Each bin
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corresponds to a parameter of the model. So together with the extra duration parameter d, the
period P and the phase φ, the number of parameters of a periodic model is n + 1 + 3 = n + 4. We
denote each periodic model by Mn and the constant model without a transit by M0 . Because the
phase φ is related to the epoch e, one can also replace the parameter φ by the parameter e.

3.4

Differences between frequentist and Bayesian inference

Before we further investigate the Bayesian algorithm, we first explain the concept of Bayesian
inference and the main differences between frequentist and Bayesian inference. The frequentist
point of view is based on the following postulates: (which we replicated from Wasserman (2004),
p.205)
(F1) Probability refers to limiting relative frequencies. Probabilities are objective properties of
the real world.
(F2) Parameters are fixed, (usually unknown) constants. Because they are not fluctuating, no
probability statements can be made about parameters.
(F3) Statistical procedures should be designed to have well defined long run frequency properties. For example, a 95% confidence interval should trap the true value of the parameter
with limiting frequency at least 95%.
Consider the following statement:
“The probability that this coin will land heads up is 21 ”.
In the frequentist approach this statement means that if the experiment were repeated many
times, the long-run average number of heads would tend to 12 . In the Bayesian approach, this
statement is a quantification of the speaker’s uncertainty about the outcome of the experiment.
The probability that the coin will land heads up may be different for different speakers. This
probability can depend on the speaker’s experience and knowledge of the situation (Rice (2007),
p26). The Bayesian approach is based on the following postulates: (Wasserman (2004))
(B1) Probability describes degree of belief, not limiting frequency.
(B2) We can make probability statements about parameters, even though they are fixed constants.
(B3) We make inferences about a parameter θ, by producing a probability distribution for θ.
Inferences, such as point estimates and interval estimates may then be extracted from this
distribution.
Note that there exist different philosophies within the Bayesian inference. The main schools of
thoughts are the objective and the subjective Bayesian school. The latter proclaims that before the
data is collected, one needs to assign a probability distribution to the parameter θ which reflects
our subjective opinion about the parameter (Wasserman (2004), p.213). Although the objective
school also assigns distributions to the parameters before seeing the data, the objectivists want
to minimize a person’s contribution to the inference. The a priori probability statements about
parameters made by objectivists are known to be minimally informative. The motto in objective
Bayesian inference therefore is: “Let the data speak for themselves”. However, the objective
school also uses probability as a “degree of belief” (Berger (2006)), which can thus be confusing.
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Note that the word “belief” used by objectivists does not indicate the use of their own opinions.
So when we use the word “belief” hereafter, this does not imply that we speak from a subjective
point of view.
While the objective school is widely accepted, the subjective school has faced a lot of criticism
(Bijma et al. (2013), p.75). In this thesis we will not pay attention to discussions about this subject.
Neither do we enter the debate over the conceptual superiority of Bayesian inference or frequentist inference in general. We restrict our conclusions about this superiority only to the case of the
detection of planetary signals.

3.5

Bayesian inference

Let us consider some observed data set X containing N data points xt (in this chapter we use
capital N instead of n for notational reasons), which is in our case a time series describing the light
curve of some observed star. In Bayesian inference we assess different competing hypotheses
Hi in the light of some data X. In this thesis, these hypotheses often represent parameterized
models, with parameters θi ∈ Θ, where each parameterized model has its own parameter space
Θ.
Different from a frequentist point of view, where parameters are treated as fixed constants,
in the Bayesian approach all unknown quantities contained in a probability model for data X
are treated as random variables (Wakefield (2013), p.85). Each of the competing models will be
assessed by calculating the probability distribution of each model, given the data and any background information I. Also posterior distributions for the model parameters can be calculated.
We will see later on that one can obtain estimates for parameters by summarizing the posterior
in terms of a “best-fit” value. By looking at a simple example of a model with one parameter
θ, we show how one can derive the probability density for the model, which we will denote by
p(θ|X, I) following the notation introduced by Jeffreys (1961).
The first step in a Bayesian analysis to derive the probability distribution for the parameterized model, is to assign certain probability distributions to the model and the parameters before
we obtain the data X. These distributions are called the prior distributions or priors. This prior represents our belief in the parameters of Θ given our background information I. Note that when
one uses an objective prior, which is minimally informative, the background information I has
little effect on the prior.
The second ingredient needed to derive the probability density of the parameterized model,
is a sampling probability for X, or a likelihood function for Θ (Kass and Raftery (1995)). This
likelihood function is the conditional distribution of X given Θ and our background information
I. For the remainder of this chapter we do not explicitly denote I in each probability density. Let
us now consider the example containing the model with one parameter θ. We denote our prior
density by π(θ) and we denote the likelihood function by p(X|θ). Before we obtain the data,
we have a certain belief in θ described by probabilities. We now want to update this belief by
observing the data X. The joint density of X and θ is
p(X, θ) = p(X|θ)π(θ),
and the marginal density of X is
Z
p(X) =

p(X, θ)dθ
Z

=

p(X|θ)π(θ)dθ.
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(3.1)

We express this updated belief in θ in a probability distribution for θ, in this case our only parameter, given the data X. By Bayes’ theorem we obtain
p(θ|X) =

p(X|θ)π(θ)
.
p(X)

(3.2)

Note that the denominator is just a normalizing constant, which ensures that the following condition is satisfied:
Z
p(θ|X)dθ = 1.
The probability density of θ denoted in equation (3.2) is called the posterior density or posterior.
This posterior tells us how our prior belief should change after we have observed the data X. The
transformation from π(θ) to p(θ|X) tells us what we have learned from the data X about θ, so we
can see the transformation itself as the evidence provided by the data (Kass and Raftery (1995)).
One can see the posterior distribution as a posterior belief in θ. It is important to note that this
posterior distribution does not tell us what our beliefs should be. If we ignore the normalizing
constant we can summarize the preceding result as
p(θ|X) ∝ p(X|θ)π(θ),
or in words: (Rice (2007), p.286)
posterior distribution ∝ likelihood × prior distribution.
Note that posteriors from a certain problem can be used as a prior for another problem. In Section
3.9.2 we see how one can obtain point estimates for θ from the posterior density by making use of
a posterior mean. One can also obtain credible regions from the posterior density (Paper GL), which
are analogous to confidence intervals in frequentist inference.
3.5.1

Nuisance parameters

In the previous section we discussed an example of an one-parameter model and this resulted
in a posterior density p(θ|X). In reality, a parameterized model can have multiple parameters
and hence the posterior distribution for such a model is a joint posterior distribution for all of
the parameters. Take for example a model M with parameters θ, φ and ψ, then p(θ, φ, ψ|X) is
our posterior density, which we call the full posterior. In some situations, one wants to focus on
just a single parameter or on a subset of the parameters. The other parameters are not of interest
and therefore they become nuisance parameters. So if we want to focus on the parameter ψ in
our example, we need to marginalize the full posterior, i.e., we need to integrate out the nuisance
parameters. This results in the posterior density for ψ,
Z Z
p(ψ|X) =
p(θ, φ, ψ|X)dφdθ.
One can thus ignore nuisance parameters very straightforward by using marginalization within
Bayesian inference. Note that in equation (3.1), the normalization constant p(X) is obtained by
integrating out all parameters of the joint density.
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3.5.2

Bayesian model comparison using Bayes factors

The Bayes factor is the Bayesian alternative to the frequentist hypothesis testing and is developed
by Sir Harold Jeffreys (1935, 1961). Jeffreys was concerned with the comparison of predictions
made by two competing scientific hypotheses. In his work, statistical models are introduced
to represent the probability of the data according to each of the hypotheses. Bayes factors are
calculated using Bayes’ theorem in order to make statements about which hypothesis is true.
The Bayes factor is thus used in Bayesian inference to compare and test rival hypotheses. After
we introduced the Bayes factors, we apply these Bayes factors to the Bayesian algorithm (AF
algorithm, Section 3.3) in Section 3.6, to test the null hypothesis corresponding to the constant
model M0 against the alternative hypothesis corresponding to the class of periodical models Mn .
It is often useful to consider the ratio of posterior densities corresponding to different hypotheses. In Bayesian inference this ratio is called the posterior odds OHi Hj in favor of hypothesis
Hi over hypothesis Hj . Using Bayes’ theorem we can write this posterior odds as follows:
OH i H j

=
=
=

p(Hi |X)
p(Hj |X)
π(Hi ) p(X|Hi )
,
π(Hj ) p(X|Hj )
π(Hi )
BH H ,
π(Hj ) i j

(3.3)

(3.4)

where we define
BHi Hj

=

p(X|Hi )
p(X|Hj )

(3.5)

as the Bayes factor (Kass and Raftery (1995)). So in words, we can write
posterior odds = prior odds × Bayes factor.

3.6

Bayes factors in the planetary Bayesian algorithm

In this section we apply the aspects of Bayesian probability theory introduced in the previous
sections to the Bayesian algorithm. Our transit data X does or does not contain a planetary
light curve. We therefore assume that our data X has arisen under one of the hypotheses H0
or H1 according to the probability densities p(X|H0 ) and p(X|H1 ). We define the hypotheses as
follows:
H0 : data X does not contains planetary transits
and the alternative hypothesis
H1 : data X contains planetary transits.
In the Bayesian detection algorithm the null hypothesis corresponds with the constant model M0
and the alternative hypothesis corresponds with the whole class of periodic models Mn . The
posterior distribution for the null hypothesis is thus
p(H0 |X) = p(M0 |X)
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(3.6)

and we can write the posterior distribution for the alternative hypothesis as follows (Paper GL):
p(H1 |X) =

ν
X

p(Mj |X),

(3.7)

j=1

where ν is the total number of periodic models considered. Note that the periodic models Mn are
also hypotheses and these hypotheses together form hypothesis H1 . We will thus consider the
posteriors of the constant and periodic models:
p(Mi |X) =

π(Mi )p(X|Mi )
.
p(X)

Since we want to compare our hypotheses H0 and H1 , i.e., comparing the constant model with the
class of periodic models, we want to compare the models without knowledge of the parameter
values. Therefore we write p(X|Mi ) as follows:
Z
~ i )dθ~
p(X|Mi ) =
p(X, θ|M
Z
~ Mi )π(θ|M
~ i )dθ,
~
=
p(X|θ,
(3.8)
where θ~ is the set of parameters of model Mi . Equation (3.8) is thus obtained by averaging
the likelihood over the model parameters weighted by their prior probabilities. The probability p(X|Mi ) is thus the probability of the data given the model without assumptions of model
parameters. This is called the marginal likelihood of the model, also known as the model evidence
(Bailer-Jones (2011)). The Bayes factor is thus the ratio of marginal likelihoods.
We now express the model posteriors in terms of posterior odds in favor of each model over
the constant model M0 . By doing so we can ignore the normalization constant p(X), which can
be computationally heavy. We can write the posterior for model Mi as follows:
p(Mi |X) =

p(Mi |X)
Pν
j=0 p(Mj |X)

=

p(Mi |X)
p(M0 |X)
Pν p(Mj |X) ,
j=0 p(M0 |X)

where the first equality follows from the normalization rule, i.e.,
equation (3.3) we can write equation (3.9) as
p(Mi |X) =

O
Pν Mi M0
.
j=0 OMj M0

(3.9)
Pν

j=0 p(Mj |X)

= 1 . Using

(3.10)

From equation (3.6) and (3.10) we have the following posterior density for the null hypothesis:
p(H0 |X) =
=

O
Pν M0 M0
j=0 OMj M0
1
Pν
1 + j=1 OMj M0
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(3.11)

and from equation (3.7) and equation (3.10) we obtain the posterior density for the alternative
hypothesis:
Pν
j=1 OMj M0
P
.
(3.12)
p(H1 |X) =
1 + νj=1 OMj M0
Also note that the following equality holds:
p(H0 |X) + p(H1 |X) = 1.
Since we now have found expressions for the posteriors of both hypotheses, let us define the
posterior odds OH1 H0 in favor of hypothesis H1 over hypothesis H0 (hereafter referred to as the
global posterior odds). Using equations (3.3), (3.4), (3.11) and (3.12) we can write the global posterior
odds as
ν
X
OH1 H0 =
OMj M0
j=1

=

ν
X
π(Mj )
j=1

π(M0 )

BMj M0 .

(3.13)

Priors distributions
In the GL algorithm, the probability of periodicity is assumed to be equal to the probability of
non periodicity. This assumption also holds for the planetary detection algorithm. Therefore we
assign equal probabilities of 21 to the class of non periodic models and to the class of periodic
models. Since the class of non periodic models only consists of the constant model M0 , we have
1
.
(3.14)
2
We already introduced ν as the total number of periodic models considered. Assuming each
periodic model to be equally probable, we have
π(M0 ) =

π(Mn ) =

1
.
2ν

(3.15)

Substituting these priors in equation (3.13) gives:
OH1 H0

ν
X

1
2ν
1
j=1 2
ν
X

=

1
ν

=

BMj M0

BMj M0 .

(3.16)

j=1

We will thus use equation (3.16) to calculate the global posterior odds. Note that by using equation (3.5) we can write equation (3.16) as:
OH1 H0

=

ν
1 X p(X|Mj )
ν
p(X|M0 )
j=1

ν

=

X
1
p(X|Mj ).
νp(X|M0 )
j=1
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(3.17)

Let us find an expression for the summation in equation (3.17). By Bayes’ theorem we can write
p(X)p(H1 |X)
p(H1 )
ν
p(X) X
p(Mj |X),
p(H1 )

p(X|H1 ) =
=

(3.18)

j=1

where equation (3.18) follows from equation (3.7). Applying Bayes’ theorem on p(Mj |X) in equation (3.18) yields:
ν

p(X|H1 ) =

p(X) X p(X|Mj )p(Mj )
p(H1 )
p(X)
j=1

=

ν
X
j=1

p(X|Mj )p(Mj )
.
p(H1 )

Since both hypotheses have equal prior probabilities of
p(X|H1 ) =

and using equation (3.15) we obtain

ν
X
p(X|Mj )
j=1

=

1
2

(3.19)

1
2ν

1
2

ν
1X
p(X|Mj ).
ν

(3.20)

j=1

From Bayes’ theorem and equation (3.6) we obtain
p(X|H0 ) =
=

p(H0 |X)p(X)
p(H0 )
p(M0 |X)p(X)
.
p(H0 )

Using Bayes’ theorem, equation (3.15) and knowing that p(H0 ) =
as:

(3.21)
1
2

we can write equation (3.21)

p(X|H0 ) = p(X|M0 ).

(3.22)

Substituting equations (3.20) and (3.22) in equation (3.17) and using equation (3.5) yields:
OH1 H0

= BH1 H0 .

(3.23)

The global posterior odds is thus equal to the Bayes factor BH1 H0 (hereafter referred to as the global
Bayes factor), which is what we expect since the priors π(H0 ) and π(H1 ) both equal 21 resulting in
a prior odds equal to 1.
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3.6.1

Evidence against the null hypothesis

The Bayes factor is a summary of the evidence provided by the data in favor of the alternative
hypothesis (transit signal) over the null hypothesis (no transit) (Kass and Raftery (1995)). Sir
Harold Jeffreys gave a scale for the interpretation of the strength of the global Bayes factor (Jeffreys (1961), appendix B), see Table 1.
BH1 H0
1 to 3.2
3.2 to 10
10 to 100
> 100

Evidence against H0
Not worth more than a bare mention
Substantial
Strong
Decisive

Table 1: Scale for the global Bayes factor.
The scale given by Sir Harold Jeffreys is not an exclusive scale and is no more than a guide to the
interpretation of the evidence against the null hypothesis. The scale for the evidence interpretation needs to be settled by consensus among scientists from all disciplines (Evett et al. (2000)).
See for example Table 2 for the scale followed by the Forensic Science Service (FSS). Note that the
global Bayes factor is a ratio of marginal likelihoods (see equation (3.5)) in favor of the alternative
hypothesis H1 over the null hypothesis H0 .
Likelihood ratio
> 1 to 10
10 to 100
100 to 1000
1000 to 10000
> 10000

Evidence against H0
Limited evidence to support H1
Moderate evidence to support H1
Moderately strong evidence to support H1
Strong evidence to support H1
Very strong evidence to support H1

Table 2: Scale for the likelihood ratio followed by the FSS (Evett et al. (2000)).
Noteworthy is the recommendation given in the AF algorithm about the evidence provided by
the global Bayes factor (which equals the global posterior odds, see equation (3.23)). Note that in
Paper AF (and in Paper GL) the global posterior odds is called the global odds ratio denoted by
Oper .
“In Gregory and Loredo (1992), a global odds ratio is calculated . . . in order to determine
whether there is evidence for a periodic signal. If the global odds ratio is larger than 1, the
answer is yes.”
— Aigrain and Favata (2002) (Paper AF).
From Table 1 and Table 2 we see that when the global Bayes factor is larger than 1, this does not
automatically imply good evidence for a periodic signal. For instance, when the global Bayes
factor lies within the interval [1,3.2], the evidence is not worth more than a bare mention according to Jeffreys (1961). From Table 2 we see that likelihood ratios smaller than 10 correspond with
limited evidence to support H1 . So in my opinion it is more appropriate to talk about evidence
for a periodic signal when larger values for the global Bayes factor are obtained. Also in the GL
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algorithm the evidence for the periodic signal is not explained very specifically, although they
are more careful by saying that the magnitude of Oper indicates the strength of the evidence.
“When Oper is greater than unity, there is evidence for a periodic signal, the magnitude of
Oper indicating the strength of this evidence.”
— Gregory and Loredo (1992) (Paper GL).
In order to calculate the global Bayes factor to give statements about which hypothesis is true,
we need to calculate the Bayes factors (see equation (3.16) and (3.23))
BMj M0

=

p(X|Mj )
,
p(X|M0 )

which are the ratios of the marginal likelihoods defined in equation (3.8). In the next section we
will focus on these likelihood functions.

3.7

Likelihood functions

The GL algorithm was initially developed for the detection of X-ray pulsars, which are dominated by Poisson noise. In a subsequent paper, Gregory (1999), the GL algorithm is generalized to the case where time series have a noise sampling distribution of independent Gaussian
noise. Although the AF algorithm works with time series with a Poisson noise distribution, the
large number of photons in each time bin causes the Poisson noise to be indistinguishable from
Gaussian noise (Central Limit Theorem). So the Bayesian planetary detection algorithm (AF algorithm) follows the method in Gregory (1999) to calculate the likelihoods of the models, which
are necessary to calculate the global Bayes factors.
In Section 3.2 we defined rj as the level in bin j, where j = 1, . . . , m. Let us define data points
xt as our data points of our data X. In the Bayesian detection algorithm the data set is also folded
but in a different way than we did in the box-fitting algorithm. In the GL algorithm, each data
point is assigned to a bin number j by the following:
j(t) = int{1 + m[(ωt + φ) mod 2π]/2π}.

(3.24)

Here ω is the angular frequency parameter, however we can still use the period parameter P
by the following relation ω = 2π/P . The AF algorithm for planetary signals makes use of a
slightly different type of periodic models, as described in Section 3.3. Therefore, equation (3.24)
is replaced in Paper AF by the following:
(
tmod if 0 < tmod ≤ n,
j(t) =
(3.25)
0
otherwise,
where

tmod = int


(t + P − e) mod (P )
+1 .
d/n

Here P , d and e are the parameters for the periodic model and n is the number of bins per transit,
which refers to the other n bin parameters rj , j = 1 . . . n, of the model. In this modified model,
every periodic model contains an out-of-transit bin. This bin refers to parameter r0 which brings
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our total of parameters to n + 4. Note that the constant model, M0 , contains one constant bin
value. This constant bin level is denoted by A.
Simular to equation (2.2) we can represent any data point xt where t = 1, . . . , N by the following equation:
xt = xpt + t ,

(3.26)

where xpt is the value of xt predicted by the model and t is a noise component, which is a zeromean Gaussian noise term with variance σt2 as discussed in Section 1.2. From equation (3.26) we
have the following
xt ∼ N (xpt , σt2 ).

(3.27)

Note that in Paper AF heteroscedastic noise is assumed, which is a good approximation for space
data, see Section 2.4. Assuming each data point xt to be independent, the likelihood can be
written as the product of independent Gaussian probability density functions:
N
Y



1
(xt − xpt )2
√ exp −
p(X|P, d, e) =
.
2σ 2
σ 2π
t=1

(3.28)

The likelihood given in equation (3.28) needs to be modified to suit the periodic model Mn with
n + 1 bins. The predicted value of xt in bin j is the bin level rj . Following the notation in Gregory
(1999), we denote the set of n + 1 bin levels rj by the vector ~r. The likelihood for the periodic
model Mn becomes
N Y
nj
n Y


(xt − rj )2
exp −
p(X|P, d, e, ~r, Mn ) =
2σ 2
j=0 t=1
N Y

 Pnj
n
2
1
t=1 (xt − rj )
√
=
exp −
,
2σ 2
σ 2π


1
√
σ 2π



(3.29)

j=0

where nj is the number of data points in bin j, following the notation in Paper AF.
In order to calculate the global Bayes factors in equation (3.16), we need to integrate out the
parameters in the likelihood in equation (3.29) to obtain the marginal likelihood. From equation
(3.8) this marginal likelihood is of the following form:
Z
Z
Z
Z
p(X|Mn ) =
dP dd de d~r π(P |Mn )π(d|Mn )
π(e|Mn )π(~r|Mn )p(D|P, d, e, ~r, Mn ).

(3.30)

We thus need to assign prior distributions for each of the parameters in order to obtain the
marginalized likelihood in equation (3.30). In Section 3.8 we will briefly define the prior distributions used in the AF method.
3.7.1

Likelihoods for the constant model

Since the constant model consists of a single bin with a constant level A, we can omit the parameters P , d, and e because of the absence of a transit in the constant model. Also the bin parameters
rj are replaced by the parameter A. Consequently, the constant model M0 is a one-parameter
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model with parameter A. Therefore, the likelihood for the constant model is much less complicated than the likelihood for the periodic models. Since all the data points are in the same bin,
we can obtain the likelihood for M0 by setting xpt = A in equation (3.28). By doing so, we obtain
the following likelihood for the constant model:

p(X|A, M0 ) =

1
√
σ 2π

N Y
N
t=1



(xt − A)2
exp −
.
2σ 2

(3.31)

The prior distribution assigned to A in the GL algorithm can also be used in the modified algorithm for planetary signals, since both methods use the same constant model. The prior assigned
in the GL algorithm is a flat prior density that is constant from A = 0 to some upper limit Amax .
The normalized prior density for A is then
π(A|M0 ) =

1
Amax

(3.32)

.

From equations (3.8), (3.31) and (3.32), the marginal likelihood for the constant model is
Z
p(X|M0 ) =
π(A|M0 )p(X|A, M0 )dA
Z
=

3.8

1
Amax



1
√
σ 2π

N Y
N
i=1


(xt − A)2
exp −
dA.
2σ 2


(3.33)

Prior probabilities for periodic model parameters

In the introduction of this chapter we mentioned the different schools of thoughts in the Bayesian
inference: “subjectivism” and “objectivism”. Subjectivists assign prior distributions to parameters which reflect their own subjective opinion about the parameter. In some cases this may be
possible. However, in complicated problems where the number of parameters is high and the
prior information about the problem is relatively scarce, subjective priors seem to be impractical
(Wasserman (2004), p.213). The planetary transit detection problem is a complicated problem and
the number of parameters for some periodic models Mn can be high when n increases.
The priors chosen in the AF algorithm are thus non-informative priors. Therefore we will not
pay much attention to the prior allocation. An obvious candidate for a non-informative prior is a
flat prior (Wasserman (2004), p.213)
π(θ) ∝ constant,
like the prior for A in equation (3.32). The priors assigned to parameters d, e and bin levels rj
are also non-informative flat priors similar to the prior assigned to parameter A for the constant
model. For example, the bin level parameters rj have a flat prior density in the range of rmin to
rmax :
π(rj |Mn ) =

1
.
rmax − rmin

(3.34)

As we have seen in Section 3.7 we can work with an angular frequency parameter ω rather than
the period parameter P . We therefore want a form-invariant prior with respect to parameterization. That is, an investigator working in terms of period P will reach the same conclusions as
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an investigator working in terms of ω (Gregory (1999)). A flat prior will not suffice, since these
priors are not transformation invariant (Wasserman (2004), p.213).
Sir Harold Jeffreys came up with a rule for creating priors which are transformation invariant.
The Jeffreys’ prior is defined as follows: (Wasserman (2004), p.213)
p
π(θ) ∝
I(θ),
where I(θ) is the Fisher information function. The AF algorithm used the same Jeffreys’ prior as
the prior used in the GL algorithm:
1
,
ω ln (ωhi /ωlo )

p(ω|Mn ) =

where (ωlo , ωhi ) is a prior range for ω. The fact that the AF algorithm works with parameter P
instead of ω is thus not a problem. For more information about Jeffreys’s priors see Jeffreys (1946).

3.9

Calculations for the global Bayes factor

From Section 3.6.1 we need to bear in mind that we need to calculate the Bayes factors
BMj M0

=

p(X|Mj )
,
p(X|M0 )

(3.35)

where j = 1, . . . ν, to calculate the global Bayes factor BH1 H0 in order to make statements about
under which hypothesis our data has been arisen. From Table 1 we see that the evidence against
H0 becomes stronger when BH1 H0 becomes larger. Of course in the ideal situation we obtain
BH1 H0 > 100 which indicates decisive evidence against H0 so that we can conclude that our data
X contains planetary transits. In Section 3.7 (equation (3.30) and (3.33)) we found expressions for
the marginal likelihoods in equation (3.35), so we are able to compute the global Bayes factors.
However, in this section we will argue that these calculations are not that simple to compute and
that these heavy calculations affect the speed of the algorithm.
3.9.1

Disadvantage of Bayesian algorithm with respect to detection purposes

In Section 1.1.1 we discussed that because of the low transit probability, the telescopes need to
observe a very large number of stars. Consequently the detection algorithms need to be very efficient and fast, i.e., the algorithms need a low computation time. A big obstacle in the investigated
Bayesian algorithm is the calculation of the marginal likelihood for each model.
We see in equation (3.30) that we need to calculate multiple integrals in order to calculate the
marginal likelihood. Each integral represents a parameter, which needs to be integrated out, and
this number of integrals increases when the number of bin parameters in the model increases.
These integrals cannot be computed analytically, and thus need to be computed numerically,
which are quite intensive computations. Since we are focused on detection purposes only, it is
obvious that this kind of computations for each data set of one of the observed stars (and for
multiple models per data set) is not optimal.
So compared to the box-fitting algorithm the Bayesian algorithm is less suitable to operate as
a detection algorithm since the box-fitting algorithm does not contain heavy computations like
the Bayesian algorithm. The box-fitting algorithm also makes use of just one model in contrast
to the Bayesian algorithm which uses different periodic models. The Bayesian algorithm thus
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needs to be simplified in order to become an efficient transit detection algorithm. In a subsequent paper (Aigrain and Irwin (2004)) the Bayesian algorithm has been further developed into a
more efficient algorithm for detection purposes. Multiple simplifications are made to reduce the
computational requirements. We will further investigate this simplified algorithm in Chapter 4.
3.9.2

Parameter estimation

For detection purposes the Bayesian algorithm is thus not the most optimal algorithm. However,
the introduction of this algorithm has not been in vain. The detection process is the first (and of
course a very important) step in exoplanetary research. When an exoplanet is detected, one can
subsequently focus on the estimation of the planet’s parameters. By doing so, one can find answers to questions as “is the exoplanet a terrestrial Earth-like planet?” and “could the exoplanet
support water in its liquid state?” . 1 These are the questions that matter and were the initial
motivation for the launch of the Kepler telescope in 2009.
The shape of the transit carries al lot of information about the planetary parameters (Sackett
(1999)). So in order to make good estimations of these parameters, we need to approximate
this transit shape very accurately. From Figure 3.2 we see that the Bayesian algorithm is able to
approximate the shape of the light curve by using models with a large number of bins per period.
So a high number of bin parameters yields a accurate approximation of the transit.
Next to accurate estimates of the bin parameters, good estimates of the other parameters
such as the period P are also required in order to estimate the transit shape. We now argue
how the Bayesian algorithm provides parameter estimates using the posterior distributions of
the parameters. When the global Bayes factor is large enough to conclude the presence of an
orbiting exoplanet, the second part of the algorithm is the estimation of the parameters. We can
now use the marginal likelihood to derive posterior distributions for the model parameters using
Bayes’ theorem again. This is done first for the n bin periodic model and later marginalization
over n follows (Gregory (1999)). For instance, the posterior density for the period P is:
p(P |X, Mn ) =

π(P |Mn )p(X|P, Mn )
,
p(X|Mn )

(3.36)

where we see that the marginal likelihood plays the role of a normalization constant. We discussed the allocation of the priors in Section 3.8 and the likelihood in the numerator of equation
(3.36) is obtained by integrating out all nuisance parameters of the product of the likelihood in
equation (3.29) with the priors of the nuisance parameters.
Strictly speaking, we do not obtain an estimation for the parameter P . The Bayesian approach
to the parameter estimation problem is the posterior distribution in equation (3.36). This results
in a rigorous basis for quantifying uncertainties for model parameters, which is an advantage of
Bayesian inference (Ford (2006)) with respect to frequentist inference where estimates are single
points in the parameter space. It is often useful to summarize the posterior in terms of a “best-fit”
value. Potential summarizing best-fit values are the posterior mode (most probable value of P ) or
1

In order to support water in its liquid state, the exoplanet must fall in the star’s habitable zone. This zone is
also referred to as the “Goldilocks zone”. This name comes from the fairy tale Goldilocks and the three bears wherein
Goldilocks tastes three bowls of porridge. The first bowl is too cold, the second bowl is too hot and the last bowl has
the perfect temperature. The same logic holds for the exoplanet: the distance towards its host star must be perfect so
that the surface temperature supports liquid water and thus life (as we know it).
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the posterior mean (Paper GL)
Z
hP i =

p(P |X, Mn )P dP.

Credible regions (analogues of the frequentist confidence interval) can also be obtained from the
posterior density (Paper GL).
When certain exoplanets are detected, one can thus use the second part of the Bayesian algorithm to obtain posterior distributions for the model parameters. The interested reader is referred
to Paper GL and Gregory (1999) for more information about the Bayesian parameter estimation.
3.9.3

MCMC and radical velocity

In equation (3.36) we see that next to the marginal likelihood in the denominator, we also need to
calculate p(X|P, Mn ), which is an almost fully marginalized likelihood. In Section 3.9.1 we discussed that these marginal likelihoods are extremely difficult to compute, particularly when the
number of parameters is large. For the detection purposes these calculations are too expensive,
but after the detection process we have the privilege to focus on a single light curve. So instead of
thousands of calculations, a few marginal likelihood computations are executable. However, the
numerical calculation of the integrals are of course still very difficult. For a long time, this computational burden has limited Bayesian methods to a small number of relatively simple problems.
The brute force evaluation of the integrals is even today impractical for many complex problems
(Ford (2006)). Therefore, efficient algorithms are developed to evaluate the integrals. The method
of Markov chain Monte Carlo (MCMC) has become an increasingly common tool for evaluating the
Bayesian integrals. For more information about MCMC see Ford (2005) and references therein.
The exoplanets detected during the detection process are called planet candidates which need
to be confirmed by follow-up measurements. Planet candidates detected by the transit method
are often confirmed by radial velocity observations. Bayesian inference plays a major role in these
follow-up measurements, which agrees with the following quote:
“Astronomers searching for the small signals induced by planets inevitably face significant statistical challenges. Bayesian inference has the potential of improving the interpretation of existing observations, the planning of future observations and ultimately inferences
concerning the overall population of planets.”
— P.C. Gregory (2007).
Bayesian inference is potentially more suitable for parameter estimation and follow-up measurements for planet candidates. We see in the literature that Bayesian inference is mainly used in the
radial velocity method. See e.g. the works of Gregory (2005, 2007) for a Bayesian re-analysis of
earlier detected exoplanets using the radial velocity method. More Bayesian inference for radial
velocity observations: http://www.phas.ubc.ca/˜gregory/gregory.html
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4

Simplified “Bayesian” detection algorithm

4.1

Introduction

In this chapter we consider the transit search algorithm which was presented in a paper following Paper GL (Aigrain and Irwin (2004), hereafter referred to as Paper AI) as a simplified version
of the Bayesian algorithm described in Chapter 3. This simplification has been made in order
to make the algorithm more efficient for detection purposes. We will see in this chapter that this
new algorithm (hereafter referred to as AI algorithm) needs less computational requirements and
thus is a more suitable algorithm for detection purposes only. In the first section we explain the
simplifications made to the Bayesian algorithm. We will see that the new algorithm is based on
a maximum-likelihood approach and loses the Bayesian interpretation because of the simplifications made to the Bayesian algorithm. In the last section we will compare the new algorithm to
an extant algorithm published before Paper AI, the box-fitting algorithm. We end this chapter by
showing that these two algorithms are equivalent.

4.2

Defining the algorithm

The obstacle in the Bayesian algorithm for the detection process is the calculation of the marginal
likelihoods, which can exist of a large number of integrals depending on the number of parameters. Especially the number of bin parameters are large for some models. The first simplification
made to the Bayesian algorithm is excluding the use of the bin levels rj as free parameters. In
Paper AI it is demonstrated that the optimal bin levels for each model can be directly determined
from the data using likelihood maximization given the other model parameters P , d and e. Also
the AI algorithm does not make use of Bayesian prior distributions, since the lack of information available on exoplanetary characteristics. Another counterargument given in Paper AI is
that the Bayesian priors used in Chapter 3 were identical to the priors used for the detection of
X-ray pulsars (Paper GL), rather than specifically optimized for exoplanetary transit searches. In
my opinion the latter counterargument is inappropriate since the priors used for X-ray pulsars
were non-informative priors. Also the lack of exoplanetary information should make no difference when using non-informative priors. Because the Bayesian priors are dropped and fixed trial
parameters are used, the AI algorithm loses the Bayesian interpretation. Consequently, the AI
algorithm avoids the problem of calculating computationally intensive marginal likelihoods.
The model Mn has n + 4 parameters in the Bayesian algorithm: n + 1 bin levels, period
P , duration d and epoch e. In the AI algorithm the set of free model parameters consists of four
parameters: P , d, e and the number of bins per period n. We will see that the bin levels can be fully
defined by the data. The AI algorithm treats the parameters as fixed constants instead of random
variables, hence the statistical inference in the simplified method is a frequentist approach. For a
given number of bins n, the AI algorithm finds the best set of parameters P , d, e and bin levels
rj by searching for the model most likely to have given rise to the observed data, i.e., the model
which yields the maximum likelihood.
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4.2.1

Maximum-likelihood approach

Since the zero-mean Gaussian noise assumption made in Section 1.2 still holds for the AI algorithm, we recall the distribution given in (3.27):
xt ∼ N (xPt , σt2 ),
where xpt is the value of xt predicted by the model. Assuming independency of the data points
we have the following likelihood function:
L(xpt , σt )

=

N
Y
t=1

σt

1
√


(xt − xpt )2
exp −
.
2σt2
2π


Let us rewrite this likelihood as follows:


N Y

N
N
1
(xt − xpt )2
1 Y
p
√
L(xt , σt ) =
exp −
σt
2σt2
2π
t=1
t=1
"N
#
N Y

N
X (xt − xp )2
1
1
t
√
exp
−
=
2
σt
2σ
2π
t
t=1
t=1
N Y



N
1
χ2
1
√
exp −
,
=
σt
2
2π
t=1

(4.1)

(4.2)

where
χ

2

=

N
X
(xt − xp )2
t

σt2

t=1

.

(4.3)

So likelihood maximization is equivalent to χ2 minimization, since the noise properties σi are
assumed to be known (Paper AI). The AI algorithm maximizes the likelihood for each model Mn .
Note that the influence of the parameters P , d and e are expressed in the expression of j(t) which
represents the bin allocation in equation (3.25). In Paper AI χ2j is defined as the contribution of
each bin j to the overall χ2 where j = 1, . . . , n:
χ2j

=

nj
X
(xt − rj )2

σt2

t=1

,

(4.4)

where nj is the number of data points in bin j. Equation (4.3) can subsequently be rewritten as
χ

2

=

n
X

χ2j ,

j=0

where bin j = 0 corresponds with the out-of-transit bin. The bin parameters rj , which replace
the variables xpi in equation (4.3), can be fully obtained by the data by maximizing the likelihood,
i.e., minimizing χ2 . So for trial parameters P , d, e and n the AI algorithm aims to find the bin
levels rj which minimize the overall χ2 . Let us summarize this process in the model M:

M = χ2 , (P, d, e, n, ~r) ∈ Θ ,
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where Θ is the parameter space for parameter combinations.
So for given trial parameters P , d, e and n the algorithm needs to minimize χ2 . The AI algorithm defines rej as the value of the bin level rj that minimizes χ2j . This value can be obtained by
setting the derivative ∂χ2j /∂rj equal to zero which yields:
nj
X
rj − xt
2
σt2
t=1

= 0,

and hence
rej

=

Pnj
xt σt−2
Pt=1
nj
−1 .
t=1 σt

(4.5)

By substituting equation (4.5) into equation (4.4) we can write the minimized value of χ2j as
f2 =
χ
j

nj
X
(xt − rej )2

σt2

t=1

.

(4.6)

Expanding equation (4.6) gives:
f2 =
χ
j

nj
X
x2

t
2
σ
t=1 t

nj
nj
X
X
xt
1
2
− 2rej
+ rej
.
2
σ
σ2
t=1 t
t=1 t

Rewriting equation (4.5) yields
nj
X
xt
σ2
t=1 t

= rej

nj
X
1
2,
σ
t
t=1

(4.7)

so that
f2 =
χ
j

nj
X
x2

t
2
σ
t
t=1

nj
X
1
− rej
.
σ2
t=1 t
2

We can now define the overall minimized χ2 by
f2 =
χ

n
X

f2
χ
j

j=0

#
" nj
nj
n
X x2
X
X
1
2
t
=
− rej
σ2
σ2
t=1 t
j=0 t=1 t
"
#
nj
N
n
X
X
X
x2t
1
2
−
rej
.
=
σ 2 j=0
σ2
t=1 t
t=1 t

(4.8)

The optimal parameter set for model M thus corresponds with the parameter set which yields the
f2 . Note that the first term in equation (4.8) is independent
absolute minimum of the calculated χ
of the parameter set, therefore the algorithm only needs to calculate the second term. The new
algorithm thus builds further on the models introduced in the Bayesian algorithm, however the
computational requirements have been significantly reduced. By directly determining the bin
levels using likelihood maximization no computationally heavy integrals need to be calculated,
which benefit the detection process.
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4.2.2

Final reducing modification

A final simplification made in Paper AI is to reduce the number of bins per transit to one. The
Bayesian algorithm can approximate the transit dip with multiple bins. The approximation of
the shape of the transit becomes more accurate when the number of bins per transit increases.
As we discussed in Chapter 2, the shape of the transit is not of interest for detection purposes.
Therefore a single in-transit bin provides enough information, see Figure 4.1. The reduction
to one in-transit bin reduces computational requirements and the loss in detection efficiency is
negligible. In Paper AI the out-of-transit and in-transit bin are defined as O and I respectively.

Figure 4.1: Illustration of the type of models used in the Bayesian algorithm (left) which can approximate
the transit with multiple bins and the model used in the AI algorithm (right). Figure by Aigrain and Irwin
(2004).

Equation (4.8) can thus be rewritten as
f2 =
χ

N
X
x2

t
2
σ
t=1 t

2
− reO

X 1
X 1
2
−
r
e
.
I
σt2
σt2
t∈O

(4.9)

t∈I

2 ≈ x
Given that the transits are short (typically less than 5%, Section 1.2), in Paper AI reO
e2 is
2
assumed. Here x
e is the weighted mean of the entire light curve. Substituting this approximation
in equation (4.9) gives:

f2 ≈
χ

N  2
X
x
t=1

t
σt2


X 1
x
e2
− 2 − reI2
.
σt
σt2

(4.10)

t∈I

f2 can thus be
Note that the first two terms in equation (4.10) are constant. Minimization of χ
obtained by maximizing the last term in equation (4.10), which can be expanded by equation
(4.7) as
X 1
reI2
σt2
t∈I

4.3

=

X xt
σt2
t∈I

!2

X 1
σt2

!−1
.

(4.11)

t∈I

Similarity with box-fitting algorithm

The simplifications to the Bayesian algorithm lead to an algorithm based on a frequentist approach. Instead of using multiple models with different parameter values the use of one model
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with a single in-transit bin has been used for the sake of detection purposes. The model parameters for the simplified algorithm are thus reO , reI , P , d and e. This parameter set is the same
parameter set used in the model for the box-fitting algorithm, where reO and reI correspond with
H and L respectively and parameter d equals parameter q. To characterize the quality of the
fit, the box-fitting algorithm determines the Signal Residue given in equation (2.11). We see that
this Signal Residue is similar to the expression given in equation (4.11) (differences between the
two arise by the use of weights in the box-fitting algorithm). The quantity s2 /r in the Signal
Residue coincides with the first term in equation (4.11) and also the Signal Residue is divided by
a summation over noise terms in the in-transit interval.
The difference between the box-fitting algorithm and the AI algorithm is the statistical method
to determine the levels of (H, L) and (e
rO , reI ) respectively. The box-fitting algorithm makes use of
the method of weighted least squares and the AI algorithm makes use of the maximum-likelihood
method. Although these two methods have different names, we conclude this thesis by showing
that these methods used in the algorithms are equivalent.
Fact. The maximum-likelihood estimator is equivalent to the weighted least squares estimator under the
assumption of normality.
Proof. By equation (3.26) we have
xt = xpt + t ,
where t ∼ N (0, σt2 ), i.e.,
xt ∼ N (xpt , σt2 ).
The likelihood function L(xpt , σt ) is given in equation (4.1). Since the logarithm is a monotonic
function, maximizing the log likelihood l((xpt , σt ) yields the same estimator as the maximum
likelihood estimator (Rice (2007), p.268). The log likelihood is
l(xpt , σt )

"N
Y
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√
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−
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σt 2π
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1
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(4.12)

The maximum likelihood estimator can thus be found by minimizing the log likelihood, i.e., minimizing the second summation in equation (4.12). The weighted least squares estimator can be
found by minimizing the weighted residual sum of squares, which is exactly the second summation in equation (4.12).
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Conclusion
In this thesis we explored three different exoplanetary transit detection algorithms. The main
goal in this thesis was to investigate which algorithm benefits the detection purposes most. Due
to geometrical alignment requirements the transit probability is extremely small. In order to
enlarge the probability of observing a transit, one has to simply extend the number of observed
stars. The detection algorithms thus need to be fast and effective to be able to deal with this large
number of observations. We therefore emphasized on computational requirements. Note that the
algorithms are only optimized for light data embedded in white Gaussian noise. In this thesis we
assume that we obtain data sets filtered to remove red correlated noise since we do not discuss
these pre-filtering processes in this thesis.
The first algorithm examined is the box-fitting algorithm in Chapter 2, which is the most common approach in planet searches. This algorithm searches for planetary transits by fitting multiple box-shaped functions to the light curves. The different box-shaped functions are obtained
by certain trial parameters for the period, fractional transit length and epoch. Each fit was subsequently evaluated using a least squares estimator. The effectiveness of the box-fitting algorithm
relies on the simple shape of the box-shaped functions. Instead of fitting functions which approximates the transit shape, limb darkening effects and gradual ingress and egress phases of the
transit are ignored resulting in a box-approximation of the transit. These simplified assumptions
are not expected to affect the results of the search. A consequence of these shape simplifications is
the loss of important information about the planetary parameters which are carried in the shape
of the planetary transit. However, this loss of parameter information is justified as long as the
main purposes are the detection purposes. The significant detection threshold found in Paper I
is a signal-to-noise ratio larger than 6. In an open problem we suggested to test this threshold
using a signal detection analysis.
The Bayesian algorithm in Chapter 3 detects planetary transits using Bayesian inference. In
this statistical approach, all unknown quantities contained in a probability model for the data are
treated as random variables. So instead of fixed values as parameter estimations as in the boxfitting algorithm, the Bayesian algorithm determines probability distributions for the parameters
and models. The algorithm detects periodic transits by Bayesian model comparison to compare
a constant model (no transit) to a class of periodic models (with transits). There is evidence for
a periodic transit signal if the global Bayes factor is larger than 1 according to Paper AF. In my
opinion it is more appropriate to talk about relevant evidence against the constant model when
much larger values of the global Bayes factor are obtained. In order to calculate the global Bayes
factors, marginal likelihoods need to be calculated which are extremely difficult to compute. This
does not benefit the detection purposes and is thus an obstacle for the Bayesian algorithm. We
argued that seeing the large number of observed stars, this algorithm is not optimal to function
as a detection algorithm. However, the Bayesian algorithm is capable to determine accurate
estimations of the planetary parameters which is of great importance after the detection process.
For the sake of detection purposes the Bayesian algorithm has been modified into a simplified
detection algorithm. These simplifications lead to an algorithm based on frequentist inference. By
directly determining the bin parameters from the data using the maximum-likelihood method,
the algorithm obviates the difficult marginal likelihood computations which thus benefits the detection purposes. A second simplification results in the fact that the simplified algorithm uses
trial parameters for the period, epoch and duration in order to fit different step functions with
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one lower level: a box-shaped function. The high and low level of the box-shaped function were
obtained by maximum-likelihood estimators. Since the maximum-likelihood estimator and the
weighted least squares estimator are equivalent under the assumption of normality, the simplified algorithm is mathematically identical to the box-fitting algorithm.
The work in this thesis emphasized the position of the box-fitting algorithm as the most common algorithm used in exoplanetary searches. The effectiveness of the algorithm relies on the
simple shape of the box-shaped function, which is well capable of detecting planetary transits
and thus causes the algorithm to be a very highly efficient algorithm.
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